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Abstract

Traditionally, machine learning methods have used a single learning model to solve

a particular problem. However, the idea of combining multiple models instead of a

single one to solve a problem has its rationale in the old proverb “Two heads are better

than one”. The approach constructs a set of hypothesis using several different models,

that then are combined in order to be able to obtain better performance than learning

just one hypothesis using a unique method. There have been several studies that have

shown that these models obtain usually better accuracy than individual methods, due

to the diversity of the approaches and the control of the variance, taking advantage

of the strengths of the individual methods and overcome their weak points at the

same time. These combinations of models are called “committees”, or more recently

“ensembles”. Ensemble learning algorithms have reached great popularity among the

machine learning literature, as they achieve performances that were not possible some

years ago, and thus have become a “winning horse” in many applications.

Moreover, during the last years, the size of the datasets used in the area of machine

learning has considerably grown. Thus, dimensionality reduction has been a must al-

most in any case, and among those preprocesing methods, feature selection (FS) has

become an essential preprocessing step for many data mining applications, eliminat-

ing irrelevant and redundant information, and thus reducing storage requirements and

improving the computational time needed by the machine learning algorithms. Also,

several studies have demonstrated that feature selection can greatly contribute to im-

prove the performance of posterior classification methods.

One of the main points to be addressed in this thesis is the application of the ensem-

ble learning idea to the feature selection process, with the aim of introducing diversity

and increasing the regularity of the process. Regularity is the ability of the ensemble

approach to obtain acceptable results regardless of the dataset under study and its

particular properties. It should also be mentioned that using ensemble approaches has

the added benefit of releasing the user from the task of selecting the most adequate

method for each dataset, and thus of the obligation of knowing technical details about

the existing algorithms. In this way, also more user-friendly FS methods are coming
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into scene.

Ensembles for feature selection are a recent proposal, and not many works can

be found in the literature. There are several steps that need to be confronted when

creating an ensemble for FS:

1. Create a set of different feature selectors, each one providing its output. In

order to create diversity, there are several methods that can be used, such as

using different samples of the training dataset, using different feature selection

methods, or a combination of both.

2. Aggregate the results obtained by the single models. There are several measures

that can be used in this step, such as majority voting, weighted voting, etc. It

is important to choose an adequate aggregation method, that is able to preserve

the diversity of the individual base models, while maintaining accuracy.

In this thesis, we have designed several approaches for the first aforementioned step:

(i) homogeneous approach, that is, using the same feature selection method with differ-

ent training data and distributing the dataset over several nodes (or several partitions);

and (ii) heterogeneous approach, i.e., using different feature selection methods with the

same training data. Regarding the second point above, we have also studied differ-

ent methods for combining the results obtained from the individual methods. Besides,

when the chosen individual selectors are rankers, at some point we needed to establish

a threshold to retain only the relevant features and to combine the rankings obtained

by the different methods configuring the ensemble. In this sense, we have analyzed two

different proposals, depending on whether thresholding was performed before or after

combination. Finally, a third novelty in this work is related to the need of establishing

an adequate threshold, and thus we propose a methodology for establishing automatic

thresholds based on measurements of data complexity.

The adequacy of the methods proposed along this thesis was checked, so as to be

able to extract a series of final conclusions. To this end, a variety of datasets of different

types were used: synthetic, real “classical” (more samples than features) and real DNA

microarray datasets (more features than samples). In a first step, synthetic datasets

were used to perform the first tests and check the performance of the new implemented

methods. In a second step, real datasets (both classical and microarray) were used to

check the adequacy of new methods to problems presented in the real world, allowing us

to carry out a performance comparison and also to extract a series of final conclusions.
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Finally, nowadays it is common to find missing data in real-world problems that the

proposed feature selection ensembles, as any other machine learning method, are likely

to face. Traditionally, the common way to deal with this situation was to delete those

samples that contained missing data, but this is not possible when the percentages of

missing data are important, and thus imputation is the newly common approach. How-

ever, imputation before FS can lead to false positives: features that are not associated

with the target become dependent as a result of imputation. In this exploratory work

we use causal graphs to evidence the notion of structural bias, and develop a modi-

fied t-statistic test to analyze the possible bias that can be originated. Our conclusion

is that it is more advisable to devise feature selection methods that are “robust” to

the presence of missing data than imputing them. In this regard, the development of

ensemble feature selection in this scenario remains as the future line to pursue.

v



vi



Resumen

Tradicionalmente, los métodos de aprendizaje automático han usado un único modelo

de aprendizaje para resolver un problema en particular. Sin embargo, la idea de com-

binar varios modelos en lugar de uno solo para resolver un problema tiene su razón de

ser en el viejo proverbio “Dos cabezas son mejor que una”. Este enfoque construye un

conjunto de hipótesis usando varios modelos diferentes que luego se combinan para po-

der obtener un mejor rendimiento que el de usar una sola hipótesis utilizando un único

método. Existen varios estudios que han demostrado que estos modelos generalmente

tienen mejor precisión que los modelos individuales debido a la diversidad de los enfo-

ques y el control de la varianza, aprovechando las fortalezas de los métodos individuales

y superando sus puntos débiles al mismo tiempo. Estas combinaciones de modelos son

conocidas como “committees”, o más recientemente “ensembles”. Los algoritmos de

aprendizaje “ensemble” han alcanzado gran popularidad en la literatura de “machine

learning”, ya que han logrado resultados que no eran posibles hace algunos años, y por

lo tanto se han convertido en un “caballo ganador” en muchas aplicaciones.

Además, durante los últimos años, el tamaño de los conjuntos de datos utilizados

en el área del aprendizaje automático ha aumentado considerablemente, haciendo ca-

si obligatoria la reducción de la dimensionalidad en todos los casos. La selección de

caracteŕısticas se ha convertido en un paso de preprocesamiento esencial para muchas

aplicaciones de mineŕıa de datos, eliminando información irrelevante y redundante, re-

duciendo aśı los requisitos de almacenamiento y mejorando el tiempo de computación

que necesitan los algoritmos de aprendizaje automático. Además, varios estudios han

demostrado que la selección de caracteŕısticas puede contribuir en gran medida a me-

jorar el rendimiento de los métodos de clasificación posteriores.

Uno de los puntos principales a tratar en esta tesis es la aplicación de la idea de

aprendizaje “ensemble” al proceso de selección de caracteŕısticas, con el objetivo de

introducir la diversidad y aumentar la regularidad del proceso. La regularidad es la

capacidad del enfoque “ensemble” para obtener resultados aceptables independiente-

mente del conjunto de datos en estudio y sus propiedades particulares. También se

debe mencionar que la utilización de enfoques “ensemble” tiene el beneficio adicional
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de liberar al usuario de la tarea de seleccionar el método más adecuado para cada con-

junto de datos y, por lo tanto, de la obligación de conocer los detalles técnicos sobre los

algoritmos existentes. De esta forma, una nueva capacidad añadida seŕıa la de dotarnos

de métodos de selección de caracteŕısticas más fáciles de usar.

Los “ensembles” para la selección de caracteŕısticas son una propuesta reciente y no

existen actualmente muchos trabajos sobre ellos en la literatura. Hay varios pasos que

se deben enfrentar a la hora de crear un “ensemble” para selección de caracteŕısticas:

1. Crear un conjunto de métodos de selección de caracteŕısticas diferentes, cada uno

proporcionando su salida. Para crear diversidad, existen varios métodos que se

pueden usar, como el uso de diferentes muestras del conjunto de entrenamiento,

el uso de diferentes métodos de selección de caracteŕısticas o una combinación de

ambos.

2. Combinar los resultados obtenidos por los modelos individuales. Hay varias medi-

das que se pueden usar en este paso, como votación mayoritaria, votación ponde-

rada, etc. Es importante elegir un método de agregación adecuado que sea capaz

de conservar la diversidad de los modelos base individuales mientras mantiene la

precisión.

En esta tesis hemos diseñado varios enfoques para el primer punto anteriormente

citado: (i) enfoque homogéneo, es decir, utilizando el mismo método de selección de ca-

racteŕısticas con diferentes datos de entrenamiento y distribuyendo el conjunto de datos

en varios nodos (o varias particiones); y (ii) enfoque heterogéneo, es decir, usando dife-

rentes métodos de selección de caracteŕısticas con los mismos datos de entrenamiento.

Con respecto al segundo punto anterior, también hemos estudiado diferentes métodos

para combinar los resultados obtenidos de los métodos individuales. Además, cuando

los selectores individuales utilizados son “rankers” es necesario establecer un umbral

para retener solo las caracteŕısticas relevantes y combinar los rankings obtenidos por los

diferentes métodos que configuran el “ensemble”. En este sentido, hemos analizado dos

propuestas diferentes, según si el umbral se aplica antes o después de la combinación.

Finalmente, una tercera aportación novedosa de este trabajo es la necesidad de esta-

blecer un umbral adecuado, por lo que proponemos una metodoloǵıa para establecer

umbrales automáticos basada en mediciones de la complejidad de los datos.

A lo largo de esta tesis se ha verificado la adecuación de los métodos propuestos,

permitiendo extraer una serie de conclusiones finales. Para este fin, se utilizaron una
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variedad de conjuntos de datos de diferentes tipos: sintéticos, reales “clásicos” (mayor

número de muestras que de caracteŕısticas) y reales de microarrays de ADN (mayor

número de caracteŕısticas que de muestras). En un primer paso, se usaron conjuntos

de datos sintéticos para realizar las primeras pruebas y verificar el rendimiento de

los nuevos métodos implementados. En un segundo paso, se usaron conjuntos de datos

reales (tanto clásicos como de microarrays) para comprobar la adecuación de los nuevos

métodos a los problemas presentados en el mundo real, permitiéndonos realizar una

comparación de rendimiento y también extraer una serie de conclusiones finales.

Finalmente, hoy en d́ıa es común la situación de encontrar problemas del mundo real

en el que existen datos perdidos, a los que se enfrentará este “ensemble” de selección

de caracteŕısticas (aśı como cualquier otro método de aprendizaje automático). Tra-

dicionalmente, la forma más común de tratar con esta situación era eliminar aquellas

muestras que conteńıan datos perdidos, pero esto no es posible cuando los porcentajes

de pérdida son importantes, y por lo tanto, la imputación es el nuevo enfoque común.

Sin embargo, la imputación antes de la selección de caracteŕısticas puede conducir a

falsos positivos: las caracteŕısticas que no están asociadas con la clase se vuelven depen-

dientes como resultado de la imputación. En este trabajo de investigación utilizamos

gráficas causales para evidenciar la noción de sesgo estructural, y desarrollamos una

modificación sobre el T-estad́ıstico para analizar el posible sesgo que puede originarse.

Nuestra conclusión es que es preferible idear métodos de selección de caracteŕısticas que

sean “robustos” a la presencia de datos perdidos que realizar su imputación. En este

sentido, el desarrollo de “ensembles” para selección de caracteŕısticas en este escenario

es una de las ĺıneas futuras a seguir.
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Resumo

Tradicionalmente, os métodos de aprendizaxe automático utilizaron un único mode-

lo de aprendizaxe para resolver un problema en particular. Sen embargo, a idea de

combinar varios modelos en lugar de un só para resolver un problema ten a súa razón

de ser no vello proverbio “Dúas cabezas son mellor que unha”. Este enfoque constrúe

un conxunto de hipóteses usando varios modelos diferentes que logo se combinan pa-

ra poder obter un mellor rendemento có de usar unha hipótese utilizando un único

método. Existen varios estudos que demostraron que estos modelos xeralmente teñen

mellor precisión cós modelos individuais debido á diversidade dos enfoques e ao control

da varianza, aproveitando as fortalezas dos métodos individuais e superando os seus

puntos débiles ao mesmo tempo. Estas combinacións de modelos son coñecidas como

“committees”, ou máis recentemente “ensembles”. Os algoritmos de aprendizaxe “en-

semble” alcanzaron gran popularidade entre a literatura de “machine learning”, xa que

lograron rendementos que non eran posibles fai algúns anos, e polo tanto convert́ıronse

nun “cabalo gañador” en moitas aplicacións.

Ademáis, durante os últimos anos, o tamaño dos conxuntos de datos utilizados na

área da aprendizaxe automática aumentou considerablemente, facendo case obrigatoria

a redución da dimensionalidade en tódolos casos. A selección de caracteŕısticas con-

verteuse nun paso de preprocesamento esencial para moitas aplicacións de mineŕıa de

datos, eliminando información irrelevante e redundante, reducindo aśı os requisitos de

almacenamento e mellorando o tempo de computación que necesitan os algoritmos de

aprendizaxe automático. Ademáis, varios estudos demostraron que a selección de ca-

racteŕısticas pode contribuir en gran medida a mellorar o rendemento dos métodos de

clasificación posteriores.

Un dos puntos principais a tratar nesta tese é a aplicación da idea de aprendiza-

xe “ensemble” ao proceso de selección de caracteŕısticas, co obxectivo de introducir

diversidade e aumentar a regularidade do proceso. A regularidade é a capacidade do

enfoque “ensemble” para obter resultados aceptables independentemente do conxunto

de datos en estudio e as súas propiedades particulares. Tamén débese mencionar que

o uso de enfoques “ensemble” ten o beneficio adicional de liberar ao usuario da tarefa
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de seleccionar o método máis axeitado para cada conxunto de datos e, polo tanto, da

obrigación de coñecer os detalles técnicos sobre os algoritmos existentes. Desta forma,

tamén traemos á escena métodos de selección de caracteŕısticas máis fáciles de usar.

Os “ensembles” para a selección de caracteŕısticas son unha proposta recente e non

se encontran moitos traballos sobre eles na literatura. Hai varios pasos que se deben

afrontar á hora de crear un “ensemble” para a selección de caracteŕısticas:

1. Crear un conxunto de métodos de selección de caracteŕısticas diferentes, cada un

proporcionando a súa sáıda. Para crear diversidade, existen varios métodos que

se poden usar, como o uso de diferentes mostras do conxunto de entrenamento,

o uso de diferentes métodos de selección de caracteŕısticas ou unha combinación

de ambos.

2. Combinar os resultados obtidos polos modelos individuais. Hai varias medidas

que se poden usar neste paso, como votación maioritaria, votación ponderada,

etc. é importante elexir un método de agregación adecuado que sexa capaz de

conserva a diversidade dos modelos base individuais ao mesmo tempo que mantén

a precisión.

Nesta tese deseñamos varios enfoques para o primeiro punto anteriormente citado:

(i) enfoque homoxéneo, é dicir, utilizando o mesmo método de selección de caracteŕısti-

cas con diferentes datos de entrenamento, e distribúındo o conxunto de datos en varios

nodos (ou varias particións); e (ii) enfoque heteroxéneo, é dicir, usando diferentes méto-

dos de selección de caracteŕısticas cós mesmos datos de entrenamento. Con respecto ao

segundo punto anterior, tamén estudiamos diferentes métodos para combinar os resulta-

dos obtidos dos métodos individuais. Ademáis, cando os selectores individuais utilizados

son “rankers” é necesario establecer un umbral para reter só as caracteŕısticas relevantes

e combinar os rankings obtidos polos diferentes métodos que configuran o “ensemble”.

Neste sentido, analizamos dúas propostas diferentes, atendendo a se o umbral se aplica

antes ou despois da combinación. Finalmente, unha terceira novidade neste traballo é a

necesidade de establecer un umbral adecuado, polo que propoñemos unha metodolox́ıa

para establecer umbrales automáticos basados en medicións da complexidade dos datos.

Ao longo desta tese verif́ıcase a adecuación dos métodos propostos, permitindo

extraer unha serie de conclusións finais. Para este fin, utilizáronse unha variedade de

conxuntos de datos de diferentes tipos: sintéticos, reais “clásicos” (con máis mostras

que caractereŕısticas) e reais de microarrays de ADN (con máis caracteŕısticas que
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mostras). Nun primeiro paso, usáronse conxuntos de datos sintéticos para realizar as

primeiras probas e verificar o rendemento dos novos métodos implementados. Nun

segundo paso, usáronse conxuntos de datos reais (tanto clásicos como de microarrays)

para comprobar a adecuación dos novos métodos aos problemas presentados no mundo

real, permit́ındonos realizar unha comparación de rendemento con respecto á aplicación

dos métodos en conxuntos de datos sintéticos e tamén extraer unha serie de conclusións

finais.

Finalmente, hoxe en d́ıa é común atopar situacións con datos perdidos en problemas

do mundo real, aos que se teŕıa que enfrentar este “ensemble” de selección de carac-

teŕısticas (é calquera método de aprendizaxe automático). Tradicionalmente, a forma

máis común de tratar con esta situación era eliminar aquelas mostras que contiñan

datos perdidos, pero isto non é posible cando os porcentaxes de pérdida son importan-

tes, e polo tanto, a imputación é o novo enfoque común. Sen embargo, a imputación

antes da selección de caracteŕısticas pode conducir a falsos positivos: as caracteŕısticas

que non están asociadas cá clase vólvense dependentes como resultado da imputación.

Neste traballo de investigación utilizamos gráficas causales para evidenciar a noción de

sesgo estrutural, e desenvolvemos unha modificación sobre o T-estat́ıstico para analizar

o posible sesgo que pode orixinarse. A nosa conclusión é que é preferible idear métodos

de selección de caracteŕısticas que sexan “robustos” á presencia de datos perdidos, en

vez de realizar a súa imputación. Neste sentido, o desenvolvemento de “ensembles” para

a selección de caracteŕısticas neste escenario é unha liña futura a seguir.
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CHAPTER1
Introduction

1.1 Feature Selection

Feature selection (FS) can be described as a process that allows to identify an ideal

subset of relevant features of the data which describes properly the given problem,

eliminating irrelevant and redundant information with a minimum performance degra-

dation. Previous studies have shown that the performance of the classification models

improves when irrelevant and redundant features are deleted from the original dataset

[27, 64]. Furthermore, FS has many other advantages [32]:

• Data reduction, limiting storage requirements.

• Dimensionality reduction, saving resources in the next round of data collection

or during utilization.

• Data understanding, gaining knowledge and visualization about the process.

• Improving the performance of the machine learning algorithms.

• Gaining simplicity, allowing the use of simpler models and improving speed.

FS has been applied to many machine learning and data mining problems, with

the aim of selecting a subset of features that minimizes the prediction error of a given

classifier [33]. Guyon and Elisseeff [33] and Hall and Holmes [36] describe different

approaches to FS, including feature construction, feature ranking, and multivariate

feature selection, and also describe efficient search methods and feature validity assess-

ment methods.
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Chapter 1. Introduction

1.1.1 Feature Selection Methods

There are two different approaches [73] to evaluate the features of a dataset: individual

evaluation and subset evaluation. In individual evaluation, a ranking of features is re-

turned by assigning a level of relevance to each feature. In subset evaluation, successive

subsets of features –generated according to a predefined search strategy– are evaluated

iteratively according to an optimality criterion until a final subset of selected features

is obtained. The individual evaluation approach is incapable of removing redundant

features because these are likely to have similar rankings. In contrast, the subset eval-

uation approach can handle both feature redundancy and feature relevance but may be

computationally inefficient because of having to search through all the feature subsets.

Another set of major FS approaches can be established attending to the relationship

between a FS algorithm and the inductive learning method used to infer a model [32]:

• Filter methods, which build the feature subset selected with independence of the

induction algorithm, using the general characteristics of the training data, having

the advantage of a low computational cost while exhibiting a good generalization

ability.

• Wrapper methods, which use a learning algorithm as a black box employing its

prediction performance for assessing the quality of the different subsets of fea-

tures generated. This close interaction with the classifier tends to give better

performance results than the previous type of methods, but at the cost of a much

higher time consumption, and also bearing the risk of overfitting.

• Embedded methods, which joins both the classifier’s development and the optimal

subset of features search, and thus it can be seen as a search in the combined space

of subsets and hypotheses. While this approach is able to capture dependencies

at a lower computational cost than wrappers, it still may suffer from overfitting.

After a preliminary study involving the different basic aforementioned approaches,

we have focused on the use of filter and embedded individual evaluation methods due

to multiple reasons:

• We have selected individual evaluation methods with the aim of studying and

improving the mandatory thresholding step. Besides, we have wanted to carry
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out different combinations based on feature relevance which are only applicable

on individual evaluation methods—each feature needs a relevance value.

• We have focused on filter and embedded methods since they allow to reduce the

dimensionality of the data without compromising the time and memory require-

ments of machine learning algorithms. These are important requirements since

over the last years there has been a notable growth in the datasets sizes [11].

1.1.1.1 Filter Methods

• Chi-Square [48]. This univariate filter, based on the χ2 statistic, independently

evaluates each feature with respect to the classes. The higher the chi square value,

the more relevant the feature with respect to the class.

• Information Gain (InfoGain) [59]. One of the most common univariate methods

for attribute evaluation, this filter assesses features according to their information

gain considering a single feature at a time.

• Minimum Redundancy Maximum Relevance (mRMR) [57]. This filter uses mutual

information to select the most relevant features for the target class that are also

minimally redundant, i.e., it selects features that are maximally dissimilar.

• ReliefF [42]. The original Relief filter [40] works by randomly sampling an in-

stance from the dataset and then locating its nearest neighbor from the same and

opposite class. The values of the nearest neighbor attributes are compared to the

sampled instance so as to update relevance scores for each attribute. The ratio-

nale is that a useful attribute should differentiate between instances from different

classes and should have the same value for instances from the same class. ReliefF

has the added ability of dealing with multiclass problems and is also more robust

in dealing with incomplete and noisy data. This method can be applied in all

situations, has low bias, includes interaction between features, and may capture

local dependencies that other methods miss.

1.1.1.2 Embedded Methods

• Recursive Feature Elimination for Support Vector Machines (SVM-RFE) [31].

This embedded method trains an SVM classifier iteratively with the current set
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of features. The least important features are then removed by an RFE process

using weight as the ranking criterion.

• Feature Selection-Perceptron (FS-P) [51]. This embedded method is based on

a perceptron, a type of artificial neural network that can be viewed as a linear

classifier, i.e., as the simplest kind of feedforward neural network. It consists of

training a perceptron in a supervised learning context. Interconnection weights

are used as indicators of the most relevant features for ranking.

1.2 Ensemble Approach

Originally, machine learning methods have used a single learning model. However,

it has been observed that multiple prediction models can be used to solve the same

problem. This approach, called ensemble learning, builds on the assumption that com-

bining the output of multiple experts (base learners) is better than using the output

of any single expert [44, 43]. This approach has rapidly attracted the interest of the

pattern recognition and machine learning communities since ensemble methods often

outperform any single base learner [26, 6, 19].

There are two different main approaches to build an ensemble [34]:

• Parallel ensemble combines independently and diverse base learners. Thus, each

individual base learner obtains different results on new data. This ensemble ap-

proach is a good variance-reduction technique and it is usually applied to unstable

and high-variance algorithms. A combination step is necessary in order to obtain

a single final result. This approach is depicted in Figure 1.1.

• Serial ensemble builds every new expert based on previously constructed. This

ensemble approach is often more complex than parallel approach but it is aimed

at reduce both bias and variance, achieving good performance. This approach is

depicted in Figure 1.2.

We have focused on the parallel ensemble approach since one of the main goals

of this work is to achieve acceptable computation times by using the parallelization of

base learners that conform the ensemble method. This process is impossible to perform

in the serial ensemble approach due to its linear nature.
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Ensemble method

Training data

Base learner 1 Result 1

Apply 

combination 

method

Final result

Base learner 2

Base learner 3

Base learner 4

Base learner N

Result 2

Result 3

Result 4

Result N

.

.

. 

.

.

. 

Figure 1.1: Parallel ensemble schema

Ensemble method

Training data Base learner 1 Result 1

Base learner 2

Base learner 3

Base learner N

Result 2

Result 3

Final result

Figure 1.2: Serial ensemble schema
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There are several ensemble methods available in the classification, regression and

optimization fields since combining classifiers/regressors/optimizers appears to be the

natural way ahead once a critical mass of knowledge of single models has been accu-

mulated [43]. In these fields, the most popular methods are bagging [15] and boosting

[65]. Bagging creates an ensemble by training individual classifiers on bootstrap sam-

ples of the training set. Each bootstrap sample is generated by randomly selecting,

with replacement, n instances from the training set where n is the size of the training

set. As a result of the sampling with replacement procedure, each classifier is trained

on the average of 63.3% of the training instances. The prediction of each classifier is

combined using simple voting. On the other hand, in the boosting approach the sam-

pling is proportional to an instance’s weight. Bagging and boosting are two of the most

well-known ensemble learning methods due to their theoretical performance guarantees

and strong experimental results.

Although the ensemble approach has been mainly used to improve classification

results it can be also used in other machine learning fields. Recent works have proposed

improving FS algorithm robustness using multiple FS evaluation criteria, achieving

more accurate classification. Saeys et al. [64] show that ensemble FS techniques achieve

great promise for high-dimensional domains with small sample sizes, and provide more

robust feature subsets than a single FS technique. In addition, they also investigate

the effect of ensemble FS techniques on classification performance, giving rise to a

new model selection strategy. Tuv et al. [67] combine parallel and serial ensembles of

trees into a mixed method that can uncover masking and detect features of secondary

effect, dealing with wide, dirty and mixed datasets. The effectiveness of this approach

was tested on simulated and actual examples. Bolón-Canedo et al. [8] develop an

ensemble approach employing five different FS methods, where each method selects

different subsets of features to train and test five classifiers. The outputs of each FS

method are combined by simple voting. Recently, Ebrahimpour et al. [22] executed an

interesting study to discuss the rationale of ensemble FS. In addition, they proposed

a new particular ensemble method called data perturbation strategy. This method

consists in combining multiple selectors based on the same core algorithm but trained

on different perturbed versions of the original data.

In our research we have used an ensemble approach of filter and embedded individual

evaluation FS methods (ranker methods) rather than the typical single method. The

goal was to introduce diversity and increase the regularity of the FS process, taking

advantage of the strengths of the individual selectors and overcoming their weaknesses.

In FS, the individual selectors in an ensemble are known as base selectors. Ensembles
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can be formed in several ways [13], for example:

• N selections generated using the same base selector algorithm, with different

parameter settings, all using the same training data.

• N selections generated using the same base selector algorithm, all with different

training data and either with the same or with different parameter settings.

• N selections generated using a variety of different base selector algorithms, either

with the same or with different training data.

• N selections generated using different subset of the attributes for each one.

We have explored in depth two particular cases of all these possibilities: (i) N selec-

tions using the same base selector algorithm with the same parameter settings, all using

different training data (Figure 1.3); and (ii) N selections using different base selector

algorithms that use the same training data (Figure 1.4). The first approach –called ho-

mogeneous ensemble– improves computation time by processing data in parallel nodes,

whereas the second approach –called heterogeneous ensemble– ensures stable and robust

FS that achieves competitive results irrespective of the scenario.

Ensemble method

Node 1 (Base selector 1) Node 2 (Base selector 1) Node N (Base selector 1)

Apply combination 

method

Training data

Final result

Result 1 Result 2 Result N

Training data 1 Training data 2 Training data N. . .

. . .

. . .

Figure 1.3: Homogeneous feature selection ensemble schema
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Ensemble method

Apply combination 

method

Training data

Final result

Result 1 Result 2 Result N

Base selector 1 Base selector 2 Base selector N. . .

. . .. . .

Figure 1.4: Heterogeneous feature selection ensemble schema

In this work, each base selector obtains a ranking of features as a result –returned by

assigning a level of relevance to each feature– due to the fact that ranker methods were

used as base selectors. There are some works in the literature where ranker methods

were used as base selectors. Olsson and Oard [54] combine three commonly used filter-

based feature ranking techniques for text classification problems using lowest, highest,

and average rank combination methods. Outstanding work in this area has been done

in two especially interesting studies by Wang et al. [69] [70], studying different ensemble

configurations based on ranker methods as base selectors.

1.2.1 Design

There are several ways to design an ensemble [14], where the first decision is to choose

the FS methods. In our proposal, ranker methods were used as base selectors since

computational efficiency was our priority. The different FS rankers were individually

applied to a particular dataset and the single final subset was obtained by combining

the obtained outputs applying a combination method. The use of rankers made it

mandatory to apply a threshold to limit the number of selected features and so ensure

efficiency in the subsequent learning methods. Different designs were obtained depend-

ing on the order of the combination and thresholding operations: (i) rankings combined

before thresholding; and (ii) threshold cutoff applied before combining rankings.
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1.2.1.1 Design CT

The traditional design of an ensemble of ranker methods is based on combining the

individual ranker results using an aggregator to fuse the rankings into a single final

ranking to subsequently apply a threshold cutoff in order to obtain a final practical

subset of features [45]. The pseudo-code for this approach is given in Algorithm 1.

Algoritmo 1: Pseudo-code for Design CT: combination followed by thresholding

Data: N — number of ranker methods

Data: T — number of features to be selected

Result: P — classification prediction

1 for each n from 1 to N do

2 Obtain ranking Rn using ranker method rn

3 end

4 R = Obtain the final ranking by joining all Rn rankings using the Min combination

method.

5 T = Select a threshold value cutoff t from those available and apply.

6 S = Select the T top attributes from R.

7 Build the classifier with the selected attributes S.

8 Obtain prediction P .

1.2.1.2 Design TC

We have redesigned the traditional ensemble (Design TC ) by reversing the order of the

combination and thresholding steps. Therefore, the result of each ranker method was

obtained as a first step, as in the generic design. A threshold cutoff was selected and

applied to each single output to obtain individual partial subsets of features. Finally,

these subsets were joined in order to achieve a single final subset of features. The

pseudo-code for this approach is given in Algorithm 2.
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Algoritmo 2: Pseudo-code for Design TC: thresholding followed by combination

Data: N — number of ranker methods

Data: Tn — number of features to be selected

Result: P — classification prediction

1 for each n from 1 to N do

2 Obtain ranking Rn using ranker method rn

3 Tn = Select a threshold cutoff t from those available and apply to each Rn.

4 Sn = Select the Tn top attributes from each Rn.

5 end

6 C = Select a combination method.

7 S = Obtain the final subset by combining all Sn subsets using C.

8 Build the classifier with the selected attributes S.

9 Obtain prediction P .

1.2.2 Combination

Once we have obtained the base selectors results in an ensemble method we must

combine them in order to produce a unique final output. This mandatory step in

ensemble methods is known as combination or aggregation, where a combination method

or aggregator is responsible for carrying out the necessary operations to simplify the

base selectors results. Depending on the selected ensemble design we can differentiate

two types of combination methods: (i) ranker combination methods and (ii) subset

combination methods.

1.2.2.1 Ranker Combination Methods

This type of combination methods are applied on Design CT ensembles, conducting the

fusion of several rankings obtained as the result of applying different ranker methods

on a dataset. A single final ranking is obtained as output of the aggregators that

combine all the input rankings. Several studies describe different methods for combining

individually generated rankings in order to obtain a final result. The combination

of individual rankings covers from simple methods –based on computing the mean,

median, minimum, etc.– to more complex methods like Complete Linear Aggregation

[1] (CLA) and Robust Ensemble Feature Selection (Rob-EFS) [7].

We have used and compared different measures to perform the combination of sev-
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eral rankings, ranging from simple calculation measures –minimum, maximum, mean,

etc.– to more sophisticated measures—for example the SVM-Rank method:

SVM-Rank [38] This algorithm is an SVM -based method that can be trained to

learn ranking functions. The SVM-Rank algorithm considers a training set S of size n

containing FS methods q with their rankings r according to (1.1):

(q1, r1), (q2, r2), . . . , (qn, rn) (1.1)

The algorithm selects a ranking function f that maximizes (1.2):

τS(f) =
1

n

n∑
i=1

τ(rf(qi), ri) (1.2)

The function f must maximize (1.2) and must generalize beyond the training data.

Consider the class of linear ranking functions (1.3) defined as:

(ci, cj) ∈ f−→w (q)⇔ −→wΦ(q, ci) >
−→wΦ(q, cj), (1.3)

where −→w is a weight vector that is adjusted by learning. Φ(q, c) is a mapping between

method q and feature c. For any weight vector −→w , the points are ordered by their

projection onto −→w . Maximizing (1.2) is equivalent to finding the weight vector so that

the maximum number of the following inequalities is satisfied (1.4):

∀(ci, cj) ∈ rk : −→wΦ(qk, ci) >
−→wΦ(qk, cj) | k = 1, . . . , n (1.4)

The solution to this problem is approximated, analogously to SVM classification, by

introducing slack variables ξi,j,k and minimizing the upper bound
∑

i,j,k. This ren-

ders the problem equivalent to an SVM classification on pairwise difference vectors

Φ(qk, ci)− Φ(qk, cj).

Standard combination methods [41] These methods belong to the RobustRank-

Aggreg package implemented in R and Matlab languages. The combination methods in

this package consider a set of m FS ranker methods Q = {qi, i = 1, . . . ,m} and a set of

m FS ranker methods Q̂ = {q̂i, i = 1, . . . ,m} when the rank vector Q̂ is generated by

the null model, i.e. all ranks q̂i are sampled from a uniform distribution. Each element

(a feature dn) of the individual rankings qi is associated with a list of j objects represent-

ing the relevance of a given feature within the range [0, 1], where higher/lower values

represent greater/lesser relevance. Subsequently, a function is applied (min, max, etc.)
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to obtain a final ranking; for example, if q1 = (d3, d5, d8, d4, d2, d1, d7, d10, d9, d6, d11] is

the individual ranking of an FS method, with j an element in the [0,1] interval, then

the relevance of each feature is (d3 → 1, d5 → 0.9, d8 → 0.8, d4 → 0.7, d2 → 0.6, d1 →
0.5, d7 → 0.4, d10 → 0.3, d9 → 0.2, d6 → 0.1, d11 → 0].

• Min is a reduction function based on simple arithmetic operations (Equation 1.5).

It selects the minimum of the relevance values yielded by the rankings [71].

min{q1(d1...n), q2(d1...n) . . . qm(d1...n)} (1.5)

• Median is a reduction function based on simple arithmetic operations (Equation

1.6). It selects the median of the relevance values yielded by the rankings [71].

median{q1(d1...n), q2(d1...n) . . . qm(d1...n)} (1.6)

• Mean is a reduction function based on simple arithmetic operations (Equation

1.7). It selects the average of the relevance values yielded by the rankings [71].

1

m

m∑
i=1

qi(d1...n) (1.7)

• GeomMean is a reduction function based on simple arithmetic operations (Equa-

tion 1.8). It selects the geometric average of the relevance values yielded by the

rankings [71].

(
m∏
i=1

qi(d1...n))1/m (1.8)

• Stuart is a reduction function based on statistical sorting distributions (Equation

1.9). It uses the Beta distribution to obtain the ρ value [2].

Pq[X ≤ ρ] = 1− Pq[q̂1 ≤ 1− B−1
m,m(ρ), . . . , q̂m ≤ 1− B−1

m,1(ρ)] (1.9)

• RRA is a reduction function based on statistical sorting distributions (Equation

1.10). It is based on the stuart function, improving the efficiency-accuracy con-

nection through the use of Bonferroni correction when calculating the ρ value

[41].

min
i=1,...,m

Bk,m(r),Bk,m(q) = Pr[q̂k ≤ qk] (1.10)
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1.2.2.2 Subset Combination Methods

These combination methods were used in combination with Design TC ensemble, i.e.

when FS method outputs are thresholded before combination. In this case, subsets are

fused and the ranking order is therefore not taken into account. Subset combination

methods can be grouped into two categories: (i) methods that fuse all subsets and (ii)

methods that fuse the least complex subsets.

Methods that Fuse All Subsets The fusion of all subsets (U1-UN ) (a subset for

each FS method) merges the features of as many subsets as the number of fusion

methods (1 to N). The fusion method U1 obtains a final subset by fusing all the

subsets, while UN obtains a final subset through the intersection of N subsets. So,

Ui ⊆ Uj , ∀i ≥ j where i, j = 1 . . . N and Ui 6= {∅}, i = 1 . . . N provided that the subset

was selected at least by one ranker method. We recommend the use of ReliefF method

as a base for the subset combination since its use is advised when the nature of the

dataset is unknown [9].

The behavior of this method is illustrated with a simple example. Imagine that

we apply an ensemble of six different ranker methods and an automatic threshold to

a dataset with five features {a, b, c, d, e}. As can be seen in Table 1.1, we obtain six

different subsets of features {S1, S2, S3, S4, S5, S6}, one for each method in the ensemble.

Notice that S4 corresponds to results obtained by ReliefF method and therefore they

will be used as a base in the final results with the aim of avoiding empty subsets and

improving the final results. The six columns in the right of the table illustrate the

calculations made by the different U1-U6 methods.

S1 S2 S3 S4 S5 S6 U1 U2 U3 U4 U5 U6

a a a a a a a a a a a a

c c b d d d b c d d d d

e d d e c d e e

e e d e

e

Table 1.1: Example of how Fusion of subsets (U1-U6) works with multiple subsets.
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Fusion of the N least Complex Subsets This combination method is based on

selecting theN least complex subsets –according to CF complexity measure (see Section

1.2.3)– and joining them to select all their features.

A simple example explains this method. Imagine that we apply an ensemble of

six different ranker methods and a automatic threshold to a dataset with five features

{a, b, c, d, e}. Each feature has a complexity value assigned according to CF complexity

measure, and this value is used to calculate subset complexity. For this example the

following values were set: a = 0.5, b = 0.3, c = 0.7, d = 0.2 and e = 0.9. Final subset

complexity is obtained by adding the individual complexity value for each feature in

the subset and dividing this value by the number of features in the subset (last row

in Table 1.2). As can be seen in Table 1.2, we obtain six different subsets of features

{S1, S2, S3, S4, S5, S6} with six different subset complexity values, one for each method

in the ensemble. Finally, the subsets with the three lowest complexity values (the

shaded columns in the table) are joined to obtain a unique single subset, as illustrated

in the last column of Table 1.2.

S1 S2 S3 S4 S5 S6 L3

a a a a a a a

c c b d d d b

d d d e e c

e d

0.47 0.58 0.33 0.35 0.53 0.53 0.43

Table 1.2: Example of how Fusion of the three least complex subsets (L3) works with

multiple subsets.

1.2.3 Thresholding

Since individual evaluation FS methods (ranker methods) sort all the features, it is

necessary to set a threshold in order to obtain a practical subset of features. We can

differentiate between two types of threshold values according to the way of selecting the

number of features in the final subset: (i) fixed threshold and (ii) automatic threshold.
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1.2.3.1 Fixed threshold

Fixed threshold is the most common practice, but not the most appropriate, which

is based on trying different fixed thresholds independent of the nature of the studied

dataset, only taking into account the dimension size. These thresholds retain different

number of features based on the existing total number of features and after a classifica-

tion stage, the threshold which obtains the best accuracy is finally used [11, 9]. Along

this work we have used four main fixed threshold methods, ranging from selecting a

low number of features to selecting half of them:

• log2 (n). This threshold, where n is the number of features in a given dataset,

was chosen for our research, given that it has been recommended to select log2(n)

metrics for software quality prediction [70], and that it has been shown to be

suitable for use with Weka [35] in building random forest learners [39].

• 10%. This threshold selects the top 10% of the most relevant features of the final

ordered ranking.

• 25%. This threshold selects the top 25% of the most relevant features of the final

ordered ranking.

• 50%. This threshold selects the top 50% of the most relevant features of the final

ordered ranking.

1.2.3.2 Automatic threshold

In this thesis we have developed new automatic threshold dependent on the dataset

nature. The idea of establishing an automatic threshold is based on using dataset com-

plexity measures [37] to obtain an optimal number of features to be used for subsequent

classification purposes. This approach individually calculates the complexity measure

for each feature of the dataset and, finally, it establishes the final subset of features

according to the following formula:

e = α× CM + (1− α)× ρ (1.11)

where α is a parameter with a value in the interval [0, 1] that balances the importance

of both the error obtained and the number of features retained, (α = 0.75 empirically

for this work), CM is one of the complexity measures described below (F1, F2, F3 or
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CF ) and ρ is the percentage of features retained with a value in the interval [0, 1]. In

this work, the feature percentages were calculated for batches of log2(n) features. That

is, we calculated e using only the first batch of log2(n) features, and then calculated e

for the batch of 2 × log2(n), selecting the best result for both. A smaller complexity

value e represents an easier problem.

We have developed four automatic thresholding methods based on three different

complexity measures:

• Maximum Fisher’s discriminant ratio (F1). This measure is defined for a multi-

dimensional problem as:

F1 =

∑c
i=1,j=1,i 6=j pipj(µi − µj)2∑c

i=1 piσ
2
i

, (1.12)

where µi, σ
2
i , and pi are the mean, variance and proportion of the ith class c,

respectively. In this work the inverse of the Fisher ratio (1/F1) has been used,

such that a small complexity value represents an easy problem.

• Volume of overlap region (F2). Let the maximum and minimum values of each

feature fi in class cj be max(fi, cj) and min(fi, cj). The overlap measure F2 is

thus defined as:

F2 =
∏
i

max(0,MINMAXi −MAXMINi)

MAXMAXi −MINMINi
, (1.13)

where i = 1, . . . , d for a d-dimensional problem, and

MINMAXi = MIN(max(fi, c1),max(fi, c2))

MAXMINi = MAX(min(fi, c1),min(fi, c2))

MAXMAXi = MAX(max(fi, c1),max(fi, c2))

MINMINi = MIN(min(fi, c1),min(fi, c2))

For multiclass problems, F2 is computed for each pair of classes, the absolute

value is obtained for all of the classes and, finally, the product of all these values

is returned as output. A low value for this measure means that the features can

discriminate between the instances of different classes.

• Maximum (individual) feature efficiency (F3). In a procedure that removes un-

ambiguous points falling outside the overlapping region in each dimension, the

efficiency of each feature is defined as the fraction of all remaining points separable
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by that feature. The maximum feature efficiency F3 is defined for a d-dimensional

problem as:

F3 =
|⋃d

i=1{xji ∈ [MINMAXi,MAXMINi] : xj ∈ D}|
s

(1.14)

where xj is each of the examples in the training set D, xji the value of example

xj for feature i, and s the total number of examples in the training set D.

For multiclass problems, F3 is computed for each pair of classes, the absolute

value for each is obtained and, finally, the maximum of all these values is returned.

In this work the inverse of this measure (1/F3) has been used, such that a smaller

complexity value represents an easier problem.

• Complexity fusion (CF). This automatic threshold selects an optimal number of

features according to a combination of 1/F1, F2 and 1/F3 complexity measures,

using an average of the three as the complexity value:

CF =
1
F1 + F2 + 1

F3

3
(1.15)

According to definition of complexity measures used in this calculation, a small

complexity CF value represents an easy problem. In addition, due to F1 measure

can achieve any positive real value and F2 and F3 take values in the range [0, 1],

CF measure can obtain any real positive value, where F1 measure value may

dominate over the other two measures in the final result.

1.3 Missing Data

A common situation in machine learning real-world applications is to find, among other

problems, that our datasets have missing data. Missing data refers to the difference

between the data that we planned to collect and what we have managed to collect [49].

The plan may be a genuine, e.g. a typical survey to collect precise values, or a fictional

one, e.g. collect the information about subjects’ long-term diet.

Missing data generally complicates the statistical analysis in terms of reduced sta-

tistical power, biased parameter estimates, and degraded confidence intervals [68]. In

addition to this, the power of statistical tests can be severely compromised when rel-

atively large fraction of data are missing [18]. These problems may be particularly

serious when the reason for the missing value is directly related to itself [25].
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Given the potential problems that arise from the presence of missing data, a variety

of methods have been suggested to properly treat them. However, selecting the right

solution method to deal with missing values depends on the information known by the

analyst such as the causes of missingness, the type of missingness in the dataset and

the type of data [60].

1.3.1 Missingness Mechanism

Missing data can be classified into three main types with the aim of studying testability

and recoverability of the statistical analysis of the results, as missing data introduce an

element of ambiguity [63, 56]:

1. Missing Completely At Random (MCAR). This mechanism assumes that the

probability of missing Vmiss is independent of Vmiss or any other variable in

the study, where Vmiss denotes the missing component. Therefore, causes of the

missing data are unrelated to the data and the probability of being missing is

the same for all cases. For example, data are MCAR if the subjects of a survey

decide to reveal their age based on flip-coins.

2. Missing At Random (MAR). This mechanism assumes that P (R|Vobs, Vmiss) =

P (R|Vobs) for all cases V , where Vobs denotes the observed component of V and

Vmiss the missing component. Therefore, causes of missing data are related to

the observed data and the probability of being missing is the same only within

groups defined by the observed data. For example, data are MAR if men in the

population are more likely to reveal their age than woman.

3. Missing Not At Random (MNAR). If the missingness mechanism is neither MCAR

nor MAR, it is called as MNAR. This mechanism assumes that the value of the

variable that is missing is related to the reason it is missing and the probability

of being missing varies for reasons that are unknown to us. For example, online

shoppers rate an item with a high probability either if they love the item or if

they loathe it. In other words, the probability that a shopper supplies a rating is

dependent on the shopper’s underlying liking [50].

This distinction is important for understanding why some solution methods will

not work. This theory lays down the conditions under which missing data method can
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provide valid statistical inferences. Most simple missing solution methods only work

under the restrictive and often unrealistic MCAR assumption.

1.3.2 Missing Solution Methods

The best way to deal with missing data is not to have them [72] but even the most care-

fully designed and executed studies produce missing values [68]. The really interesting

question is how we deal with incomplete data, and therefore, along the last decades,

handling incomplete data problems using missing solution methods have been vastly

expanded and refined.

Missing solution methods can be classified into two groups according to the course of

action taken with the incomplete records [49]: (i) data reduction, which discards incom-

plete records, and (ii) data imputation, which completes them. A typical imputation

method draws on the recorded data, assuming that the patterns of values or associa-

tions observed among the complete records tend to occur also among the records that

were not observed completely. In contrast, data reduction is straightforward, requiring

no intelligence about the dataset or the nonresponse process.

1.3.2.1 Data Reduction Methods

The standard, but understandable, approach to deal with incomplete data is to delete

them [68]. In data reduction, incomplete records are discarded and the remainder data

is analyzed. The reduced dataset has the structure amenable to the planned analysis,

although the sample size has been reduced.

Data reduction has two drawbacks [49]: an incomplete record is discarded even

when it is possible to realize a good estimation of the missing values, or when only the

less important items are missing. Therefore, valuable information could be removed.

Also, the analysis of the reduced dataset relies on the assumption that the subjects

with complete records are a good representation of the original sampled population.

There are two main methods in the literature to carry out the data reduction [53]:

• List-wise deletion, which excludes an entire case from the data analysis when at
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least one variable is missing. This can cause analysis errors as it reduces the size of

the dataset drastically. For one thing, it reduces the power of the dataset because

the standard errors are a function of sample size. Second, it causes additional

problems when nonignorable variables containing nonrandom missing data and

values are not predictable from other variables in the database. This technique

will only yield unbiased estimates when the missing data are missing completely

at random (MCAR) or when all mechanism variables have been included to make

the missing data ignorable.

• Pairwise deletion attempts to minimize the loss that occurs in list-wise deletion.

An easy way to think of how pairwise deletion works is to think of a correla-

tion matrix. Correlation measures the strength of the relationship between two

variables. For each pair of variables for which data is available, the correlation

coefficient will take that data into account. Thus, pairwise deletion maximizes

all data available by an analysis. A strength to this technique is that it in-

creases power in your analyses, but on the contrary, a disadvantage with the use

of pairwise deletion is that the standard of errors uses the average sample size

across analyses. This tends to produce standard errors that are underestimated

or overestimated.

1.3.2.2 Data Imputation Methods

In statistics, imputation is the process of replacing missing data with substituted values.

Substituting for a data point is known as “unit imputation” and substituting for a

component of a data point is known as “item imputation”. There are three main

problems that missing data causes: it can introduce a substantial amount of bias, it

makes the handling and analysis of the data more arduous, and it creates reductions in

efficiency. Because missing data can create problems for analyzing data, imputation is

seen as a way to avoid pitfalls involved with listwise deletion of cases that have missing

values. That is to say, most statistical packages discard by default any case that has

at least a missing value, which may introduce bias or affect the representativeness of

the results. Imputation preserves all cases by replacing missing data with an estimated

value based on other available information. Once all missing values have been imputed,

the data set can then be analyzed using standard techniques for complete data. There

have been many theories embraced by scientists to account for missing data but the

majority of them introduce large amounts of bias. Among the large number of existing

methods, we have selected two, one simple and another more complex, in order to start
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analyzing the benefits and problems of the data imputation methods:

• Median imputation where the missing value Vmiss in a particular sample is re-

placed by the median value of the feature V along the no missing values of all

dataset samples. This method only considers the feature information to input

the missing value since the missing values of a given variable are imputed inde-

pendently of other variables.

• SVD imputation, where a singular value decomposition is applied on the complete

dataset, imputing the missing values in the entire matrix using correlations of

lines and columns. The SVD imputation method consists in performing a matrix

factorization of the data matrix X into X = USV where U and V are orthogonal

matrices of eigen-vectors and S in a diagonal matrix of singular values. Only the

t largest singular values are kept (with their corresponding eigen vectors) and X

is reconstructed after restricting U , S, and V to the relevant lines and columns.

This fills the missing values with linear combinations of the the components of

the retained eigen vectors. In practice, we fixed t = 20 rather arbitrarily, and

iterated the process several times, initializing the missing values to the feature

medians, then repeatedly performing SVD, reconstructing X, then substituting

the imputed missing values in the original matrix. This method is praised by

many authors [46, 52, 66].

1.4 Motivation

Once the concepts that will be used throughout this doctoral thesis were defined, we

will list a series of problems that give rise to this work:

• In recent years, datasets that are utilized in the field of machine learning have

incremented considerably their size, both in number of samples and dimension.

Due to this fact, the computational time that algorithms use to perform calcu-

lations begins to become crucial, making necessary to take full advantage of the

available hardware. Therefore, to distribute datasets in different processing units

or nodes seems a good option to deal with large amounts of data, parallelizing

the necessary calculations.

• One of the main problems of selecting a particular FS technique is the variability
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of results when they are applied on different datasets. Many different kinds of

FS methods are available but, since they are not all capable of dealing with the

same type of problems, the user must decide which is the most appropriate FS

algorithm for a particular problem.

• Establishing an adequate threshold in order to obtain a practical subset of features

is necessary if you work with individual evaluation FS methods. In this sense,

the most common practice is to try different fixed thresholds independent of the

nature of the studied dataset and select the one that obtains the best results.

These threshold values, as in the case of FS methods, must be manually selected

by the user.

• The combination step affects notably the final result achieved by an FS ensemble,

since that step is responsible for ‘summarizing’ the base selector results obtained,

merging them into a single final result, either final ranking or final subset. There-

fore, we aimed at exploring new forms of combination, applying different combi-

nation methods, comparing them and studying their strengths and weaknesses.

• Working with a ensemble of individual evaluation FS methods implies that at

some point a thresholding step is necessary to retain only the relevant features,

as well as a combination step is needed to join the outputs obtained by the differ-

ent methods configuring the ensemble. Traditionally, the combination process is

carried out first and then the thresholding process is performed. We have inter-

changed the order of these steps so as to study their effects, compare them with

the traditional approach and detect possible benefits and limitations.

• We have detected that a common situation in real-world problems is the existence

of missing data which is not properly treated by the existing FS methods. There-

fore, we have performed an exploratory study in this field to analyze the benefits

and harms of imputation methods before applying FS in order to develop novel

FS ensemble approaches capable to deal with missing data.

1.5 Goals

The main goal established in this work is to study ensemble designs and configurations

with the aim of simplifying and automating the process of choosing the best method for

each scenario regarding thresholds, steps and methods. Keeping in mind this general

goal, it can be divided into the following objectives:
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• To parallelize the task of training by distributing the data among a number of

nodes. A FS method is executed on each of the nodes and the results obtained

are thereafter joined using a combination method.

• To develop a method that reduces the variability induced by using individual FS

methods and so to take advantage of their strengths and overcome their weak-

nesses.

• To release the user from having to select a specific FS method that works well

with a particular scenario.

• To develop a generic thresholding method that runs smoothly in different scenar-

ios and extracts the best subset of features from each dataset without having to

pre-set a threshold in the form of feature percentages.

• To release the user from having to try different threshold values and select the

best one in a particular scenario.

• To propose different ensemble designs with the aim of studying their effects,

compare them and detect possible benefits and limitations of each design.

• To test different combination methods in order to compare them and choose the

best one according to the nature of the scenario.

• To improve the FS ensemble approach in order to face missing data—one of the

biggest problems when dealing with real-world datasets.

1.6 Discussion

This section provides a brief description of each paper that composes this work. This

is just a summary of the process and results obtained, and thus it is advisable to read

first the complete articles in order to understand the summarized aspects.

1.6.1 Ensemble Feature Selection: Homogeneous and Heterogeneous

Approaches

In this paper we have proposed two different ensemble approaches based on filter and

embedded FS methods rather than the typical single method: homogeneous distributed
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ensemble and heterogeneous centralized ensemble. Each approach has its advantages

and disadvantages, as well as trying to solve a particular limitation and achieve a

particular goal.

• Homogeneous distributed ensemble generates different models using the same FS

method with different training data partitions. This approach parallelizes the

training task by distributing the training data among a number of nodes. The

same method is then executed on each node and the obtained results are combined

using a combination method. This approach helps to solve problems related to

algorithm computation time by distributing and parallelizing the data among a

number of nodes.

• Heterogeneous centralized ensemble generates different models using different FS

methods, but the same training data. Several different methods are trained using

the same training data and the output is then combined using a combination

method. This approach allows the creation of a method that reduces the vari-

ability induced by using individual FS methods and so take advantage of their

strengths and overcome their weaknesses. In addition, the approach releases the

user from having to select a specific method that works well on a particular sce-

nario.

Both ensemble approaches are based on Design CT (see Section 1.2.1.1), using

five different ranking methods (described in Section 1.1.1) as base selectors: InfoGain,

mRMR, ReliefF, SVM-RFE and FS-P. These base selectors are then combined by

different aggregator methods (see Section 1.2.2.1) to produce a common final ranking.

A final subset of features is obtained by applying both fixed and automatic thresholding

methods. Finally, we have used this subset to train a Support Vector Machine with

Radial-Basis-Function (SVM-RBF) [55] in order to test the proposed ensembles for

classification accuracy. The experimentation process was conducted on six classical

datasets representative of medium- to large-sized problems and a microarray dataset.

Results obtained on the microarray dataset do not allow to draw definite conclu-

sions, and a more exhaustive study of this scenario is needed. In addition, using different

classifiers apart from SVM-RBF seems necessary with the aim of testing the benefits

and limitations of FS ensembles in different environments.
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Combination methods comparison It was observed that the different combination

methods obtained similar results except the ensemble that used the Min reduction

function. This combination method produced irregular results, in that it obtained the

best average test error in some datasets, but the worst average test error in others.

Thus, with the exception of Min, the choice of one or another combination method

does not influence the final estimated error, at least for the classical datasets studied

in this work.

Threshold values comparison The optimal threshold value depends on the dataset

used. Selecting a larger or smaller number of features may be beneficial or detrimental

to the average test error, depending on the nature of the dataset studied. The general

pattern is that there are datasets that benefit from selecting a lower number of features,

and datasets that are penalized when dimensionality is excessively reduced. This is

because some datasets obtain great advantage from implementing a FS process to

remove noise before classification, whereas other datasets do not benefit from this kind

of preprocessing. In this study, it can be seen that a FS step significantly improved

results for some datasets, but not so for others, which benefit from improving the

training and processing times in the subsequent classification process.

In general, Fisher discriminant ratio (an automatic threshold described in Sec-

tion 1.2.3.2) and log2(n) (a fixed threshold described in Section 1.2.3.1) could reduce

dataset dimensions considerably –compared to the percentage threshold values–whilst

maintaining reasonable classification accuracy on five of the seven studied datasets,

indicating these to be appropriate values for limiting feature rankings threshold values.

Furthermore, the Fisher discriminant ratio threshold value, which depends on the na-

ture of the dataset studied, obtains a threshold that is automatically tuned for each

scenario. Although satisfactory average test error results were obtained for the 50%

threshold, it might not be a very suitable threshold for large dimensionality datasets.

Ensemble approach comparison Both ensemble approaches were able to demon-

strate competitive results –irrespective of the dataset and threshold– without incurring

any deterioration in classification accuracy. The homogeneous distributed ensemble

considerably improved training times over the individual methods and errors were sta-

ble between the two strategies. The heterogeneous centralized ensemble matched –and

sometimes even improved on– the results achieved by the individual FS methods. We

would suggest that the homogeneous distributed ensemble is particularly suitable for
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large datasets, while the heterogeneous centralized ensemble has the advantage of free-

ing the user from decision making regarding the best possible FS method for a given

problem.

1.6.2 Testing Different Ensemble Configurations for Feature Selection

Continuing with the possible extensions of the previous work we have performed an

exhaustive ensemble study tested on five different classification methods: C4.5 [58],

Naive Bayes [61], K-Nearest Neighbor (kNN) [3], Random Forest [16] and Support

Vector Machine (SVM) [12, 17]. Default parameters were used in the classifiers, given

that the goal was not to obtain the lowest possible error, but to determine the combina-

tions that behaved best for each scenario, and to demonstrate that ensemble methods

performed better than individual methods.

In addition, the effects of applying FS ensembles on microarray datasets were stud-

ied in depth, obtaining the best possible configuration against this type of data. We

should expect that, when the different subsets of each method are combined, the less im-

portant features would be removed, and the result would be a generally more compact,

robust, and efficient solution than would be yielded by a single FS method. This study

–based on an extensive comparative study that took into account diversity among indi-

vidual FS methods and different aggregators, thresholds and classifiers– offers a number

of recommendations to users in different scenarios.

We have focused on heterogeneous centralized ensemble based on Design CT (see

Section 1.2.1.1), using six different ranking methods (all described in Section 1.1.1) as

base selectors. These base selectors are then combined by different aggregator methods

(see Section 1.2.2.1) to produce a common final ranking. A final subset of features is

obtained by applying both fixed and automatic thresholding methods. Finally, we have

used this subset to train five different classifiers in order to test the proposed ensembles

for classification accuracy. In addition, we have included the results obtained by the

classifiers when there was no previous FS process (i.e., the whole set of features was

used).

The experimentation process was conducted on three different scenarios depending

on the dataset type used: synthetic datasets, for which relevant and irrelevant features

are known in advance (type 1); real classical datasets, for which the number of samples

26



1.6 Discussion

is higher than the number of features (type 2); and real DNA microarray datasets,

for which input dimensionality is high, i.e., the number of features is much higher

than the number of samples (type 3). In this study Led-25 and Led-100 datasets

were used as type 1 scenarios, five popular datasets available in the UCI repository [4]

were chosen as type 2 scenarios and seven DNA binary microarray datasets (available at

http://datam.i2r.a-star.edu.sg/datasets/krbd/) were tested as type 3 scenarios.

Type 3 scenarios used the results obtained by five classical FS methods (CFS, Cons,

INTERACT, InfoGain and ReliefF ) and an ensemble method called E2 [10]) as baseline

against which to compare results (InfoGain and ReliefF results are reported for the

top 25 features only).

Synthetic dataset results We have evaluated the number of irrelevant features that

are ranked higher than relevant features (Ranking loss function). Six of the seven en-

semble methods obtained a ranking loss error of 0% (best possible result) by applying

this formula on ensemble approach for both datasets. The ensemble approach perfor-

mance was only worsened when the Min method was used to merge the rankings. As

for the results for the individual approaches, accuracy varied depending on the method

used. Chi-Square and InfoGain achieved the best results for both datasets, both with

0% error. The poorest result was obtained by the SVM-RFE method. Therefore,

although an individual approach may, in some cases, match the performance of an en-

semble approach, our results indicate that the ensemble approach yields more stable

and robust results overall.

Real classical dataset results We have evaluated the estimated average test error

rates by comparing error percentages for the individual methods and the different en-

semble configurations. The experimental results obtained demonstrate the suitability

of the ensemble approach, since they match or improve the test error achieved by the

individual FS methods. Although in some specific cases a single method performed

better than an ensemble method, there was generally no best FS ranker, and the en-

semble approach appeared to be the most reliable alternative to implementing a FS

procedure.

More specifically, the E-Stuart configuration achieved the best average test error

results of all the methods studied. We would recommend using the C4.5 or Random

Forest classifiers for the ensemble and selecting the threshold that best meets particular

requirements; for instance, if the goal is to reduce dataset dimensionality –even at the
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cost of decreasing accuracy– then we would recommend Fisher’s discriminant ratio and

log2(n) thresholds, whereas if the goal is high accuracy and a larger percentage of

features, then a 10%, 25% or 50% threshold is the better choice.

Real DNA microarray dataset results We have evaluated how the individual

and ensemble approaches performed with the DNA microarray datasets. In this sense,

the two best classifiers overall were kNN and Random Forest, corroborating previous

conclusions [24]. The AdaBoost classifier obtained the best result in some cases but

the poorest result in other cases, indicating that it is more erratic and unstable with

microarray datasets than our proposed ensemble approach. Focusing on combination

methods, only three ensemble configurations performed satisfactorily for the different

DNA microarray scenarios: E-Min, E-Stuart, and E-RRA. We would recommend using

the E-Min ensemble configuration, as it obtained the best results overall. Finally, in

light of the obtained results by comparing threshold values, we would recommend using

Fisher’s discriminant ratio, since it matched or improved on the results obtained for

the log2(n) threshold value, and also on the baseline results achieved elsewhere [10].

This threshold value also significantly reduced dataset dimensionality, as, on average,

it selected only 0.09% of the features.

Final conclusions Our final recommendations are summarized in Table 1.3. As a

classifier we recommend using Random Forest, since it achieved the best results overall.

For real classical datasets (with more samples than features), choosing one or another

combination method does not influence the final estimated error; however, on the ba-

sis of our experience we suggest avoiding the E-Min and E-Mean configurations, as

their performance tends to be erratic. Furthermore, we cannot recommend an optimal

threshold value; although results generally improve as the number of features increases

in the final ranking, in certain circumstances the main concern may be to reduce dimen-

sionality even at the cost of a slight increase in error. For real DNA microarray datasets

(with more features than samples), the combination methods that yield the best results

were E-Min, E-Stuart and E-RRA. We would recommend Fisher’s discriminant ratio

as the optimal threshold value, as it significantly reduces dataset dimensionality while

maintaining satisfactory classification performance.
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Table 1.3: Summary of recommendations.

Dataset type Classifier Combination method Threshold value

More samples

than features

Random Forest,

KNN

Avoid Min and Mean

methods

Depends on the

nature of the

dataset

More features

than samples

Random Forest Min, Stuart or RRA Fisher’s discrimi-

nant ratio

1.6.3 On Developing an Automatic Threshold Applied to Feature Se-

lection Ensembles

After the previous exhaustive study using a heterogeneous centralized ensemble ap-

proach based on Design CT, using different aggregator methods and applying both

fixed and automatic thresholding methods, we have focused on the study, design and

development of novel automatic threshold methods.

We have described and developed two different ensemble designs for which the main

difference is the order in which the combination and thresholding steps are performed

(see Section 1.2.1). Threshold methods are independent on the design used and can be

employed on both ensemble designs. On the contrary, combination methods depend on

the ensemble design: ranker combination methods (Section 1.2.2.1) are used on Design

CT and subset combination methods (Section 1.2.2.2) are used on Design TC.

In this paper new automatic thresholds dependent on the dataset nature were de-

signed and developed. These thresholds use complexity measures [37] to obtain an

optimal number of features to be used for subsequent classification purposes. The

complexity measure is individually calculated for each feature and the final subset is

obtained according to the following formula:

e = α× CM + (1− α)× ρ (1.16)

where α is a parameter with a value in the interval [0, 1] that balances the importance

of both the error obtained and the number of features retained, (α = 0.75 empirically

for this work), CM is one of the complexity measures described in Section 1.2.3.2 (F1,

F2, F3 or CF ) and ρ is the percentage of features retained with a value in the interval

[0, 1]. Complexity e is calculated for batches of log2(n) features where a smaller value
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represents an easier problem.

Analogous as the previous work, the experimentation process was conducted on

three different scenarios: synthetic datasets (type 1), real classical datasets (type 2) and

real DNA microarray datasets (type 3). In this study, eleven different synthetic datasets

were analyzed as type 1 scenarios, covering a large suite of problems (data nonlinearity,

noise in the inputs and in the target, increasing number of irrelevant and redundant

features, etc). These datasets were used first in our experimental study to identify

similar performances between methods and thus reducing the number of subsequent

experiments with real datasets. Finally, five popular datasets were chosen as type

2 scenarios, reflecting issues that may arise in real problems, such as missing values

or nonlinearity and seven real DNA microarray datasets represent type 3 scenarios,

a particular challenge for FS researchers due to the small sample size and the large

number of gene expressions.

The benefits and disadvantages of each design approach and ensemble method were

evaluated and compared. The behavior of these methods was tested according to the

SVM classification accuracy, obtaining satisfactory results.

Synthetic dataset results We have evaluated FS effectiveness using an index of

success that attempts to reward the selection of relevant features and to penalize the

selection of irrelevant ones. One of the first conclusions that can be drawn is that F2

and F3 results are the same for all the synthetic datasets studied, indicating that both

complexity measures yield the same type of information. This simplifies subsequent

analysis of classical and DNA microarray datasets, for which only the F2 results will

be shown.

Regarding the combination methods, the Min method applied to Design CT ob-

tained the best results for different automatic thresholds. When a threshold such as

U1 was used, it included all the irrelevant features that the different methods selected

(usually not the same features), resulting in a relatively large number of irrelevant fea-

tures. However, when more restrictive thresholds were used, features common to all the

methods were usually selected as relevant, while irrelevant features were not selected.

This would suggest the advisability of using a threshold such as U3 or U4 to avoid

extreme cases.

The situation with the SD datasets is rather special. With the least complex dataset,
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SD1, the trend was the same as with the remaining synthetic datasets, so a good thresh-

old option might be U3 or U4, as these would reduce the number of irrelevant features

without excluding relevant features. However, as the complexity of the classification

problem increases (as happened with SD2 and SD3), using a restrictive threshold seems

to lead to some relevant features being excluded. In these cases, it would seem advisable

to use a threshold such as U1 to avoid excluding any relevant features.

As can be seen, the issue of selecting an appropriate threshold for all the datasets

is far from trivial. Focusing on Design CT, the Min combination method worked rea-

sonably well for the different thresholds (it always got the best result), but for Design

TC, it was necessary to develop new subset combination methods further. The new

CFL3 measure was investigated in terms of finding a threshold independent of any

particular dataset, so as to improve the stability and robustness of the other combina-

tion approaches. This measure used the three complexity measures (F1, F2 and F3 )

to implement the threshold cutoff and then combined the three least complex subsets

to achieve a final practical subset. CFL3 method obtained a slightly poorer index of

success than the best methods, but for complex datasets CFL3 method achieved the

best results.

Classical dataset results We have analyzed the performance of each design and

configuration on type 2 scenario (real classical datasets). On this sense, Design TC

appears to be a better ensemble option than Design CT, since the results obtained not

only reduce the test error but also result in a smaller number of features.

Regarding the configuration of ensemble methods, the experiments would suggest

the use of U2 or U3 as combination methods when applying the Design TC ensemble.

Also, automatic thresholds are a good option when the number of different classes in

the dataset is small. The automatic approach obtained good results for datasets with

2 or 3 classes, with performance deteriorating as the number of classes increased.

Finally, although the CFL3 threshold method obtained a poor result in a particular

dataset, we can say that, as a general line, its performance was good, demonstrating

that it is robust and stable and always improved on or matched several configurations

of the Design TC ensemble with a remarkable dimensionality reduction. As a result,

CFL3 reaches the best fitness measure value.
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DNA microarray dataset results Finally, we have used different real DNA mi-

croarray datasets to test the performance of each design and configuration of ensemble

approach. These datasets range from binary to multiclass, allowing a more detailed

analysis of the behavior. In this scenario, in view of its higher ranked results, Design

CT ensemble would seem to be a better option than the Design TC ensemble. More-

over, we can say that there are no significant differences between the different Design

TC methods.

Automatic thresholds seem to be the best option for dealing with microarray datasets

since they are not only more accurate but are also capable of reducing dimensionality

compared to fixed thresholds.

Final conclusions In this work we have learned and extracted some interesting con-

clusions among which we highlight:

• Ensemble approaches are better suited for capturing relevance than redundancy.

Based on the synthetic dataset analysis, even though an individual FS method

might detect redundancy, the final combination step in the ensemble approach

was not capable of reflecting this.

• Design CT and the Min combination method achieved the best performance on

synthetic datasets. Moreover, the use of F1, F2 and F3 automatic thresholds

obtained the same results.

• Novel Design TC seems to be the best option on real datasets. In general, this

design obtained the lowest error rates and even used fewer features.

• Automatic thresholds perform better than fixed thresholds, and they also have the

advantage of freeing the user from having to pre-select and test fixed percentages

for a given classifier. In the case of datasets with a sample size greater than

feature size (classical), this conclusion only seems to hold for a small number

of classes (2-3), as performance seems to deteriorate as the number of classes

increases. Therefore, for classical datasets with a large number of classes we

would recommend using fixed thresholds.

• CFL3 method is robust and stable, and does not perform significantly worse than

the other methods.
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Our final recommendations are summarized in Table 1.4 regarding designs and

methods suitable for different types of datasets:

Table 1.4: Summary recommendations for best designs and methods for different

dataset types.

Scenario
Number of

Design
Threshold Combination

classes (C) method method

Classical
C <= 3 TC CF L3

C > 3 CT 25% MIN

Microarray
C = 2 CT CF MIN

C > 2 TC F2 U1

1.6.4 Biases in feature selection with missing data

Once we have studied in depth the effects, benefits and harms of FS ensemble ap-

proaches, we will try to extend these approaches to different machine learning fields.

A preliminary study has been performed in this paper with the aim of bringing the en-

semble approach to improve the resolution of missing data problems. The risk/benefit

trade-off of missing value imputation in the context of FS was studied, investigating

situations in which imputing missing values may be beneficial to reduce false negatives.

In addition, a de-biased version of the t-test was introduced, allowing to reap the ben-

efits of imputation while not incurring in the penalty of increasing the number of false

positives.

There are multiple and diverse missing data classifications attending to different

factors such as the planning of missing data, the testability and recoverability of miss-

ing data, etc. One of this classifications distinguishes between two types of missing

data [68]: (i) intentional missing data, where missingness are planned in advance by

the data collector, and (ii) unintentional missing data where missingness are unplanned

in advance and not under the control of the data collector. Rubin [63] divided missing

data problems in three different categories according to their testability and recover-

ability, where every data point has some likelihood of being missing governed by a

missing mechanism (see Section 1.3.1). In general, the difficulty of such problem varies

depending on the nature of the missingness mechanism [56].
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In this paper, we consider the cases where missingness mechanism are MCAR or

MAR (see Section 1.3.1) and values are sporadically missing. The aim of this work

is to study the potential bias introduced in feature selection when handling missing

data. Particularly, when large amounts of data are missing, imputation seems almost

unavoidable, as obviously full records are almost impossible to find and we must move

away from data reduction approaches. However, we will show that imputation may

introduce bias in data even in the presumably “nicest” case of MCAR data. Thus it will

be more advisable to devise feature selection methods that are “robust” to the presence

of missing data rather than imputing them [20]. Also, we make use of functional causal

models to describe the underlying data generating process and explain the notion of

structural bias introduced by imputation.

Illustrative example A reduced version of the standard MNIST dataset benchmark

[30] has been used with the aim of improving the comprehension of the paper and to

provide the reader with the context of this problem. This reduced version selects

only digits “4” and “9” classes and adds some “probes”—control features obtained by

random permutations of values of the real features. Figure 1.5 shows an example of real

and control sub-images for one of the patterns (corresponding to the class “4” digit) in

the dataset.

Figure 1.5: An example of real features (left image) and control features or “probes”

(right image) for one sample of the class “4” digit.

In this paper, systematic experiments were conducted on the “4” and “9” classes

of the MNIST dataset [47]. The MCAR missingness mechanism (see Section 1.3.1)

was applied and varied the proportion of missing data as: 30%, 60% and 80%. These

missing values were imputed by two of the most popular imputation methods (see

Section 1.3.2.2): (i) median imputation and (ii) Singular Value Decomposition method
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(SVD). Once the imputation process has been made, the S2N filter was used for ranking

the features [29] and the ridge regression algorithm was used as predictor.

We thus have obtained the learning curves (Area under ROC curve as a function

of number of features) shown in Figure 1.6. The learning curves show the superiority

of SVD over median imputation (better prediction power). However, the performance

of SVD is suspicious due to better results are obtained with more missing data. In

general, fewer selected features lead to better performance at high levels of missing

data in the first part of the learning curves in the Figure 1.6. This can be explained

by the fact that a feature with many missing values being replaced by imputation

with linear combinations of all other features and therefore it may become a powerful

predictor after imputation.

Figure 1.6: Predictive power: Learning curves showing the Area under the ROC curve

(AUROC) versus the number of features selected.

It turns out that imputing with SVD before feature selection also results in more

false positives (meaningless features falsely called significant). This can be seen in the

precision-recall curves shown in Figure 1.7. For large fractions of missing values, the

figure shows that the SVD curves drop more quickly than those of median imputa-

tion. Consistent with the results shown in Figure 1.6, our interpretation is that SVD

constructs falsely relevant features.
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Figure 1.7: Discovery power. Precision (fraction of “true features” retrieved of all fea-

tures) obtained versus recall (fraction of “true features” retrieved of “all true features”).

General problem setting and motivation After the results obtained in the illus-

trative example where some imputations methods obtains a suspicious performance, we

have simplified the existing problem in order to present our findings more clearly. In

this sense, we have investigated the bias that can be introduced by imputing missing

values by regression of continuous helper variable H (auxiliary variable with complete

data) onto a continuous “source variable” S (variable of interest having missing values),

for which the relevance to a binary “target variable” T ∈ {1, 2} (a 2-class problem) is

to be tested. We explicitly forbid imputing values of S using T , since this will obvi-

ously corrupt our estimation of the dependency between S and T . We further simplify

the problem, assuming data missing completely at random (MCAR) (that is, the miss-

ingness mechanism is independent of S, H and T ), to separate the problems of bias

introduced by the “missingness mechanism” and bias introduced by imputation. Fi-

nally, we have illustrated our reasoning using an univariate feature ranking method.

Thus, for our simple scenario and as a criterion of relevance, we use the simple t-statistic

that models the data generating process effectively using the following assumptions:

• T is a Bernouilli process, T ∈ {1, 2} with given apriori probabilities P(T = 1)

and P(T = 2).

• S is drawn given T with: P(S|T ) ∼ N(µT , σT ).
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H is a variable correlated with S. We use linear regression to perform imputation:

Ŝ = aH + b

Variables T , S, and H are jointly observed.

Statistical bias We have demonstrated that even for simple cases where the best

case data generation process is known with certainty, the simple t-statistic is optimistic

as it underestimates the increased variance arising from imputation. Thus, we have

carried out a modification over the original t-statistic to correct statistical bias: (i) We

have added at the denominator a term that takes into account the intrinsic regression

error. This term vanishes when the fraction of missing values go to zero. (ii) We have

added another corrective term to take into account the uncertainty on the regression

coefficient a, which goes to zero as the number of observed examples no increases.

Finally, the following modified t-statistic was obtained:

tmodified =
µ̂1 − µ̂2√

2/n
√

σ2
p + fmσ

2
r︸ ︷︷ ︸

regression residual

(1 + α/no)︸ ︷︷ ︸
regression coeff. uncertainty

(1.17)

, where σp is the pooled within class standard deviation (estimated on all samples after

imputation), fm is the fraction of missing values, σr is the RMSE residual of the fit, no

the number of observed (non missing) values, and α a positive coefficient.

Structural bias Besides, structural bias also appear when using imputation with in-

correct assumptions about the data generating process. In this sense, we have made use

of simple structural causal models to analyze the imputation mechanisms. These mod-

els have been successfully used before by other authors [56] for analyzing missingness

mechanisms. We state the problem as:

• S is a feature of interest; some of its values are missing.

• H is a feature correlated to S and T ; H and T are fully observed.

• Σ is feature S after imputation of missing values using H (helper).

• Does Σ⊥T ⇒ S⊥T and Σ 6 T ⇒ S 6 T? (⊥ .
= independent; 6 .

= dependent).
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First, a listwise deletion (LWD) test of independence was conducted between S and

T ignoring records with missing values. Then, LWD test result was challenge by re-

testing after imputation by regression with H. Two cases, depending on the outcome

of the LWD test, were obtained:

• Listwise deletion reveals that S 6 T . To challenge this result with imputation,

we must use a variable H such that H⊥T . Imputation does not reverse any

causal arrow and can be considered “legitimate”. However, it can result in false

negatives. Thus, if we find a dependency that is significant with LWD, we rather

satisfy ourselves with this result than impute and risk to get a false negative

result.

• Listwise deletion reveals that S⊥T . To challenge this result with imputation,

we must use a variable H such that H 6 T . This time imputation does reverse a

causal arrow, which may lead to a false positive discovery.

Experiments on a real life dataset We carried out further experiments on a real

life dataset, of patients with diabetes, collected over a period of ten years [5], which

had many missing values in the raw collected data. To illustrate our findings, we

selected those samples which have more than 90% complete information (so less than

10% missing values). The target variable is the age at diagnosis of a patient, binarized

to whether the age at diagnosis was 4 years or more (positive class) or less than 4 years

(negative class).

In order to keep the experiments consistent with the illustrative example, we have

added new relevant and irrelevant features. We repeated the experiments for different

proportions of missing data, i.e., 30%, 60% and 80%, generated via the MCAR mech-

anism. Then, we have applied a method of imputation (median or SVD) and finally

features were ranked according to its relevance to the target variable by using S2N filter

and classified by the kernel ridge regression classifier with a linear kernel.

Obtained results strengthen our claims that SVD leads to the generation of more

false positives when the percentage of missing values in data is high. Hence, using SVD

for imputing missing values would lead to a higher number of irrelevant features, which

can be falsely detected as relevant.
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Final conclusions Missing data arises in almost all analyses nowadays, and thus has

become an undeniably ubiquitous problem. Imputing missing values before any data

processing and particularly before performing feature selection when there is a large

fraction of missing values (above 80%), is tempting. Yet this is precisely when it is

important to be cautious. The newly imputed values may introduce bias in data, with

adverse effects on both type I errors (false positives) and type II errors (false negatives).

This situation occurs even for the “nicest” type of missingness mechanisms: Missing

Completely at Random (MCAR).

The types of bias that can be introduced by imputation are of two different natures:

statistical and structural. Statistical bias results in an improper estimation of variance

and/or co-variance between variables and can be corrected either analytically of by

multiple imputation. Our proposal is a modified t-statistic which takes into account

the uncertainty of linear regression imputation analytically, for the case of univariate

feature selection of continuous features and a binary target variable. The new t-statistic

captures both the uncertainty due to the limited accuracy of the regression coefficients

(estimated from a small data sample) and the residual of the fit. The other type of

bias, structural bias, is more insidious. It stems from the reversal of causal arrows by

the imputation mechanism and can result in an increasing rate of false positives. For

problems of prediction, this may not be an issue. But for problems of discovery, when

a large fraction of variable values are missing, it is not advisable to use imputation

methods such as regression or SVD, if one wants to avoid increasing the false discovery

rate.

1.7 Conclusions

In this work, the ensemble approach was mainly applied in the feature selection field,

studying different ensemble configurations and designs and covering real scenarios both

classical –with a greater number of samples than features– and DNA microarray—

datasets with more features than samples. We have developed and studied different FS

methods based on an ensemble approach, performing several configuration options:

• Parallelizing the task of training by distributing the data among a number of FS

base selectors, improving the computation times.

• Varying the number and kind of FS base selector methods in order to reduce the
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variability induced by using individual FS methods.

• Producing two different ensemble designs, inverting the combination and thresh-

olding steps, in order to study and compare the benefits and harms of each one.

• Applying several combination methods with the aim of obtain the best fusion of

information according to the properties of the scenario that is under study.

• Applying several thresholding methods and studying two different branches: fixed

and automatic threshold approaches. Also, novel automatic threshold methods

were developed with the aim of release the user from having to try different

threshold values and select the best one in a particular scenario.

We have detected that the best general individual FS method does not exist and

its creation is far from possible. The performance of individual FS methods depends

on the nature of the particular studied scenario and thus, users must select in advance

a specific FS method that works well in their particular scenario. We have developed

novel FS methods based on the ensemble approach, reducing the variability induced

by individual methods and taking advantage of their strengths and overcoming their

weaknesses. Also, we have released the users from having to select a specific FS method

since we have provided a method that achieves great results independently of the studied

scenario nature.

Besides, our proposal is based on ranker methods and thus, a thresholding step is

necessary, taking vital importance in the final ensemble configuration. Therefore, we

have focused and deepened in this essential step by developing generic threshold meth-

ods that runs smoothly in different scenarios and extracts the best subset of features

from each dataset without having to pre-set threshold in feature percentages. Also, we

have released the user from having to try different threshold values and select the best

one in a particular scenario since we have provided automatic thresholds that obtain

a great performance, selecting the best subset of features independently of the studied

scenario nature.

In addition, we aimed at improving the FS ensemble approach in order to face

one of the biggest problems when dealing with real-world datasets: missing data. A

preliminary study was performed in this field, studying the benefits and harms of

applying traditional imputation methods to solve missingness problems in the context

of feature selection. The aim of this preliminary study is to establish the foundations

to design and develop novel feature selection methods that work properly with missing
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data problems without performing the intermediate imputation process. Imputation

process can introduce bias with adverse effects on both type I errors (false positives)

and type II errors (false negatives). This situation occurs even for MCAR mechanism—

the “nicest” type of missingness mechanisms. The types of bias are of two different

natures: statistical bias and structural bias. We have devised a first modified t-statistic

to solve the bias introduced by imputation methods based on linear regressions.

1.8 Future Work

As future work, we plan to develop new combination methods to improve the FS en-

semble field. The studied combination methods do not obtain significant differences

and therefore an improvement in this section could mean a notable improvement in the

final ensemble results. Also, it has been detected the possibility of the appearance of

ties between some combiners when estimating the relevance of the features. Different

features can achieve an equal relevance value and therefore it is necessary to solve the

tie. In the current approach, the tie is resolved by maintaining the original order of

the features with the same value, but it would be better to apply an informed criteria

in order to solve this issue. Another potentially interesting new line of research would

be to develop ensemble methods that could ensure the elimination of the redundancy

introduced by the individual FS methods. Besides, another future goal is to devise

novel FS ensemble methods robust to missing data, without requiring imputation of

missing values.

Focusing on the missing data field, future work includes developing novel imputation

methods based on ensemble approaches in order to overcome the weak points introduced

by individual imputation methods. Also, the presence of missing values poses a problem

for the initial pre-processing step that standardizes or rescales the data. This is a

research problem in its own right and deserves further attention and investigation.

41



Chapter 1. Introduction

42



CHAPTER2
Published Papers

2.1 Journal Paper: “Ensemble Feature Selection: Homo-

geneous and Heterogeneous Approaches”

Author #1: Borja Seijo Pardo

Affiliation: University of A Coruña, Spain

Co-author #2: Iago Porto Dı́az

Affiliation: University of A Coruña, Spain

Co-author #3: Verónica Bolón Canedo

Affiliation: University of A Coruña, Spain

Co-author #4: Amparo Alonso Betanzos

Affiliation: University of A Coruña, Spain

Article title: Ensemble Feature Selection: Homogeneous and Heterogeneous

Approaches

Journal: Knowledge-Based Systems

Volume: 118

Pages: 124-139

Editorial: Elsevier

ISSN: 0950-7051

Year: 2016

Impact factor: 4.396

Quartile: Q1

43





Knowledge-Based Systems 118 (2017) 124–139 

Contents lists available at ScienceDirect 

Knowle dge-Base d Systems 

journal homepage: www.elsevier.com/locate/knosys 

Ensemble feature selection: Homogeneous and heterogeneous 

approaches 

B. Seijo-Pardo 

∗, I. Porto-Díaz , V. Bolón-Canedo , A. Alonso-Betanzos 

Department of Computer Science, University of A Coruña, Campus de Elviña s/n 15071 - A Coruña, Spain 

a r t i c l e i n f o 

Article history: 

Received 3 June 2016 

Revised 18 November 2016 

Accepted 19 November 2016 

Available online 27 November 2016 

Keywords: 

Ensemble learning 

Feature selection 

Ranking aggregation 

Classification 

SVM-Rank 

Data complexity measures 

a b s t r a c t 

In the last decade, ensemble learning has become a prolific discipline in pattern recognition, based on 

the assumption that the combination of the output of several models obtains better results than the 

output of any individual model. On the basis that the same principle can be applied to feature selec- 

tion, we describe two approaches: (i) homogeneous, i.e., using the same feature selection method with 

different training data and distributing the dataset over several nodes; and (ii) heterogeneous, i.e., using 

different f eature selection methods with the same training data. Both approaches are based on combining 

rankings of features that contain all the ordered features. The results of the base selectors are combined 

using different combination methods, also called aggregators, and a practical subset is selected accord- 

ing to several different threshold values (traditional values based on fixed percentages, and more novel 

automatic methods based on data complexity measures). In testing using a Support Vector Machine as a 

classifier, ensemble results for seven datasets demonstrate performance that is at least comparable and 

often better than the performance of individual feature selection methods. 

© 2016 Elsevier B.V. All rights reserved. 

1. Introduction 

In recent years the datasets used in machine learning have in- 

creased considerably in size. Because feature selection can elimi- 

nate irrelevant and redundant information it has begun to play a 

very important role in tackling large datasets, with the added ben- 

efits of saving on storage and improving computation time for ma- 

chine learning algorithms. 

In the past, machine learning methods used a single learning 

model. However, it has been observed that multiple prediction 

models can be used to solve the same problem. This approach, 

called ensemble learning , builds on the assumption that combin- 

ing the output of multiple experts is better than using the output 

of any single expert [1,2] . Ensemble learning has been successfully 

applied to classification problems, but is also a means for improv- 

ing other machine learning functions such as feature selection. 

In feature selection, the individual selectors in an ensemble are 

known as base selectors . If the base selectors are all of the same 

kind, the ensemble is known as homogeneous ; otherwise the en- 

semble is heterogeneous . Ensembles can be formed in several ways 

[3] . In this paper we explore two in particular: (i) N selections us- 

ing the same feature selection algorithm, with each selection using 

∗ Corresponding author: Fax: +34981167160. 

E-mail addresses: borja.seijo@udc.es (B. Seijo-Pardo), iporto@udc.es (I. Porto- 

Díaz), vbolon@udc.es (V. Bolón-Canedo), ciamparo@udc.es (A. Alonso-Betanzos). 

different training data; and (ii) N selections using different feature 

selection algorithms that use the same training data. The first ap- 

proach improves computation time by processing data in parallel 

nodes, whereas the second approach ensures stable and robust fea- 

ture selection that achieves competitive results irrespective of the 

scenario. 

There are two different approaches [4] to evaluating the fea- 

tures of a dataset: individual evaluation and subset evaluation . 

In individual evaluation, a ranking of features is returned by 

assigning a level of relevance to each feature. In subset evalu- 

ation, successive subsets of features—generated according to a 

predefined search strategy—are evaluated iteratively according to 

an optimality criterion until a final subset of selected features 

is obtained. The individual evaluation approach is incapable of 

removing redundant features because these are likely to have 

similar rankings. In contrast, the subset evaluation approach can 

handle both feature redundancy and feature relevance but may be 

computationally inefficient because of having to search through 

all the feature subsets. To avoid computational problems, in our 

research for this article, we focused on the individual evaluation 

approach to feature selection. 

Feature selection algorithms—and therefore base selectors—can 

be classified in three different categories according to structure, 

namely, as wrappers, filters, or embedded algorithms [5] . Wrap- 

pers work hand in hand with a classification algorithm, in such a 

way that error in each iteration by the classifier yields a score for 

http://dx.doi.org/10.1016/j.knosys.2016.11.017 
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the wrapper evaluation function. Filters, which require fewer com- 

putational resources than wrappers, use a fast evaluation function 

and are independent of the classifier. Lastly, embedded methods 

can be viewed as in an intermediate position between wrappers 

and filters. They work with a classifier, but they do not rely on er- 

ror (like wrappers), but on some intermediate result, e.g., weights. 

They are computationally more costly than filters, but less so than 

wrappers. 

In our research we used an ensemble of filters and embedded 

methods rather than the typical single method. The goal was to 

introduce diversity and increase the regularity of the feature selec- 

tion process, so as to take advantage of the strengths of the indi- 

vidual selectors and overcome their weaknesses. According to how 

the data was distributed and which feature selection approaches 

were applied, we used two approaches that we tested using a 

Support Vector Machine (SVM) [6] classifier. Experimental valida- 

tion of the methodology using seven different datasets shows the 

suitability of the proposed ensembles. In a real-world scenario, 

the benefit is that the user does not have to decide which fea- 

ture selection algorithm might be the most appropriate for a given 

problem. 

The remainder of this article is organized as follows. 

Section 2 describes and discusses previous related works. 

Section 3 describes the proposed method and its algorithm, along 

with individual rankers and the SVM-Rank [7] method used to 

combine individual rankers. Section 4 describes the datasets, ex- 

perimental design, and experimental results. Section 5 discusses 

the results, and finally, Section 6 contains our concluding remarks 

and proposals for future research. 

2. Background 

Feature selection has been applied to many machine learning 

and data mining problems, with the aim of selecting a subset of 

features that minimizes the prediction error of a given classifier 

[8] . Guyon and Elisseeff [8] and Hall and Holmes [9] describe dif- 

ferent approaches to feature selection, including feature construc- 

tion, feature ranking, and multivariate feature selection, and also 

describe efficient search methods and feature validity assessment 

methods. 

It has been observed that better results could be obtained by 

combining different machine learning methods so as to solve the 

same problem, an approach called ensemble learning . Since com- 

bining classifiers would intuitively appear to be a natural step for- 

ward once a critical mass of knowledge regarding individual classi- 

fiers has been accumulated, this approach has rapidly attracted the 

interest of the pattern recognition and machine learning commu- 

nities [2] . 

The most widely used ensemble learning methods applied to 

classification are bagging [10] and boosting [11] , due to their the- 

oretical performance guarantees and strong experimental results. 

Bagging creates an ensemble by training individual classifiers on 

bootstrapped samples from the training set, generated by random 

selection with replacement of n instances, where n is the size of 

the training set. As a result, each classifier is trained on an average 

of 63.2% of training instances, and the classifiers’ predictions are 

combined using simple voting. In the boosting approach, sampling 

is proportional to the weight of an instance. 

Recent works have proposed improving feature selection algo- 

rithm robustness using multiple feature selection evaluation crite- 

ria. Of several studies performed in order to achieve more accu- 

rate classification, one [12] conducted on 21 UCI datasets [13] an- 

alyzed and compared five measures of diversity for possible use 

in ensemble feature selection; four search strategies for ensem- 

ble feature selection were considered with simple random sub- 

spacing, namely, genetic search, hill-climbing, and ensemble for- 

ward and backward sequential selection. Based on the idea of mul- 

tiple feature selection evaluation criteria, many feature selection 

ensembles have been proposed. In one study, five different filters 

were employed, each of which selected a different subset of fea- 

tures to train and test five classifiers whose outputs were com- 

bined by simple voting [14] . In another study, the Multicriterion 

Fusion-based Recursive Feature Elimination (MCF-RFE) algorithm was 

developed with the goal of improving both classification perfor- 

mance and the stability of the feature selection results [15] . Yet 

another study proposed a feature ranking scheme for Multilayer 

Perceptron (MLP) ensembles [16] , used with a stopping criterion 

based on the Out-of-Bootstrap (OOB) estimate [17] ; the versatility 

of this base classifier in removing irrelevant features was demon- 

strated experimentally using benchmark data. In a scenario as chal- 

lenging as DNA microarray classification, an ensemble of filters 

rather than a single filter was used with both synthetic and real 

data [18] . 

Finally, in a number of works all the feature selection meth- 

ods in the final ensemble were ranker methods. Diversity can be 

achieved by combining various rankers in order to yield more sta- 

ble and robust results. Three commonly used filter-based feature 

ranking techniques for text classification problems were used by 

Olsson and Oard [19] , where the combining methods used were 

lowest, highest, and average rank. Outstanding work in this area 

has been done in two especially interesting studies by Wang et al. 

[20,21] , the first one examining ensembles of six commonly used 

filter-based rankers, and the second one studying 17 ensembles 

of feature ranking techniques with six commonly-used rankers, a 

signal-to-noise filter technique (S2N) [22] , and 11 threshold-based 

rankers. In the second of the Wang et al. studies cited above [21] , 

the ensembles were composed of two to 18 individual feature se- 

lection methods. Other studies describe different methods for com- 

bining individually generated rankings, with the aim of obtaining a 

final ensemble. The combination of individual rankings covers from 

simple methods—based on computing the mean, median, mini- 

mum, etc.—to more complex methods like Complete Linear Aggre- 

gation [23] (CLA), Robust Ensemble Feature Selection (Rob-EFS) [24] , 

and SVM-Rank [25] . 

As stated before, the variability of results for different datasets 

is one of the problems of choosing a feature selection technique. 

The aim of our research was to develop a method to reduce the 

variability induced by using individual feature selection methods 

and so take advantage of their strengths and overcome their weak- 

nesses. We combined the many outputs of as many individual 

rankers were implemented using a combination method. We then 

tested different combination methods to obtain a final ranking of 

features, from which we extracted a smaller subset of features by 

applying a threshold. Finally, we used this subset to train a Support 

Vector Machine with Radial-Basis-Function (SVM-RBF) [26] in order 

to test the proposed ensembles for classification accuracy. 

3. Proposed method 

One of the main problems of applying feature selection is se- 

lecting an appropriate method for a given problem. Each feature 

selection method has its strengths and weaknesses, and perfor- 

mance depends on the dataset type, but also on restrictions re- 

lated to the scenario (accuracy, time, cost, etc). However, despite 

the availability of growing numbers of methods, researchers gen- 

erally agree that no ideal feature selection method exists. Some 

knowledge of existing algorithms is generally required in order to 

be able to choose a method that is appropriate to the problem. One 

possible solution to this problem is to use an ensemble of meth- 

ods. 
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Fig. 1. Homogeneous distributed ensemble. 

3.1. Ensemble approaches 

Although there are several ways to design an ensemble [27] , we 

focus on two in particular: 

• Homogeneous distributed ensemble. N models are generated us- 

ing the same feature selection method but different training 

data ( Fig. 1 ). An important issue with ensemble methods is the 

computation time required in comparison to individual meth- 

ods. One solution is to parallelize the training task by distribut- 

ing the training data among a number of nodes. The same 

method is then executed on each node, and the rankings ob- 

tained are combined using a combination method. In our re- 

search the number of nodes was set to N = 10 . The pseudo- 

code for this approach is given in Algorithm 1 . 

Algorithm 1: Pseudo-code of the homogeneous distributed 

ensemble. 

Data : N — number of different nodes 
Data : T — threshold of the number of features to be 

selected 

Result : P — classification prediction 

1 Separate the training data in the N nodes. 
2 for each n from 1 to N do 

3 Obtaining ranking A n using the same feature 
selection method on the node n 

4 end 

5 A = combining rankings A n with a ranking combination 

method 

6 A t = Select T top attributes from A 

7 Build classifier SVM-RBF with the selected attributes 
A t 

8 Obtain prediction P 

• Heterogeneous centralized ensemble. N models are generated us- 

ing different feature selection methods, but the same train- 

ing data ( Fig. 2 ). This approach takes account of the strengths 

and weaknesses of the individual methods. The several dif- 

ferent methods are trained using the same training data, and 

the output is then combined using a combination method. The 

pseudo-code of this approach is given in Algorithm 2 . 

In both approaches, the A n outputs obtained were combined us- 

ing a ranking combination method to obtain a single ranking. Since 

Algorithm 2: Pseudo-code of the heterogeneous centralized 

ensemble. 

Data : N — number of ranker methods 
Data : T — threshold of the number of features to be 

selected 

Result : P — classification prediction 

1 for each n from 1 to N do 

2 Obtaining ranking A n using feature selection 

method n 

3 end 

4 A = combining rankings A n with a ranking combination 

method 

5 A t = Select T top attributes from A 

6 Build classifier SVM-RBF with the selected attributes 
A t 

7 Obtain prediction P 

the individual methods used for feature selection are rankers, it 

was necessary to establish a threshold T in order to obtain a practi- 

cal subset of features, A t . An SVM-RBF [26] was then used to check 

the suitability of the proposed ensemble in terms of classification 

error. 

3.2. Feature selection methods 

Of the broad suite of feature selection methods available, three 

filters and two embedded methods were chosen for this study: 

• Information Gain (InfoGain) [28] . This filter is one of the most 

common univariate methods for evaluating features, which it 

does according to the information gain, considering a single 

feature at a time. 
• Minimum Redundancy Maximum Relevance (mRMR) [29] . This 

filter uses mutual information to select the most relevant and 

minimally redundant features for the target class, i.e., it selects 

features that are maximally dissimilar to each other. 
• ReliefF [30] . This filter is an extension of the original Relief 

algorithm [31] that works by randomly sampling an instance 

from the dataset and then locating its nearest neighbor from 

the same and opposite class. The values of the nearest neigh- 

bor attributes are compared to the sampled instance and used 

to update relevance scores for each attribute. The rationale is 
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Fig. 2. Heterogeneous centralized ensemble. 

Table 1 

ρ value of Spearman’s rank correlation coefficient. 

Dataset Ranker InfoGain mRMR ReliefF SVM-RFE FS-P 

Spambase InfoGain 1 .0 0 0 0 0 .2011 0 .0714 −0 .2040 −0 .1736 

mRMR 0 .2011 1 .0 0 0 0 −0 .0811 0 .1313 0 .0838 

ReliefF 0 .0714 −0 .0811 1 .0 0 0 0 −0 .0672 0 .0380 

SVM-RFE −0 .2040 0 .1313 −0 .0672 1 .0 0 0 0 0 .0565 

FS-P −0 .1736 0 .0838 0 .0380 0 .0565 1 .0 0 0 0 

Isolet InfoGain 1 .0 0 0 0 0 .0971 −0 .0677 −0 .0320 −0 .0521 

mRMR 0 .0971 1 .0 0 0 0 0 .0295 0 .0534 0 .0062 

ReliefF −0 .0677 0 .0295 1 .0 0 0 0 0 .0115 −0 .0291 

SVM-RFE −0 .0320 0 .0534 0 .0115 1 .0 0 0 0 0 .0331 

FS-P −0 .0521 0 .0062 −0 .0291 0 .0331 1 .0 0 0 0 

that a useful attribute should differentiate between instances 

from different classes, and have the same value for instances 

from the same class. Compared to Relief, ReliefF is more robust, 

better handles multiclass problems and incomplete and noisy 

data, can be applied in all situations, has low bias, allows in- 

teraction among features, and may capture local dependencies 

which other methods miss. 
• Recursive Feature Elimination for Support Vector Machines 

(SVM-RFE) [32] . This embedded method uses the current set 

of features to train an SVM classifier iteratively by removing the 

least important features, as indicated by the weights in the SVM 

solution. 
• Feature Selection-Perceptron (FS-P) [33] . This embedded 

method is based on a perceptron, a type of artificial neural net- 

work that can be seen as the simplest kind of feedforward neu- 

ral network, namely, a linear classifier. This method is based on 

training a perceptron in a supervised learning context. Intercon- 

nection weights are used to indicate the most relevant features 

and provide a ranking. 

The above five feature selection methods are rankers, which 

means that they do not select a subset of features, but sort all 

the features. This particular set of rankers was selected because: 

(i) they are based on different metrics and so ensure great diver- 

sity in the final ensemble; and (ii) they are widely used by feature 

selection researchers. 

We conducted a small diversity study using two datasets 

( Spambase and Isolet ). Final rankings obtained by the five rankers 

listed above were compared using Spearman’s rank correlation co- 

efficient [34] ( Table 1 ) and Kendall’s rank correlation coefficient 

[35] ( Table 2 ). The ρ value in the range [ −1 , 1] reflects the rela- 

tionship between rankings, with 1 indicating that the compared 

rankings were equal. 

It can be seen that most of the ρ values are far from 1, indicat- 

ing great differences between the paired rankings (obviously, when 

Table 2 

ρ value of Kendall’s rank correlation coefficient. 

Dataset Ranker InfoGain mRMR ReliefF SVM-RFE FS −P 

Spambase InfoGain 1 .0 0 0 0 0 .1278 0 .0476 −0 .1466 −0 .1266 

mRMR 0 .1278 1 .0 0 0 0 −0 .0602 0 .0940 0 .0464 

ReliefF 0 .0476 −0 .0602 1 .0 0 0 0 −0 .0489 0 .0288 

SVM-RFE −0 .1466 0 .0940 −0 .0489 1 .0 0 0 0 0 .0351 

FS-P −0 .1266 0 .0464 0 .0288 0 .0351 1 .0 0 0 0 

Isolet InfoGain 1 .0 0 0 0 0 .0652 −0 .0449 −0 .0212 −0 .0337 

mRMR 0 .0652 1 .0 0 0 0 0 .0216 0 .0373 0 .0053 

ReliefF −0 .0449 0 .0216 1 .0 0 0 0 0 .0084 −0 .0168 

SVM-RFE −0 .0212 0 .0373 0 .0084 1 .0 0 0 0 0 .0213 

FS-P −0 .0337 0 .0053 −0 .0168 0 .0213 1 .0 0 0 0 

the same ranker method rankings were compared, the ρ value was 

1, as can be seen in the table diagonals). This small experiment 

demonstrated that the set of feature selection rankers chosen for 

this study ensured enough diversity in their behaviors. 

3.3. Ranking combination 

We describe two different kinds of ensembles that obtain a 

final ranking of features by combining outputs (rankings) from 

individual rankers using a combination method—also known as 

an aggregator—to produce a unique final output. Several different 

combination methods are available, ranging from simple calcula- 

tion measures—minimum, maximum, mean, etc.—to more sophis- 

ticated measures like SVM-Rank . 

3.3.1. SVM-Rank 

SVM-Rank [7] is an SVM -based method that can be trained to 

learn ranking functions. The SVM-Rank algorithm considers a train- 

ing set S of size n containing feature selection methods q with 

their rankings r according to (1) : 

(q 1 , r 1 ) , (q 2 , r 2 ) , . . . , (q n , r n ) (1) 

The algorithm selects a ranking function f that maximizes (2) : 

τS ( f ) = 

1 

n 

n ∑ 

i =1 

τ (r f (q i ) , r i ) (2) 

The function f must maximize (2) and must generalize beyond the 

training data. Consider the class of linear ranking functions (3) de- 

fined as: 

(c i , c j ) ∈ f −→ 

w 

(q ) ⇔ 

−→ 

w �(q, c i ) > 

−→ 

w �(q, c j ) , (3) 

where 
−→ 

w is a weight vector that is adjusted by learning. �( q, c ) is 

a mapping between method q and feature c . For any weight vector −→ 

w , the points are ordered by their projection onto 
−→ 

w . Maximizing 
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Table 3 

Reduction functions for feature rankings. 

Function Formula Description 

min min { q 1 (d j ) , q 2 (d j ) . . . q n (d j ) } Reduction function based on simple arithmetic operations. It 

selects the minimum of the relevance values yielded by the 

rankings [37] . 

median median { q 1 (d j ) , q 2 (d j ) . . . q n (d j ) } Reduction function based on simple arithmetic operations. It 

selects the median of the relevance values yielded by the 

rankings [37] . 

mean 1 
n 

∑ n 
i =1 q i (d j ) Reduction function based on simple arithmetic operations. It 

selects the average of the relevance values yielded by the 

rankings [37] . 

geomMean ( 
∏ n 

i =1 q i (d j )) 
1 /n Reduction function based on simple arithmetic operations. It 

selects the geometric average of the relevance values 

yielded by the rankings [37] . 

Stuart Pq [ X ≤ ρ] = 1 − Pq [ ̂ q 1 ≤
1 − B −1 

n,n (ρ) , . . . , ̂  q n ≤ 1 − B −1 
n, 1 

(ρ)] 

Reduction function based on statistical sorting distributions. It 

uses the Beta distribution to obtain the ρ value [38] . 

RRA min i =1 , ... ,n B k,n (r) , B k,n (q ) = 

Pr[ ̂ q k ≤ q k ] 

Reduction function based on statistical sorting distributions. 

Based on the Stuart function, it improves the 

efficiency-accuracy connection through the use of Bonferroni 

correction when calculating the ρ value [36] . 

(2) is equivalent to finding the weight vector so that the maximum 

number of the following inequalities is satisfied (4) : 

∀ (c i , c j ) ∈ r k : 
−→ 

w �(q k , c i ) > 

−→ 

w �(q k , c j ) | k = 1 , . . . , n (4) 

The solution to this problem is approximated, analogously to SVM 

classification, by introducing slack variables ξ i, j, k and minimiz- 

ing the upper bound �i, j, k . This renders the problem equivalent 

to an SVM classification on pairwise difference vectors �(q k , c i ) −
�(q k , c j ) . 

3.3.2. Other combination methods 

We used the other combination methods listed in Table 3 , all 

belonging to the RobustRankAggreg package implemented in the R 

and Matlab languages [36] . These combination methods consider 

a set of n feature selection ranker methods, where Q = { q i , i = 

1 , . . . , n } , and where each q i is associated with a list of m objects 

that represent the relevance of features in the range [0, 1]. Once 

the relevance of each feature in the individual ranking method is 

obtained, one of the reduction functions shown in Table 3 is ap- 

plied. The result is a reduced final ranking that is ordered accord- 

ing to the calculated relevance factor. The final relevance values of 

the features will be in the range [0, 1], where higher and lower 

values reflect more important and less important features in the 

dataset, respectively. 

3.4. Threshold values 

Since the feature selection methods sort all the features, it was 

necessary to set a threshold in order to obtain a practical sub- 

set of features. Most works in the literature use several thresholds 

that retain different percentages of features [39,40] . Since thresh- 

olds are dependent on the particular dataset being studied, several 

attempts have been made to derive a general automatic threshold 

[41,42] . For our research we used five different threshold values to 

delimit data dimensionality, two of which were automatic thresh- 

olds: one based on a data complexity measure, the Fisher discrim- 

inant ratio [43] , that was developed by us in previous research 

[44,45] , and the log 2 ( n ) threshold. The five different threshold val- 

ues used were as follows: 

• Fisher discriminant ratio (F) [43] . This is defined for a multidi- 

mensional problem as: 

F = 

∑ c 
i =1 , j=1 ,i � = j p i p j (μi − μ j ) 

2 

∑ c 
i =1 p i σ

2 
i 

, (5) 

where μi , σ
2 
i 
, and p i are the mean, variance, and proportion of 

the i th class c , respectively. Fisher discriminant ratio values are 

calculated individually for each feature of the dataset. In prac- 

tice, it is preferable to use the Fisher discriminant ratio inverse 

(1/ F ) to establish the threshold and obtain the final subset, as 

the smaller value renders the problem more tractable. There- 

fore, the final formula for calculating the complexity value e of 

each feature is defined as: 

e = α × 1 /F + (1 − α) × ρ (6) 

where α, with a value in the interval [0, 1], is a parameter that 

controls both the relative emphasis on the number of features 

retained and the weight given to the complexity measure (em- 

pirically established as α = 0 . 75 for this research), ρ is the per- 

centage of features retained (ranging from 1 to the total num- 

ber of features in the dataset) and 1/ F is the inverse of the 

Fisher discriminant ratio . 
• log 2 (n) . This threshold, where n is the number of features in 

a given dataset, was chosen for our research, given that it has 

been recommended to select log 2 ( n ) metrics for software qual- 

ity prediction [21] , and that it has been shown to be suit- 

able for use with Weka [46] in building random forest learners 

[41] . 
• 10% . This threshold selects the top 10% of the most relevant 

features of the final ordered ranking. 
• 25% . This threshold selects the top 25% of the most relevant 

features of the final ordered ranking. 
• 50% . This threshold selects the top 50% of the most relevant 

features of the final ordered ranking. 

3.5. Classification method 

Of the classification methods available in the literature, we 

chose to use an SVM [5] algorithm for this study. The SVM , a clas- 

sification method that has received much attention in recent years 

[47,48] , is based on the idea of Structural Risk Minimization (SRM) 

[49] . SVM methods have performed extremely well in a wide range 

of applications—even comparably with techniques like neural net- 

works [47] —and have been used as powerful tools in solving clas- 

sification problems. 

The SVM algorithm learns the decision surface of two distinct 

classes of input points. From the description given by the support 

vectors of the data, it is able to form a decision border around the 

training data domain with little or no knowledge of the data out- 

side this border. First, the data are mapped—through a Gaussian or 

other type of kernel—to a feature space in a larger dimension space 

(for instance, if the input points are in R 2 then they are mapped to 

R 3 ), with the aim being maximum separation between classes. The 
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Fig. 3. Border decisions in SVM classification methods. 

Table 4 

Datasets used in the experimental study. 

Dataset Samples Features Classes Download 

Yeast 1 484 8 10 UCI repository [13] 

Spambase 4 601 57 2 UCI repository [13] 

Madelon 2 400 500 2 UCI repository [13] 

Connect4 67 557 42 3 UCI repository [13] 

Isolet 7 797 617 26 UCI repository [13] 

USPS 9 298 256 10 FS repository [50] 

Pixraw10P 100 10 0 0 0 10 FS repository [50] 

algorithm then locates a separating hyperplane that maximizes the 

margin m between classes in this space, as shown in Fig. 3 . This 

border function can also separate the two data types back into the 

input space. Maximizing the margin m is a quadratic programming 

( QP ) problem that can be solved through its dual problem by in- 

troducing Lagrange multipliers. The solution for the optimal hyper- 

plane can be written as a combination of a few input points (i.e., 

the support vectors). 

4. Experimental study 

The proposed ensembles were tested on seven different 

datasets ( Table 4 ), conforming an interesting suite against which 

to check suitability. The number of samples and features ranged 

from 1 484 to 67 557 and from 8 to 10 0 0 0, respectively, and the 

datasets represented both binary and multiclass problems. 

4.1. Experimental procedure 

The experimental procedure we applied was as follows: 

1. We partitioned each of the seven datasets ( Table 4 ) according 

to a ten-fold cross-validation scheme. 

2. We applied the feature selection process as indicated by the en- 

semble approach used (see Section 3.1 ). 

3. We combined the individual rankings using different combina- 

tion methods so as to obtain a final ranking (see Section 3.3 ). 

4. We obtained a practical subset of features according to different 

thresholds (see Section 3.4 ). 

5. We checked the suitability of the ensemble approach against 

the individual methods, using an SVM as a classifier to measure 

test error (see Section 3.5 ). The SVM classifier used a Gaussian 

Radial Basis Function (RBF) with values C = 1 and gamma = 0 . 01 

(the default values for both parameters in Weka). 

6. To the ten different results obtained after ten-fold cross- 

validation, we applied the Kruskal-Wallis test to check if there 

were significant differences between individual and ensemble 

strategies (for a significance level of α = 0 . 05 ) and Tukey’s mul- 

tiple comparison procedure [51] to identify results that were 

not significantly worse than the best individual result. 

4.2. Results for the homogeneous distributed ensemble 

This experiment consisted of comparing the individual and 

homogeneous distributed ensemble approaches using the same 

rankers, different ranking combination methods, and different 

training data. Recall that the aim with the homogeneous dis- 

tributed ensemble was to reduce training time while maintaining 

classification accuracy. Average training times, average test errors 

and standard deviations are shown in the tables that follow. 

Table 5 shows the average training times in seconds for the five 

feature selection methods applied to the seven datasets. Individual 

strategies whose average times were not significantly worse than 

those of the ensemble strategies using the same feature selection 

method are labeled with a superscript dagger (see Section 4.1 ). As 

one example, for the SVM-RFE method applied to the Yeast dataset, 

the performance of the individual strategy was not significantly 

worse than that of the ensemble strategy in terms of average train- 

ing time (the individual and ensemble results are labeled with a 

superscript dagger), whereas, in contrast, for this method applied 

to the Madelon dataset, the individual strategy was significantly 

worse than the ensemble strategy (only the ensemble result is la- 

beled with a superscript dagger). Note that the time spent on the 

ranking combination can be considered negligible. Overall it can 

be seen how the ensemble strategy considerably improved train- 

ing times. 

The next five tables ( Tables 6–10 ) show average test errors 

and standard deviations for the five thresholds. The ensemble ap- 

proaches whose average test results were not significantly worse 

than for the individual strategy using the same feature selection 

method are labeled with a superscript dagger (see Section 4.1 ). 

It can be seen that test error rates for individual and ensemble 

strategies were comparable. Table 6 shows that, for 215 of 245 ex- 

periments performed with the Fisher discriminant ratio threshold, 

the average test errors for the ensemble strategy were not signif- 

icantly worse than those for the individual methods; furthermore, 

in nine of these experiments the ensemble method achieved sig- 

nificantly better results. Table 7 shows that, for the log 2 ( n ) thresh- 

old, the ensemble methods obtained favorable results in 230 of 

the 245 experiments. For the three percentage thresholds, results 

were broadly similar. Thus, for the 10% threshold, in 217 of the 245 

experiments the test errors returned by the ensemble were not 

significantly worse than those returned by the individual method 

( Table 8 ), and a further six of these experiments yielded signif- 

icantly better test error percentages than the individual method. 

Increasing the percentage of features retained did not imply bet- 

ter results; when the thresholds were 25% ( Table 9 ) and 50% 

( Table 10 ), the ensemble strategies obtained favorable results in 

218 and in 216 of the 245 experiments, respectively. 

To sum up, the ensemble strategy considerably reduced train- 

ing times compared to the individual approaches, and there were 

no significant differences in test errors between the two strate- 

gies in 1 096 of the 1 225 experiments performed. In other words, 

in 89.47% of the cases the performance of the ensemble strategy 

was not significantly worse than the performance of the individ- 

ual methods. Note also that, in 30 of the 1 225 experiments, the 

significant differences were even in favor of the homogeneous dis- 

tributed ensemble. 
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Table 5 

Average training time in seconds taken by the homogeneous distributed ensemble and the individual rankers. The superscript dagger indicates times for individual 

rankers that were not significantly worse than for the ensembles. 

Ranker Yeast Spambase Madelon Connect4 Isolet USPS Pixraw10P 

InfoGain Ensem. 0 . 01 † ± 0.01 0 . 01 † ± 0.01 0 . 10 † ± 0.25 0 . 02 † ± 0.01 0 . 06 † ± 0.01 0 . 03 † ± 0.01 0 . 18 † ± 0.30 

Indiv. 0.01 ± 0.01 0 . 02 † ± 0.02 0 . 02 † ± 0.01 0.05 ± 0.01 0.18 ± 0.01 0.05 ± 0.01 0 . 08 † ± 0.01 

mRMR Ensem. 0 . 01 † ± 0.00 8 67 † ± 2.58 218 35 † ± 3.91 0 . 23 † ± 0.01 25 49 † ± 0.14 3 06 † ± 0.21 737 83 † ± 30.31 

Indiv. 0.01 ± 0.01 13 54 ± 3.89 510 90 ± 25.37 1 38 ± 0.07 59 64 ± 0.38 25 86 ± 3.02 1265 63 ± 87.41 

ReliefF Ensem. 0 . 01 † ± 0.01 0 . 01 † ± 0.00 0 . 12 † ± 0.23 0 . 48 † ± 0.03 0 . 20 † ± 0.01 0 . 13 † ± 0.07 0 . 63 † ± 0.21 

Indiv. 0 . 02 † ± 0.01 0.20 ± 0.04 0.69 ± 0.04 37 57 ± 3.86 8 35 ± 0.44 5 88 ± 0.90 17 27 ± 2.38 

SVM-RFE Ensem. 0 . 03 † ± 0.03 0 . 01 † ± 0.01 6 51 † ± 13.51 7 01 † ± 0.66 37 82 † ± 9.57 13 5 † ± 0.11 32 61 † ± 8.51 

Indiv. 0 . 05 † ± 0.03 0 12 ± 0.06 1744 28 ± 218.17 691 62 ± 90.16 2662 18 ± 249.78 1082 89 ± 121.71 3167 53 ± 190.01 

FS-P Ensem. 0 . 03 † ± 0.02 0 . 06 † ± 0.06 0 . 54 † ± 0.04 0 . 84 † ± 0.17 18 63 † ± 0.35 1 59 † ± 0.31 18 79 † ± 3.14 

Indiv. 0.30 ± 0.09 0.73 ± 0.12 4 91 ± 0.18 13 60 ± 2.43 179 35 ± 16.19 17 62 ± 0.49 227 91 ± 12.84 

Table 6 

Homogeneous distributed ensemble with a Fisher discriminant ratio threshold: average estimated percentage test errors. The superscript dagger indicates ensem- 

ble results that were not significantly different than those for individual rankers. 

Ranker Yeast Spambase Madelon Connect4 Isolet USPS Pixraw10P 

InfoGain E-SVMRank 58 . 22 † ± 3.95 15 . 28 † ± 2.98 34 . 75 † ± 3.36 30 . 27 † ± 1.73 65.99 ± 6.16 54 . 50 † ± 2.10 82 . 00 † ± 13.77 

E-Min 57 . 75 † ± 4.28 14 . 85 † ± 2.86 33 . 46 † ± 2.84 28 . 83 † ± 2.28 56 . 88 † ± 7.01 56 . 69 † ± 1.76 87 . 00 † ± 12.42 

E-Median 58 . 22 † ± 3.95 16 . 65 † ± 3.55 33 . 63 † ± 3.07 30 . 76 † ± 0.71 62 . 13 † ± 6.58 55 . 83 † ± 2.15 81 . 00 † ± 15.84 

E-Mean 58 . 22 † ± 3.95 15 . 13 † ± 2.51 34 . 75 † ± 3.51 30 . 76 † ± 0.71 65.59 ± 4.91 55 . 11 † ± 2.18 87 . 00 † ± 12.01 

E-GeomMean 58 . 22 † ± 3.95 16 . 61 † ± 2.60 34 . 00 † ± 2.55 30 . 76 † ± 0.71 64 . 15 † ± 5.61 57 . 98 † ± 2.24 84 . 00 † ± 15.09 

E-Stuart 58 . 22 † ± 3.95 13 . 71 † ± 1.99 34 . 21 † ± 2.96 30 . 25 † ± 1.56 65.82 ± 6.44 56 . 51 † ± 1.95 88 . 00 † ± 15.26 

E-RRA 58 . 22 † ± 3.95 14 . 37 † ± 3.63 34 . 25 † ± 3.02 29 . 80 † ± 1.68 65 . 26 † ± 4.41 56 . 29 † ± 1.59 81 . 00 † ± 15.47 

Individual 57 . 48 † ± 4.40 17 . 93 † ± 2.84 34 . 04 † ± 3.48 30 . 75 † ± 0.52 55 . 05 † ± 5.43 56 . 00 † ± 1.64 84 . 00 † ± 14.30 

mRMR E-SVMRank 56 . 81 † ± 3.53 18.71 ± 3.80 52.00 ± 3.34 32 . 22 † ± 2.71 46 . 90 † ± 2.99 18 . 11 † ± 1.98 22 . 03 † ± 18.13 

E-Min 58 . 22 † ± 3.95 15 . 78 † ± 1.54 37 . 42 † ± 3.88 30 . 77 † ± 0.71 47 . 56 † ± 2.38 16 . 73 † ± 0.87 22 . 04 † ± 17.40 

E-Median 56 . 47 † ± 4.12 14 . 78 † ± 1.89 49 . 42 † ± 5.97 32 . 90 † ± 0.89 46 . 06 † ± 2.22 15 . 10 † ± 1.87 23 . 27 † ± 19.75 

E-Mean 57 . 42 † ± 3.78 19.78 ± 3.66 52.75 ± 3.68 32 . 39 † ± 1.86 47 . 20 † ± 2.81 16 . 07 † ± 0.86 23 . 17 † ± 19.50 

E-GeomMean 56 . 61 † ± 3.84 19 . 17 † ± 6.03 49 . 67 † ± 5.56 31 . 98 † ± 0.75 46 . 19 † ± 2.78 15 . 41 † ± 1.23 22 . 57 † ± 18.20 

E-Stuart 57 . 42 † ± 3.78 20.17 ± 2.94 50 . 58 † ± 5.55 33 . 20 † ± 1.11 47.83 ± 3.50 19.45 ± 1.75 21 . 51 † ± 18.48 

E-RRA 57 . 55 † ± 3.79 20.47 ± 2.15 50 . 38 † ± 5.24 33 . 37 † ± 1.01 49.61 ± 2.54 14 . 43 † ± 2.06 23 . 24 † ± 18.34 

Individual 53 . 44 † ± 3.19 13 . 35 † ± 1.69 41 . 92 † ± 1.61 32 . 27 † ± 0.55 43 . 93 † ± 1.08 16 . 48 † ± 1.47 22 . 00 † ± 18.74 

ReliefF E-SVMRank 57 . 48 † ± 3.31 16 . 41 † ± 4.03 33 . 33 † ± 3.07 27.31 ± 1.90 61.05 ± 1.96 25 . 02 † ± 3.80 82 . 00 † ± 19.54 

E-Min 57 . 96 † ± 4.18 16 . 24 † ± 2.01 33 . 59 † ± 2.99 28 . 21 † ± 2.33 61.58 ± 2.08 25 . 36 † ± 3.95 86 . 00 † ± 20.04 

E-Median 57 . 35 † ± 3.95 16 . 85 † ± 3.54 33 . 21 † ± 2.89 27.29 ± 2.01 61.50 ± 1.98 26 . 61 † ± 2.87 87 . 00 † ± 17.51 

E-Mean 57 . 82 † ± 3.33 14 . 41 † ± 2.49 33 . 42 † ± 3.05 27 . 72 † ± 2.12 61.50 ± 1.98 25 . 86 † ± 2.22 82 . 00 † ± 18.57 

E-GeomMean 57 . 82 † ± 3.33 14 . 84 † ± 3.09 33 . 50 † ± 2.93 27 . 72 † ± 2.12 61.54 ± 1.93 29.54 ± 1.21 81 . 00 † ± 21.00 

E-Stuart 56 . 81 † ± 5.78 14 . 74 † ± 2.28 33 . 42 † ± 3.05 27.27 ± 1.99 61.24 ± 2.47 26 . 58 † ± 2.81 82 . 00 † ± 17.17 

E-RRA 56 . 81 † ± 5.78 15 . 28 † ± 2.46 33 . 38 † ± 2.91 27.62 ± 2.16 61.24 ± 2.47 25 . 10 † ± 3.18 83 . 00 † ± 22.57 

Individual 57 . 48 † ± 4.40 15 . 84 † ± 2.15 33 . 33 † ± 4.14 30 . 76 † ± 0.72 56 . 46 † ± 1.86 25 . 75 † ± 2.70 86 . 00 † ± 19.55 

SVM-RFE E-SVMRank 49 . 60 † ± 3.72 11 . 93 † ± 1.24 34 . 00 † ± 2.61 33 . 58 † ± 1.76 55 . 01 † ± 2.54 24 . 38 † ± 4.04 26 . 00 † ± 21.34 

E-Min 55 . 13 † ± 4.88 11 . 69 † ± 1.42 33 . 50 † ± 2.46 31 . 79 † ± 3.25 49 . 99 † ± 5.40 23 . 93 † ± 3.46 27 . 00 † ± 22.72 

E-Median 51 . 42 † ± 4.92 11 . 48 † ± 0.73 33 . 79 † ± 2.90 33 . 25 † ± 1.51 53 . 55 † ± 4.28 24 . 47 † ± 3.97 26 . 00 † ± 20.55 

E-Mean 50 . 07 † ± 4.32 12 . 06 † ± 1.21 33 . 88 † ± 2.95 33 . 17 † ± 1.77 54 . 32 † ± 2.93 25 . 42 † ± 4.24 28 . 00 † ± 22.88 

E-GeomMean 50 . 95 † ± 4.86 11 . 32 † ± 0.83 33 . 33 † ± 3.15 33 . 13 † ± 1.22 54 . 73 † ± 2.42 24 . 75 † ± 4.35 26 . 00 † ± 20.43 

E-Stuart 50 . 07 † ± 4.32 11 . 43 † ± 0.86 33 . 50 † ± 3.37 33 . 85 † ± 1.26 55 . 70 † ± 2.53 25 . 77 † ± 3.79 27 . 00 † ± 22.62 

E-RRA 50 . 07 † ± 4.32 11 . 15 † ± 1.05 33 . 96 † ± 3.47 32 . 14 † ± 2.73 54 . 05 † ± 2.57 25 . 28 † ± 3.73 29 . 00 † ± 21.98 

Individual 54 . 45 † ± 4.56 12 . 82 † ± 2.39 35 . 75 † ± 4.36 33 . 52 † ± 0.92 51 . 53 † ± 6.24 16 . 55 † ± 7.92 20 . 00 † ± 24.94 

FS-P E-SVMRank 55 . 73 † ± 3.20 12 . 26 † ± 1.56 34 . 63 † ± 3.60 33 . 75 † ± 1.23 56.89 ± 2.28 12 . 64 † ± 9.62 75 . 00 † ± 19.00 

E-Min 56 . 75 † ± 4.10 11 . 85 † ± 0.70 40 . 58 † ± 7.45 33 . 56 † ± 1.81 55.80 ± 3.32 12 . 51 † ± 9.70 80 . 00 † ± 15.63 

E-Median 57 . 89 † ± 3.93 11 . 19 † ± 0.90 33 . 38 † ± 2.75 33 . 63 † ± 1.86 57 . 04 † ± 1.73 12 . 51 † ± 9.70 82 . 00 † ± 13.17 

E-Mean 56 . 74 † ± 3.49 12 . 00 † ± 1.60 34 . 88 † ± 3.50 34 . 13 † ± 0.90 56.71 ± 1.71 12 . 51 † ± 9.70 80 . 00 † ± 14.91 

E-GeomMean 56 . 07 † ± 3.23 11 . 39 † ± 1.08 33 . 58 † ± 3.20 33 . 48 † ± 1.72 56.77 ± 1.70 12 . 51 † ± 9.70 81 . 00 † ± 12.87 

E-Stuart 55 . 93 † ± 3.38 11 . 54 † ± 1.15 34 . 00 † ± 2.83 33 . 56 † ± 1.94 56.30 ± 1.31 12 . 51 † ± 9.70 82 . 00 † ± 13.98 

E-RRA 55 . 93 † ± 3.38 12 . 65 † ± 2.05 34 . 96 † ± 2.90 34 . 02 † ± 1.05 56.51 ± 2.47 12 . 51 † ± 9.70 78 . 00 † ± 15.49 

Individual 54 . 18 † ± 3.28 12 . 19 † ± 1.74 34 . 71 † ± 3.32 33 . 43 † ± 2.31 60 . 25 † ± 2.23 8 . 74 † ± 3.95 78 . 00 † ± 15.49 

4.3. Results for the heterogeneous centralized ensemble 

This experiment consisted of comparing the individual and en- 

semble approaches using different ranker and ranking combination 

methods and the same training data. Recall that the main aim with 

the heterogeneous centralized ensemble was to maintain or im- 

prove classification performance while freeing the user from hav- 

ing to decide on the most appropriate feature selection method for 

any given situation. Average test errors and standard deviations for 

the five thresholds are shown in the tables that follow. The al- 

gorithms whose average test error results were not significantly 

worse than the best result are labeled with a superscript dagger 

(see Section 4.1 ). 

The experimental results demonstrated the suitability of the 

proposed ensemble, since they matched or improved on the results 

achieved by the individual feature selection methods. The ensem- 

ble errors were not significantly different from the lowest average 

error for the individual methods in 40 of the 49 experiments per- 

formed with the Fisher discriminant ratio threshold ( Table 11 ), or 

in 41 of the 49 experiments performed with the log 2 ( n ) threshold 

( Table 12 ). Results were similar as the threshold increased to allow 

the use of more features. The ensemble method obtained favorable 

results in 42 of the 49 experiments performed with a 10% thresh- 
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Table 7 

Homogeneous distributed ensemble with a log 2 ( n ) threshold: average estimated percentage test errors. The superscript dagger indicates ensemble results that 

were not significantly different than those for individual rankers. 

Ranker Yeast Spambase Madelon Connect4 Isolet USPS Pixraw10P 

InfoGain E-SVMRank 57 . 62 † ± 5.05 13 . 28 † ± 0.66 34 . 58 † ± 2.14 30 . 77 † ± 0.53 67.62 ± 1.59 57 . 88 † ± 2.09 80 . 00 † ± 22.62 

E-Min 57 . 29 † ± 5.03 12 . 93 † ± 1.63 33 . 54 † ± 2.07 30 . 85 † ± 0.52 61 . 38 † ± 5.53 62.43 ± 2.91 85 . 00 † ± 20.68 

E-Median 57 . 62 † ± 5.05 13 . 11 † ± 1.06 33 . 67 † ± 2.02 30 . 75 † ± 0.52 64 . 10 † ± 4.25 53 . 76 † ± 2.92 86 . 00 † ± 22.82 

E-Mean 57 . 62 † ± 5.05 12 . 80 † ± 1.38 37 . 50 † ± 6.87 30 . 75 † ± 0.52 67.14 ± 1.47 58 . 48 † ± 1.31 84 . 00 † ± 20.12 

E-GeomMean 57 . 62 † ± 5.05 13 . 17 † ± 0.62 34 . 08 † ± 2.26 30 . 75 † ± 0.52 66 . 94 † ± 1.97 56 . 79 † ± 2.94 85 . 00 † ± 21.10 

E-Stuart 57 . 62 † ± 5.05 12 . 93 † ± 1.40 34 . 21 † ± 2.10 30 . 78 † ± 0.56 67.30 ± 1.68 53 . 58 † ± 2.91 84 . 00 † ± 20.18 

E-RRA 57 . 62 † ± 5.05 12 . 87 † ± 1.68 34 . 46 † ± 1.60 30 . 81 † ± 0.55 66 . 13 † ± 2.41 54 . 67 † ± 1.97 82 . 00 † ± 20.38 

Individual 58 . 76 † ± 3.92 13 . 41 † ± 1.87 33 . 83 † ± 4.70 30 . 77 † ± 0.52 58 . 23 † ± 6.83 56 . 00 † ± 1.64 82 . 00 † ± 21.50 

mRMR E-SVMRank 55 . 06 † ± 4.67 21 . 84 † ± 1.55 50.79 ± 2.49 32 . 98 † ± 0.65 47 . 52 † ± 1.75 25 . 79 † ± 1.95 24 . 00 † ± 19.66 

E-Min 57 . 62 † ± 5.05 29 . 32 † ± 2.31 36 . 92 † ± 4.27 30 . 76 † ± 0.53 47 . 02 † ± 3.56 26 . 56 † ± 1.34 26 . 00 † ± 17.14 

E-Median 55 . 47 † ± 5.26 26 . 97 † ± 2.53 48 . 46 † ± 5.09 32 . 91 † ± 0.45 45 . 86 † ± 2.58 26 . 83 † ± 1.58 25 . 00 † ± 19.02 

E-Mean 56 . 89 † ± 5.45 21 . 21 † ± 1.68 50.38 ± 2.90 33 . 08 † ± 0.41 47.75 ± 1.66 25 . 18 † ± 1.22 24 . 00 † ± 19.01 

E-GeomMean 56 . 34 † ± 4.72 24 . 89 † ± 2.09 49 . 71 † ± 4.32 32 . 23 † ± 0.65 46 . 57 † ± 3.03 29.55 ± 1.75 27 . 00 † ± 17.52 

E-Stuart 56 . 89 † ± 5.45 22 . 78 † ± 1.75 49 . 75 † ± 4.46 33 . 08 † ± 0.41 48.38 ± 1.97 23 . 59 † ± 1.25 26 . 00 † ± 18.27 

E-RRA 56 . 28 † ± 5.69 22 . 41 † ± 1.94 50.54 ± 5.50 33 . 09 † ± 0.41 49.96 ± 1.78 24 . 03 † ± 1.50 25 . 00 † ± 16.30 

Individual 53 . 91 † ± 3.52 22 . 82 † ± 1.99 42 . 17 † ± 2.77 32 . 22 † ± 0.35 43 . 49 † ± 1.92 24 . 79 † ± 1.14 24 . 00 † ± 17.76 

ReliefF E-SVMRank 56 . 42 † ± 6.38 16 . 54 † ± 2.85 33 . 46 † ± 2.13 30 . 09 † ± 0.69 61 . 23 † ± 1.87 29 . 21 † ± 1.01 87 . 00 † ± 18.91 

E-Min 56 . 08 † ± 6.29 14 . 80 † ± 2.64 33 . 50 † ± 2.11 30 . 46 † ± 0.77 61 . 45 † ± 2.74 36.12 ± 1.33 85 . 00 † ± 21.65 

E-Median 57 . 62 † ± 5.05 17 . 08 † ± 2.70 33 . 42 † ± 1.98 30 . 03 † ± 0.73 61 . 78 † ± 1.92 32 . 11 † ± 1.16 87 . 00 † ± 18.91 

E-Mean 57 . 02 † ± 6.38 14 . 80 † ± 3.21 33 . 54 † ± 2.13 30 . 06 † ± 0.73 61 . 78 † ± 1.92 32 . 73 † ± 1.79 87 . 00 † ± 18.91 

E-GeomMean 57 . 02 † ± 6.38 14 . 93 † ± 3.59 33 . 58 † ± 2.21 30 . 06 † ± 0.73 61 . 87 † ± 1.81 29 . 51 † ± 1.31 87 . 00 † ± 18.91 

E-Stuart 56 . 75 † ± 6.45 15 . 08 † ± 2.79 33 . 54 † ± 2.13 30 . 15 † ± 0.63 61 . 58 † ± 2.30 38.27 ± 1.52 86 . 00 † ± 18.60 

E-RRA 57 . 35 † ± 5.17 14 . 37 † ± 1.70 33 . 50 † ± 2.05 30 . 02 † ± 0.69 61 . 58 † ± 2.30 30 . 87 † ± 1.16 84 . 00 † ± 21.30 

Individual 58 . 76 † ± 3.92 21 . 28 † ± 3.10 33 . 21 † ± 4.24 30 . 74 † ± 0.49 59 . 47 † ± 1.71 31 . 10 † ± 1.78 86 . 00 † ± 19.55 

SVM-RFE E-SVMRank 49 . 60 † ± 3.56 11 . 67 † ± 1.88 33 . 83 † ± 1.43 33 . 95 † ± 0.83 53 . 60 † ± 2.47 33.46 ± 2.66 50 . 00 † ± 23.49 

E-Min 54 . 05 † ± 3.90 12 . 04 † ± 1.12 33 . 71 † ± 2.10 34 . 14 † ± 0.51 51 . 11 † ± 5.41 26 . 13 † ± 3.29 36 . 00 † ± 23.73 

E-Median 50 . 27 † ± 3.51 11 . 39 † ± 1.30 33 . 96 † ± 1.43 33 . 53 † ± 0.94 50 . 44 † ± 2.14 26 . 13 † ± 3.29 34 . 00 † ± 23.95 

E-Mean 49 . 60 † ± 3.56 11 . 80 † ± 2.34 33 . 83 † ± 1.51 33 . 87 † ± 0.76 53 . 25 † ± 2.19 29 . 12 † ± 4.10 35 . 00 † ± 24.66 

E-GeomMean 50 . 27 † ± 3.51 11 . 37 † ± 1.30 33 . 92 † ± 1.79 34 . 09 † ± 0.55 51 . 44 † ± 2.24 27 . 21 † ± 3.36 34 . 00 † ± 23.95 

E-Stuart 49 . 60 † ± 3.56 11 . 17 † ± 1.83 33 . 46 † ± 2.04 34 . 16 † ± 0.49 53.94 ± 2.32 28 . 75 † ± 4.32 32 . 00 † ± 23.19 

E-RRA 49 . 60 † ± 3.56 11 . 06 † ± 1.48 33 . 71 † ± 2.01 34 . 18 † ± 0.48 53 . 23 † ± 1.68 29 . 68 † ± 2.86 37 . 00 † ± 26.77 

Individual 55 . 86 † ± 4.44 12 . 54 † ± 2.58 33 . 50 † ± 4.35 33 . 90 † ± 0.44 48 . 12 † ± 5.98 26 . 00 † ± 3.33 32 . 00 † ± 25.73 

FS-P E-SVMRank 55 . 47 † ± 4.96 11 . 84 † ± 1.90 33 . 88 † ± 1.64 34 . 13 † ± 0.49 56.25 ± 2.44 53 . 81 † ± 4.67 75 . 00 † ± 19.00 

E-Min 56 . 01 † ± 5.71 11 . 48 † ± 1.88 43 . 17 † ± 8.19 34 . 12 † ± 0.47 55.43 ± 2.81 53 . 81 † ± 4.67 87 . 00 † ± 13.37 

E-Median 58 . 09 † ± 5.11 11 . 63 † ± 1.81 34 . 00 † ± 1.78 34 . 15 † ± 0.50 56.80 ± 2.02 53 . 81 † ± 4.67 86 . 00 † ± 10.75 

E-Mean 56 . 82 † ± 6.62 12 . 74 † ± 2.38 33 . 83 † ± 1.86 34 . 13 † ± 0.50 55.86 ± 2.27 53 . 81 † ± 4.67 87 . 00 † ± 11.60 

E-GeomMean 55 . 81 † ± 5.93 11 . 35 † ± 1.39 34 . 17 † ± 1.75 34 . 14 † ± 0.52 56.54 ± 2.24 53 . 81 † ± 4.67 84 . 00 † ± 11.74 

E-Stuart 56 . 88 † ± 4.70 11 . 50 † ± 1.85 33 . 58 † ± 1.68 34 . 14 † ± 0.49 55.84 ± 2.01 53 . 81 † ± 4.67 84 . 00 † ± 11.74 

E-RRA 56 . 88 † ± 4.70 12 . 00 † ± 2.00 33 . 58 † ± 1.71 34 . 09 † ± 0.54 56.71 ± 2.23 53 . 81 † ± 4.67 82 . 00 † ± 12.29 

Individual 54 . 38 † ± 3.11 12 . 00 † ± 1.90 33 . 50 † ± 4.42 34 . 16 † ± 0.41 61 . 86 † ± 1.33 57 . 18 † ± 7.10 81 . 00 † ± 8.76 

old ( Table 13 ) and with a 25% threshold ( Table 14 ), and in 40 of 

the 49 experiments performed with a 50% threshold ( Table 15 ). 

Focusing on the behavior of the individual feature selection 

rankers (the bottom five rows in each table), it can be observed 

that not one of the five individual methods significantly outper- 

formed the ensemble approaches for any dataset or threshold com- 

bination. Therefore, although an individual method might well per- 

form better than an ensemble method in a given scenario, overall 

it would appear that the ensemble approach is the most consistent 

and reliable approach to a feature selection process. 

5. Discussion 

Below we analyze and discuss the average training time, es- 

timated test error and standard deviation results, as presented 

above, for our two different ensemble approaches, in terms of as- 

sessing their relative performance, illustrating the benefits of the 

ensemble approach and explaining certain experimental results. 

5.1. Homogeneous distributed ensemble 

Figs. 4 and 5 show the average time gains for the homoge- 

neous distributed ensemble versus the individual approaches. As 

can be observed, the homogeneous ensembles compared to the 

individual approaches improved times by a factor of 100 on av- 

erage in the best case. The feature selection method whose aver- 

age training times most improved in the distribution process was 

the embedded SVM-RFE . The fact that the InfoGain filter yielded 

the poorest improvement is not surprising, since it is an univari- 

ate and fast method – so even attempts at parallelization produced 

no improvement [52] . Fig. 5 , referring to the datasets, shows that 

the best time improvement occurred with the Connect4 dataset; 

this was because it had the largest number of samples of all the 

datasets and so was able to take most advantage of the distribu- 

tion process. For datasets with greater dimensionality and smaller 

sample sizes, e.g., Madelon, Isolet. USPS and Pixraw10P , the time im- 

provement with the SVM-RFE method was also significant, mainly 

due to the relatively small number of samples used in each itera- 

tive training run by the SVM classifier used by this method. 

The most important advantage of the homogeneous distributed 

ensemble approach was clearly the great reduction in training 

times while classification performance held at reasonable—and 

sometimes even improved—levels. This outcome reflects the notion 

of divide-and-conquer since, in some cases, the result obtained by 

a feature selection method may be more accurate when the focus 

is on a local region of the data. 

5.2. Heterogeneous centralized ensemble 

The experimental results demonstrate the suitability of the het- 

erogeneous centralized ensemble approach, since they match or 

improve on the estimated test error achieved by the individual fea- 

ture selection methods. Fig. 6 shows the number of cases for which 

the results obtained by the individual and the heterogeneous cen- 
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Fig. 6. Number of cases when the results obtained by the individual and the heterogeneous centralized ensemble approaches were comparable with the best result. 
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Table 8 

Homogeneous distributed ensemble with a 10% threshold: average estimated percentage test errors. The superscript dagger indicates ensemble results that were 

not significantly different than those for individual rankers. 

Ranker Yeast Spambase Madelon Connect4 Isolet USPS Pixraw10P 

InfoGain E-SVMRank 59 . 16 † ± 4.31 13 . 06 † ± 2.00 34 . 38 † ± 3.66 30 . 80 † ± 0.79 49 . 17 † ± 1.64 47 . 88 † ± 2.09 83 . 00 † ± 20.14 

E-Min 55 . 12 † ± 2.57 13 . 11 † ± 1.97 34 . 42 † ± 3.28 30 . 73 † ± 0.81 48 . 34 † ± 1.91 50.43 ± 2.91 79 . 00 † ± 23.39 

E-Median 58 . 62 † ± 4.46 13 . 15 † ± 1.65 34 . 38 † ± 3.23 30 . 76 † ± 0.76 49 . 31 † ± 2.18 43 . 76 † ± 2.92 81 . 00 † ± 23.73 

E-Mean 60 . 65 † ± 3.78 13 . 06 † ± 1.96 34 . 58 † ± 3.71 30 . 76 † ± 0.76 48 . 90 † ± 1.68 50.48 ± 1.31 83 . 00 † ± 22.71 

E-GeomMean 59 . 50 † ± 3.88 13 . 06 † ± 1.87 34 . 29 † ± 3.40 30 . 76 † ± 0.76 48 . 92 † ± 1.67 46 . 79 † ± 2.94 83 . 00 † ± 23.03 

E-Stuart 61.73 ± 3.30 13 . 00 † ± 1.99 34 . 42 † ± 3.58 30 . 72 † ± 0.73 48 . 76 † ± 1.53 43 . 58 † ± 2.91 84 . 00 † ± 22.97 

E-RRA 61.79 ± 3.39 12 . 80 † ± 1.71 34 . 38 † ± 3.45 30 . 71 † ± 0.72 48 . 70 † ± 1.19 44 . 67 † ± 1.97 82 . 00 † ± 21.56 

Individual 55 . 13 † ± 4.99 13 . 39 † ± 1.24 33 . 62 † ± 3.50 30 . 76 † ± 0.54 48 . 62 † ± 2.30 45 . 38 † ± 1.68 80 . 00 † ± 21.08 

mRMR E-SVMRank 55 . 12 † ± 2.57 22 . 02 † ± 2.90 51 . 25 † ± 3.09 32 . 97 † ± 0.82 50 . 01 † ± 1.87 14 . 29 † ± 1.45 28 . 00 † ± 21.52 

E-Min 55 . 12 † ± 2.57 29.99 ± 2.14 38 . 59 † ± 6.73 30 . 82 † ± 0.87 49 . 44 † ± 1.43 13 . 77 † ± 0.84 29 . 00 † ± 19.76 

E-Median 55 . 12 † ± 2.57 27.52 ± 1.91 49 . 75 † ± 3.53 32 . 92 † ± 0.71 49 . 99 † ± 2.36 12 . 26 † ± 1.08 30 . 00 † ± 21.44 

E-Mean 55 . 12 † ± 2.57 21 . 28 † ± 2.64 50 . 54 † ± 3.14 33 . 08 † ± 0.81 49 . 94 † ± 1.98 14 . 80 † ± 0.72 27 . 00 † ± 19.73 

E-GeomMean 55 . 12 † ± 2.57 24 . 69 † ± 1.50 47 . 83 † ± 3.12 32 . 14 † ± 0.71 50 . 12 † ± 1.83 11 . 13 † ± 1.25 25 . 00 † ± 21.78 

E-Stuart 55 . 12 † ± 2.57 23 . 06 † ± 2.33 47 . 75 † ± 3.72 33 . 08 † ± 0.81 50 . 07 † ± 2.62 12 . 75 † ± 0.75 25 . 00 † ± 21.78 

E-RRA 55 . 12 † ± 2.57 22 . 52 † ± 3.08 47 . 33 † ± 3.71 33 . 08 † ± 0.81 49 . 52 † ± 2.79 12 . 52 † ± 1.00 26 . 00 † ± 19.58 

Individual 55 . 13 † ± 4.99 22 . 78 † ± 2.24 46 . 42 † ± 3.46 32 . 29 † ± 0.49 47 . 15 † ± 1.71 12 . 94 † ± 0.96 26 . 00 † ± 20.66 

ReliefF E-SVMRank 55 . 12 † ± 2.57 16.32 ± 3.79 33 . 67 † ± 3.87 30 . 10 † ± 0.64 57 . 23 † ± 2.68 17 . 50 † ± 1.91 69 . 00 † ± 20.34 

E-Min 55 . 12 † ± 2.57 14.65 ± 2.91 33 . 46 † ± 3.99 30 . 30 † ± 0.77 56 . 51 † ± 2.65 19 . 69 † ± 1.28 72 . 00 † ± 19.04 

E-Median 55 . 12 † ± 2.57 17 . 56 † ± 4.39 33 . 71 † ± 3.88 30 . 09 † ± 0.59 57 . 40 † ± 2.71 18 . 83 † ± 1.75 74 . 00 † ± 19.64 

E-Mean 55 . 12 † ± 2.57 15.30 ± 3.87 34 . 25 † ± 3.88 30 . 08 † ± 0.66 57 . 29 † ± 2.64 18 . 83 † ± 1.75 75 . 00 † ± 22.17 

E-GeomMean 55 . 12 † ± 2.57 15.61 ± 4.09 33 . 83 † ± 4.42 30 . 08 † ± 0.66 57 . 09 † ± 2.65 21.98 ± 1.38 70 . 00 † ± 21.11 

E-Stuart 55 . 12 † ± 2.57 15.67 ± 3.68 34 . 08 † ± 3.40 30 . 04 † ± 0.65 56 . 89 † ± 2.77 19 . 51 † ± 1.56 72 . 00 † ± 19.04 

E-RRA 55 . 12 † ± 2.57 14.52 ± 3.03 34 . 04 † ± 3.85 30 . 05 † ± 0.71 56 . 83 † ± 2.78 19 . 29 † ± 1.07 72 . 00 † ± 19.04 

Individual 55 . 13 † ± 4.99 20 . 08 † ± 3.14 33 . 17 † ± 3.13 30 . 70 † ± 0.50 58 . 38 † ± 2.23 18 . 79 † ± 1.36 71 . 00 † ± 20.79 

SVM-RFE E-SVMRank 51 . 22 † ± 3.36 12 . 06 † ± 2.07 34 . 46 † ± 3.37 33 . 89 † ± 0.97 64.74 ± 3.77 10 . 23 † ± 1.58 20 . 00 † ± 19.05 

E-Min 55 . 47 † ± 5.81 12 . 12 † ± 1.96 34 . 00 † ± 3.89 34 . 16 † ± 0.72 52 . 73 † ± 3.23 11.56 ± 1.42 18 . 00 † ± 19.05 

E-Median 51 . 42 † ± 3.33 11 . 67 † ± 1.99 34 . 67 † ± 3.28 33 . 54 † ± 0.95 62.25 ± 3.04 10 . 06 † ± 1.27 20 . 00 † ± 20.81 

E-Mean 51 . 29 † ± 3.37 12 . 19 † ± 2.07 34 . 58 † ± 3.32 33 . 84 † ± 1.05 65.56 ± 3.24 11.55 ± 0.98 21 . 00 † ± 20.81 

E-GeomMean 51 . 29 † ± 3.37 11 . 54 † ± 1.98 34 . 63 † ± 3.46 33 . 99 † ± 0.84 61.79 ± 3.75 10 . 10 † ± 0.93 19 . 00 † ± 19.86 

E-Stuart 51 . 42 † ± 3.33 11 . 80 † ± 2.17 34 . 46 † ± 3.30 34 . 17 † ± 0.69 63.61 ± 2.26 10.87 ± 0.94 20 . 00 † ± 20.62 

E-RRA 50 . 88 † ± 3.65 11 . 56 † ± 1.85 34 . 83 † ± 3.15 34 . 17 † ± 0.68 64.23 ± 3.72 11.34 ± 0.80 21 . 00 † ± 20.81 

Individual 54 . 31 † ± 6.50 12 . 50 † ± 1.41 31 . 71 † ± 2.56 33 . 92 † ± 0.59 51 . 58 † ± 3.33 8 . 32 † ± 0.70 15 . 00 † ± 18.41 

FS-P E-SVMRank 54 . 59 † ± 4.54 11 . 43 † ± 1.44 34 . 13 † ± 3.61 34 . 13 † ± 0.69 72.44 ± 3.27 15 . 58 † ± 3.51 84 . 00 † ± 17.13 

E-Min 54 . 99 † ± 4.13 11 . 78 † ± 2.78 35 . 63 † ± 5.15 34 . 13 † ± 0.70 71 . 69 † ± 3.64 16 . 03 † ± 3.41 60 . 00 † ± 20.00 

E-Median 55 . 80 † ± 5.14 11 . 63 † ± 2.00 34 . 04 † ± 4.30 34 . 12 † ± 0.67 72.78 ± 3.37 16 . 03 † ± 3.41 60 . 00 † ± 20.00 

E-Mean 55 . 06 † ± 3.52 12 . 50 † ± 2.20 34 . 79 † ± 3.06 34 . 15 † ± 0.72 72.50 ± 3.30 16 . 03 † ± 3.41 60 . 00 † ± 20.00 

E-GeomMean 55 . 12 † ± 3.54 11 . 34 † ± 2.09 35 . 21 † ± 4.29 34 . 12 † ± 0.71 72.67 ± 3.22 16 . 03 † ± 3.41 61 . 00 † ± 21.32 

E-Stuart 55 . 06 † ± 3.52 11 . 43 † ± 1.74 34 . 33 † ± 3.31 34 . 14 † ± 0.71 72.36 ± 3.10 16 . 03 † ± 3.41 60 . 00 † ± 23.09 

E-RRA 55 . 12 † ± 2.57 11 . 95 † ± 1.70 33 . 96 † ± 4.19 34 . 09 † ± 0.69 71 . 71 † ± 2.88 16 . 03 † ± 3.41 60 . 00 † ± 23.09 

Individual 54 . 66 † ± 4.33 12 . 17 † ± 1.52 33 . 96 † ± 2.94 34 . 18 † ± 0.60 64 . 95 † ± 4.53 16 . 80 † ± 2.22 63 . 00 † ± 24.97 

tralized ensemble approaches were not significantly different than 

the best result (in other words, the number of times that results 

were comparable with the best result). As can be observed, the E- 

RRA ensemble approach obtained results that were not significantly 

different from the best result in all 35 experiments, compared to 

28 out of 35 experiments for the best performing individual fea- 

ture selection method ( SVM-RFE ). Five of the remaining six en- 

semble methods ( E-SVMRank, E-Median, E-Mean, E-GeomMean and 

E-Stuart ) matched or (mostly) improved on the results obtained 

by SVM-RFE , obtaining results that were not significantly different 

in 28 − 33 of the 35 experiments. Overall, an ensemble approach 

would seem to be the most reliable approach to feature selection, 

although in some specific cases, an individual method (not always 

the same one) might well perform better than the ensemble. 

5.3. Combination methods and threshold values 

Comparative analyses were performed in terms of average per- 

centage test error for the different combination methods ( Fig. 7 ) 

and for the different threshold values ( Fig. 8 ). In both figures the 

first six groups of bars reflect the six standard datasets (larger 

sample size than dimension) and the last group is a microarray 

dataset. 

The analysis for Fig. 7 is divided into two parts according to the 

studied dataset. Thus: 

• Standard datasets. It can be seen that the different combina- 

tion methods obtained similar results except the ensemble that 

used the Min reduction function (second bar in each set of 

bars). This combination method produced irregular results, in 

that it obtained the best average test error for the Yeast, Made- 

lon and USPS datasets, but the worst average test error for the 

Spambase and Connect4 datasets. Thus, with the exception of 

Min , one combination method cannot be recommended over 

another, given the results obtained. 
• Microarray dataset. In this case, accuracy varied greatly depend- 

ing on the combination method, with E-SVMRank achieving the 

worst result, and E-Mean obtaining the best result. These re- 

sults can be explained by the nature of this dataset, radically 

different from the other six datasets. It can be concluded that 

the choice of combination method can influence final results 

for microarray datasets – a conclusion consistent with that re- 

ported elsewhere regarding an extensive study of microarray 

datasets [45] . 

Fig. 8 shows, as expected, that the optimal threshold value de- 

pends on the dataset used. Selecting a larger or smaller number of 

features may be beneficial or detrimental to the average test error, 

depending on the nature of the dataset studied. The general pat- 

tern is that there are datasets that benefit from selecting a lower 

number of features, and datasets that are penalized when dimen- 

sionality is excessively reduced. This is because some datasets ob- 

tain great advantage from implementing a feature selection pro- 
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Table 9 

Homogeneous distributed ensemble with a 25% threshold: average estimated percentage test errors. The superscript dagger indicates ensemble results that were 

not significantly different than those for individual rankers. 

Ranker Yeast Spambase Madelon Connect4 Isolet USPS Pixraw10P 

InfoGain E-SVMRank 59 . 16 † ± 4.31 18 . 06 † ± 1.32 36 . 71 † ± 3.16 26 . 43 † ± 0.66 43 . 18 † ± 2.47 21 . 61 † ± 1.52 73 . 00 † ± 25.34 

E-Min 55 . 12 † ± 2.57 18 . 06 † ± 1.48 36 . 75 † ± 3.58 26 . 41 † ± 0.67 42 . 72 † ± 2.62 21 . 91 † ± 2.20 67 . 00 † ± 26.71 

E-Median 58 . 62 † ± 4.46 18 . 21 † ± 1.30 37 . 29 † ± 3.36 26 . 41 † ± 0.67 43 . 38 † ± 2.58 19 . 75 † ± 2.42 72 . 00 † ± 24.54 

E-Mean 60.65 ± 3.78 18 . 06 † ± 1.32 36 . 96 † ± 3.70 26 . 41 † ± 0.67 43 . 16 † ± 2.49 18 . 44 † ± 1.44 72 . 00 † ± 24.54 

E-GeomMean 59 . 50 † ± 3.88 18 . 06 † ± 1.32 37 . 21 † ± 4.22 26 . 41 † ± 0.67 43 . 21 † ± 2.51 19 . 63 † ± 1.23 72 . 00 † ± 24.54 

E-Stuart 61.73 ± 3.30 18 . 19 † ± 1.74 36 . 33 † ± 3.70 26 . 41 † ± 0.67 43 . 54 † ± 2.54 19 . 63 † ± 1.23 68 . 00 † ± 26.68 

E-RRA 61.79 ± 3.39 18 . 37 † ± 1.72 36 . 96 † ± 3.49 26 . 41 † ± 0.67 43 . 32 † ± 2.76 20 . 37 † ± 1.63 69 . 00 † ± 24.42 

Individual 53 . 17 † ± 6.89 17 . 67 † ± 1.90 36 . 42 † ± 3.59 26 . 34 † ± 0.72 43 . 68 † ± 1.94 19 . 48 † ± 2.44 69 . 00 † ± 26.44 

mRMR E-SVMRank 55 . 12 † ± 2.57 16 . 54 † ± 1.50 52 . 17 † ± 2.63 31 . 50 † ± 0.85 48 . 92 † ± 3.01 9.53 ± 0.61 35 . 00 † ± 20.95 

E-Min 55 . 12 † ± 2.57 18.34 ± 1.62 40 . 17 † ± 7.64 29.07 ± 1.05 49 . 34 † ± 3.02 9 . 14 † ± 1.48 35 . 00 † ± 20.95 

E-Median 55 . 12 † ± 2.57 16 . 61 † ± 1.61 51 . 25 † ± 2.63 31 . 58 † ± 1.14 48 . 97 † ± 3.08 9.71 ± 1.00 33 . 00 † ± 22.91 

E-Mean 55 . 12 † ± 2.57 16 . 74 † ± 1.73 52 . 83 † ± 2.19 31 . 75 † ± 0.87 48 . 51 † ± 3.04 9.67 ± 0.95 31 . 00 † ± 21.85 

E-GeomMean 55 . 12 † ± 2.57 16 . 76 † ± 1.68 48 . 00 † ± 2.53 30 . 46 † ± 1.36 48 . 61 † ± 3.09 8 . 00 † ± 1.20 31 . 00 † ± 19.67 

E-Stuart 55 . 12 † ± 2.57 16 . 80 † ± 1.73 48 . 92 † ± 2.79 31 . 90 † ± 1.11 48 . 07 † ± 3.24 9.89 ± 1.21 35 . 00 † ± 20.95 

E-RRA 55 . 12 † ± 2.57 16 . 56 † ± 1.04 48 . 96 † ± 2.92 33 . 53 † ± 0.66 47 . 99 † ± 3.17 7 . 59 † ± 1.23 30 . 00 † ± 19.23 

Individual 53 . 17 † ± 6.89 15 . 65 † ± 1.95 49 . 17 † ± 1.66 32 . 01 † ± 0.72 46 . 72 † ± 2.71 7 . 24 † ± 1.00 32 . 00 † ± 20.98 

ReliefF E-SVMRank 55 . 12 † ± 2.57 17 . 11 † ± 2.26 35 . 67 † ± 3.71 25 . 56 † ± 0.69 56 . 91 † ± 2.43 27 . 88 † ± 0.90 53 . 00 † ± 20.20 

E-Min 55 . 12 † ± 2.57 15.06 ± 2.81 36 . 54 † ± 3.09 25 . 56 † ± 0.69 54 . 84 † ± 2.29 25 . 59 † ± 0.86 51 . 00 † ± 21.80 

E-Median 55 . 12 † ± 2.57 17 . 54 † ± 2.17 36 . 21 † ± 3.71 25 . 56 † ± 0.69 55 . 71 † ± 2.63 27 . 63 † ± 0.65 52 . 00 † ± 21.66 

E-Mean 55 . 12 † ± 2.57 16 . 84 † ± 1.97 35 . 79 † ± 4.32 25 . 56 † ± 0.69 57 . 41 † ± 2.33 27 . 07 † ± 0.16 52 . 00 † ± 21.66 

E-GeomMean 55 . 12 † ± 2.57 16 . 82 † ± 1.85 36 . 83 † ± 2.90 25 . 56 † ± 0.69 56 . 87 † ± 2.34 28 . 89 † ± 0.26 55 . 00 † ± 21.15 

E-Stuart 55 . 12 † ± 2.57 16 . 80 † ± 1.97 36 . 58 † ± 3.26 25 . 57 † ± 0.68 56 . 38 † ± 2.38 27 . 59 † ± 0.34 52 . 00 † ± 21.66 

E-RRA 55 . 12 † ± 2.57 16 . 93 † ± 1.98 35 . 92 † ± 3.03 25 . 57 † ± 0.68 55 . 78 † ± 2.70 28.20 ± 0.78 55.00 ± 21.15 

Individual 53 . 17 † ± 6.89 19 . 34 † ± 3.69 36 . 58 † ± 3.47 25 . 62 † ± 0.53 54 . 08 † ± 3.64 25 . 62 † ± 0.53 50.00 ± 24.50 

SVM-RFE E-SVMRank 51 . 22 † ± 3.36 11 . 56 † ± 4.21 38 . 04 † ± 2.41 33 . 11 † ± 0.91 57.84 ± 3.71 7 . 51 † ± 0.88 23 . 00 † ± 21.53 

E-Min 55 . 47 † ± 5.81 12 . 54 † ± 4.33 35.42 ± 3.89 33 . 99 † ± 0.74 45 . 94 † ± 3.45 7 . 68 † ± 1.23 23 . 00 † ± 22.33 

E-Median 51 . 42 † ± 3.33 11 . 71 † ± 4.63 36.38 ± 3.02 33 . 11 † ± 1.06 54.71 ± 3.52 7 . 13 † ± 1.43 25 . 00 † ± 21.16 

E-Mean 51 . 29 † ± 3.37 10.89 ± 3.96 37 . 25 † ± 2.84 32 . 65 † ± 1.27 58.59 ± 3.04 9.99 ± 1.46 25 . 00 † ± 21.16 

E-GeomMean 51 . 29 † ± 3.37 12 . 02 † ± 4.62 36.54 ± 2.93 33 . 24 † ± 1.09 54.98 ± 2.45 9.24 ± 0.81 23 . 00 † ± 22.33 

E-Stuart 51 . 42 † ± 3.33 12 . 54 † ± 4.51 36.58 ± 2.98 33 . 60 † ± 1.07 58.65 ± 3.23 9.67 ± 1.21 23 . 00 † ± 22.33 

E-RRA 50 . 88 † ± 3.65 12 . 54 † ± 4.54 36.25 ± 2.56 33 . 56 † ± 1.25 59.93 ± 3.33 9.52 ± 1.78 25 . 00 † ± 22.46 

Individual 53 . 56 † ± 6.45 18 . 04 † ± 3.99 41 . 83 † ± 2.82 33 . 16 † ± 1.18 42 . 20 † ± 1.77 5 . 56 † ± 0.69 22 . 00 † ± 22.01 

FS-P E-SVMRank 54 . 59 † ± 4.53 10 . 13 † ± 3.05 36 . 58 † ± 2.65 34 . 07 † ± 0.72 75.94 ± 4.45 6 . 63 † ± 1.16 69 . 00 † ± 14.49 

E-Min 54 . 99 † ± 4.13 12 . 41 † ± 5.15 36 . 29 † ± 3.74 34 . 17 † ± 0.69 69 . 44 † ± 4.90 6 . 63 † ± 1.16 56 . 00 † ± 21.19 

E-Median 55 . 80 † ± 5.14 11 . 67 † ± 3.91 37 . 25 † ± 2.17 34 . 17 † ± 0.69 74.45 ± 4.03 6 . 63 † ± 1.16 55 . 00 † ± 21.21 

E-Mean 55 . 06 † ± 3.52 10 . 15 † ± 3.13 36 . 96 † ± 3.01 34 . 16 † ± 0.70 75.43 ± 4.39 6 . 63 † ± 1.16 56 . 00 † ± 21.19 

E-GeomMean 55 . 12 † ± 3.54 10 . 80 † ± 3.83 36 . 58 † ± 2.41 34 . 17 † ± 0.69 75.00 ± 4.17 6 . 63 † ± 1.16 56 . 00 † ± 21.19 

E-Stuart 55 . 06 † ± 3.52 10 . 00 † ± 3.07 36 . 08 † ± 2.06 34 . 07 † ± 0.73 74.86 ± 4.08 6 . 63 † ± 1.16 55 . 00 † ± 20.68 

E-RRA 55 . 12 † ± 2.57 9 . 67 † ± 3.00 35.75 ± 2.84 33 . 82 † ± 0.64 75.07 ± 3.76 6 . 63 † ± 1.16 55 . 00 † ± 20.68 

Individual 53 . 03 † ± 4.51 14 . 45 † ± 5.53 39 . 17 † ± 1.94 34 . 03 † ± 0.54 61 . 45 † ± 4.34 7 . 27 † ± 1.15 59 . 00 † ± 20.25 
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Fig. 7. Comparison of average estimated percentage test errors for the different combination methods. 

cess to remove noise before classification, whereas other datasets 

do not benefit from this kind of preprocessing. In this study, it can 

be seen that a feature selection step significantly improved results 

for the Madelon and Spambase datasets, but not so for the Con- 

nect4, Isolet, USPS and Pixraw10P datasets. For these datasets, the 

greatest benefit provided by the feature selection process was the 

improved training and processing times in the subsequent classifi- 

cation process. 

In general, the Fisher discriminant ratio and the log 2 ( n ) thresh- 

old values, compared to the other threshold values, considerably 

reduced dataset dimensionality (see Table 16 ), while holding clas- 

sification performance at reasonable levels, and so can be rated as 
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Table 10 

Homogeneous distributed ensemble with a 50% threshold: average estimated percentage test errors. The superscript dagger indicates ensemble results that were 

not significantly different than those for individual rankers. 

Ranker Yeast Spambase Madelon Connect4 Isolet USPS Pixraw10P 

InfoGain E-SVMRank 59 . 16 † ± 4.31 16 . 89 † ± 1.20 38 . 50 † ± 3.72 24 . 78 † ± 0.55 37 . 98 † ± 3.34 14.93 ± 1.13 57 . 00 † ± 28.55 

E-Min 55 . 12 † ± 2.57 16 . 76 † ± 1.35 39 . 29 † ± 4.11 24 . 97 † ± 0.69 36 . 73 † ± 2.67 12 . 92 † ± 1.02 59 . 00 † ± 26.13 

E-Median 58 . 62 † ± 4.46 16 . 87 † ± 1.14 38 . 50 † ± 3.56 24 . 76 † ± 0.70 38 . 46 † ± 2.93 11 . 37 † ± 1.68 57 . 00 † ± 26.27 

E-Mean 60 . 65 † ± 3.78 16 . 89 † ± 1.21 39 . 04 † ± 3.94 24 . 79 † ± 0.52 38 . 05 † ± 3.40 12 . 33 † ± 0.54 60 . 00 † ± 27.63 

E-GeomMean 59 . 50 † ± 3.88 16 . 93 † ± 1.20 39 . 38 † ± 3.53 24 . 80 † ± 0.45 38 . 01 † ± 3.12 10 . 43 † ± 1.35 59 . 00 † ± 28.12 

E-Stuart 61.73 ± 3.30 16 . 93 † ± 1.17 38 . 13 † ± 3.98 25 . 09 † ± 0.89 38 . 34 † ± 2.52 13 . 62 † ± 1.12 60 . 00 † ± 27.63 

E-RRA 61.79 ± 3.39 17 . 02 † ± 1.16 38 . 04 † ± 3.40 25 . 22 † ± 0.94 38 . 17 † ± 2.40 13 . 51 † ± 0.82 60 . 00 † ± 27.63 

Individual 54 . 05 † ± 4.31 16 . 95 † ± 1.28 38 . 54 † ± 3.49 24 . 90 † ± 0.79 37 . 98 † ± 2.36 11 . 79 † ± 1.10 58 . 00 † ± 28.21 

mRMR E-SVMRank 55 . 12 † ± 2.57 14 . 13 † ± 1.17 39 . 96 † ± 2.96 29 . 75 † ± 0.80 43 . 50 † ± 3.18 7.33 ± 0.55 34 . 00 † ± 23.89 

E-Min 55 . 12 † ± 2.57 15 . 37 † ± 1.21 40 . 08 † ± 2.97 28.27 ± 1.25 42 . 02 † ± 3.69 6 . 27 † ± 1.41 37 . 00 † ± 24.67 

E-Median 55 . 12 † ± 2.57 14 . 08 † ± 1.05 39 . 67 † ± 3.02 30 . 55 † ± 0.87 42 . 81 † ± 3.73 5 . 27 † ± 1.25 35 . 00 † ± 25.02 

E-Mean 55 . 12 † ± 2.57 14 . 11 † ± 1.11 40 . 17 † ± 3.33 29 . 82 † ± 0.76 42 . 66 † ± 3.49 5 . 79 † ± 1.53 37 . 00 † ± 24.67 

E-GeomMean 55 . 12 † ± 2.57 14 . 06 † ± 1.06 39 . 83 † ± 2.81 28.99 ± 0.66 42 . 62 † ± 3.79 5 . 46 † ± 1.38 37 . 00 † ± 24.67 

E-Stuart 55 . 12 † ± 2.57 14 . 24 † ± 1.02 40 . 21 † ± 4.11 30 . 20 † ± 0.79 43 . 71 † ± 2.91 7.84 ± 0.77 33 . 00 † ± 25.37 

E-RRA 55 . 12 † ± 2.57 16.13 ± 2.07 40 . 25 † ± 3.50 31 . 05 † ± 1.02 43 . 91 † ± 3.26 6 . 32 † ± 1.41 35 . 00 † ± 25.02 

Individual 54 . 05 † ± 4.31 13 . 28 † ± 1.79 39 . 21 † ± 3.48 31 . 01 † ± 0.51 46 . 75 † ± 3.36 5 . 36 † ± 0.69 36 . 00 † ± 24.59 

ReliefF E-SVMRank 55 . 12 † ± 2.57 17 . 84 † ± 0.85 38 . 92 † ± 1.86 23 . 39 † ± 0.66 47 . 02 † ± 3.95 7.10 ± 1.04 37 . 00 † ± 23.07 

E-Min 55 . 12 † ± 2.57 17 . 34 † ± 1.23 39 . 09 † ± 2.54 23 . 39 † ± 0.59 45 . 52 † ± 4.28 6 . 16 † ± 1.14 35 . 00 † ± 22.36 

E-Median 55 . 12 † ± 2.57 17 . 76 † ± 0.91 40 . 33 † ± 3.73 23 . 23 † ± 0.64 46 . 11 † ± 3.79 7.74 ± 1.06 36 . 00 † ± 23.15 

E-Mean 55 . 12 † ± 2.57 17 . 82 † ± 0.96 38 . 79 † ± 1.74 23 . 22 † ± 0.64 47 . 04 † ± 3.92 5 . 00 † ± 0.84 38 . 00 † ± 22.75 

E-GeomMean 55 . 12 † ± 2.57 17 . 61 † ± 0.90 39 . 58 † ± 2.32 23 . 22 † ± 0.64 46 . 36 † ± 4.08 6 . 38 † ± 0.57 35 . 00 † ± 22.36 

E-Stuart 55 . 12 † ± 2.57 17.91 ± 0.80 38 . 71 † ± 2.16 23 . 48 † ± 0.67 46 . 30 † ± 4.25 6 . 27 † ± 0.85 38 . 00 † ± 23.07 

E-RRA 55 . 12 † ± 2.57 18.08 ± 0.69 38 . 71 † ± 2.77 23 . 39 † ± 0.76 45 . 91 † ± 4.12 6 . 38 † ± 0.94 35 . 00 † ± 22.36 

Individual 54 . 05 † ± 4.31 16 . 17 † ± 1.15 39 . 92 † ± 2.89 23 . 51 † ± 0.43 50 . 33 † ± 3.45 5 . 56 † ± 0.69 37 . 00 † ± 23.12 

SVM-RFE E-SVMRank 51 . 22 † ± 3.36 18 . 02 † ± 1.11 39 . 46 † ± 3.51 31 . 34 † ± 2.03 48.71 ± 4.14 5 . 62 † ± 0.95 46 . 00 † ± 22.47 

E-Min 55 . 47 † ± 5.81 17 . 67 † ± 1.16 39 . 00 † ± 3.05 31 . 37 † ± 1.86 39 . 98 † ± 1.62 7.70 ± 1.16 33 . 00 † ± 21.47 

E-Median 51 . 42 † ± 3.33 18 . 06 † ± 1.11 39 . 75 † ± 3.25 31 . 79 † ± 2.45 48.08 ± 4.18 5 . 35 † ± 1.27 35 . 00 † ± 23.55 

E-Mean 51 . 29 † ± 3.37 17 . 97 † ± 1.11 39 . 21 † ± 3.01 31 . 37 † ± 2.02 48.92 ± 3.63 7.12 ± 0.85 34 . 00 † ± 22.91 

E-GeomMean 51 . 29 † ± 3.37 17 . 82 † ± 1.29 39 . 71 † ± 2.70 30 . 51 † ± 1.64 44 . 57 † ± 3.29 5 . 70 † ± 1.16 34 . 00 † ± 22.91 

E-Stuart 51 . 42 † ± 3.33 17 . 82 † ± 1.00 39 . 38 † ± 2.95 31 . 49 † ± 1.60 48.36 ± 4.29 6 . 35 † ± 0.91 33 . 00 † ± 22.27 

E-RRA 50 . 88 † ± 3.65 18 . 04 † ± 1.13 39 . 17 † ± 2.92 31 . 85 † ± 1.48 50 . 31 † ± 4.73 7.83 ± 1.34 36 . 00 † ± 23.17 

Individual 52 . 57 † ± 6.65 18 . 11 † ± 1.66 42 . 25 † ± 3.23 31 . 80 † ± 2.35 37 . 70 † ± 3.12 4 . 98 † ± 0.66 33 . 00 † ± 23.12 

FS-P E-SVMRank 54 . 59 † ± 4.54 17 . 15 † ± 3.23 39 . 63 † ± 2.33 34.07 ± 0.64 65.99 ± 6.19 5 . 19 † ± 0.85 61 . 00 † ± 20.79 

E-Min 54 . 99 † ± 4.13 17 . 26 † ± 2.65 38 . 75 † ± 2.28 34.17 ± 0.69 60 . 06 † ± 6.32 5 . 19 † ± 0.85 49 . 00 † ± 23.78 

E-Median 55 . 80 † ± 5.14 18 . 08 † ± 1.06 39 . 21 † ± 3.28 34.06 ± 0.67 65.24 ± 6.32 5 . 19 † ± 0.85 48 . 00 † ± 22.01 

E-Mean 55 . 06 † ± 3.52 18 . 06 † ± 1.15 39 . 17 † ± 2.43 34.08 ± 0.65 66.14 ± 6.26 5 . 19 † ± 0.85 48 . 00 † ± 22.01 

E-GeomMean 55 . 12 † ± 3.54 18 . 24 † ± 1.12 38 . 54 † ± 2.90 34.12 ± 0.69 64.77 ± 6.65 5 . 19 † ± 0.85 49 . 00 † ± 23.78 

E-Stuart 55 . 06 † ± 3.52 18 . 34 † ± 1.07 39 . 00 † ± 2.07 34 . 04 † ± 0.64 65.51 ± 6.61 5 . 19 † ± 0.85 48 . 00 † ± 22.01 

E-RRA 55 . 12 † ± 2.57 18 . 15 † ± 1.23 39 . 71 † ± 3.61 33 . 82 † ± 1.12 65.33 ± 6.24 5 . 19 † ± 0.85 48 . 00 † ± 22.01 

Individual 54 . 80 † ± 5.87 16 . 06 † ± 4.18 40 . 67 † ± 3.84 32 . 55 † ± 0.96 48 . 39 † ± 4.95 5 . 22 † ± 0.63 53 . 00 † ± 23.12 

Fig. 8. Comparison of average estimated percentage test errors for the different threshold values. 
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Table 11 

Heterogeneous centralized ensemble with a Fisher discriminant ratio threshold: average estimated percentage test errors. The superscript dagger 

indicates results that were not significantly different from the best result. 

Ranker Yeast Spambase Madelon Connect4 Isolet USPS Pixraw10P 

E-SVMRank 54.78 † ± 3.27 11.26 † ± 1.52 34.75 † ± 5.16 30.06 † ± 2.02 52.06 † ± 4.82 31.21 ± 5.21 77.00 ± 20.58 

E-Min 53.44 † ± 3.19 18.93 ± 3.05 34.29 † ± 3.33 31.36 † ± 1.11 51.21 † ± 1.79 18.04 † ± 6.13 60.00 † ± 17.64 

E-Median 56.00 † ± 2.95 11.67 † ± 1.57 33.21 † ± 4.33 29.98 † ± 1.81 54.57 ± 4.15 37.70 ± 4.90 85.00 ± 19.00 

E-Mean 54.78 † ± 3.27 12.82 † ± 3.16 34.46 † ± 4.50 29.84 † ± 2.20 49.72 † ± 3.51 30.47 ± 4.70 44.00 † ± 24.13 

E-GeomMean 53.44 † ± 3.19 11.28 † ± 1.54 33.67 † ± 3.93 30.90 † ± 0.94 52.25 † ± 3.67 36.01 ± 3.45 60.00 † ± 23.09 

E-Stuart 54.78 † ± 3.27 11.28 † ± 1.54 33.63 † ± 3.94 30.30 † ± 1.94 51.94 † ± 3.40 35.74 ± 4.08 50.00 † ± 29.06 

E-RRA 56.47 † ± 5.04 14.13 † ± 3.37 33.17 † ± 3.95 29.69 † ± 2.00 50.30 † ± 5.44 28.53 † ± 4.06 59.00 † ± 21.32 

InfoGain 57.48 † ± 4.40 17.93 ± 2.84 34.04 † ± 3.48 30.75 † ± 0.52 55.05 ± 5.43 56.00 ± 1.64 84.00 ± 14.30 

mRMR 53.44 † ± 3.19 13.35 † ± 1.69 41.92 ± 1.61 32.27 † ± 0.55 43.93 † ± 1.08 16.48 † ± 1.47 22.00 † ± 18.74 

ReliefF 57.48 † ± 4.40 15.84 † ± 2.15 33.33 † ± 4.14 30.76 † ± 0.72 56.46 ± 1.86 25.75 † ± 2.70 86.00 ± 19.55 

SVM-RFE 54.45 † ± 4.56 12.82 † ± 2.39 35.75 † ± 4.36 33.52 ± 0.92 51.53 † ± 6.24 16.55 † ± 7.92 20.00 † ± 24.94 

FS-P 54.18 † ± 3.28 12.19 † ± 1.74 34.71 † ± 3.32 33.43 ± 2.31 60.25 ± 2.23 8.74 † ± 3.95 78.00 ± 15.49 

Table 12 

Heterogeneous centralized ensemble with a log 2 ( n ) threshold: average estimated percentage test errors. The superscript dagger indicates results that 

were not significantly different from the best result. 

Ranker Yeast Spambase Madelon Connect4 Isolet USPS Pixraw10P 

E-SVMRank 54 . 58 † ± 3.33 12 . 22 † ± 2.98 33 . 71 † ± 4.82 31 . 30 † ± 0.71 50 . 58 † ± 3.94 31 . 21 † ± 2.48 77.00 ± 20.58 

E-Min 53 . 91 † ± 3.52 20.04 ± 1.78 33 . 46 † ± 4.40 32.28 ± 0.60 46 . 80 † ± 3.14 33 . 82 † ± 4.90 65 . 00 † ± 20.68 

E-Median 57 . 62 † ± 3.20 11 . 76 † ± 1.09 33 . 46 † ± 4.45 31 . 48 † ± 0.44 55.36 ± 4.76 37.70 ± 4.70 85.00 ± 19.00 

E-Mean 54 . 24 † ± 3.22 14 . 76 † ± 4.52 33 . 50 † ± 4.30 31 . 40 † ± 0.68 51 . 26 † ± 4.62 30 . 47 † ± 3.45 44 . 00 † ± 20.66 

E-GeomMean 53 . 91 † ± 3.52 12 . 19 † ± 2.92 33 . 33 † ± 4.37 31 . 25 † ± 0.73 51 . 73 † ± 3.26 36.01 ± 6.08 56 . 00 † ± 26.75 

E-Stuart 54 . 65 † ± 4.16 11 . 30 † ± 1.37 33 . 33 † ± 4.37 31 . 22 † ± 0.78 50 . 57 † ± 3.99 35.74 ± 4.06 54 . 00 † ± 27.97 

E-RRA 56 . 20 † ± 3.94 13 . 67 † ± 3.15 33 . 50 † ± 4.44 30 . 97 † ± 0.78 50 . 97 † ± 4.16 28 . 53 † ± 0.00 70 . 00 † ± 19.44 

InfoGain 58 . 76 † ± 3.92 13 . 41 † ± 1.87 33 . 83 † ± 4.70 30 . 77 † ± 0.52 58.23 ± 6.83 56.00 ± 1.64 82.00 ± 21.50 

mRMR 53 . 91 † ± 3.52 22.82 ± 1.99 42.17 ± 2.77 32.22 ± 0.35 43 . 49 † ± 1.92 24 . 79 † ± 1.14 24 . 00 † ± 17.76 

ReliefF 58 . 76 † ± 3.92 21 . 28 † ± 3.10 33 . 21 † ± 4.24 30 . 74 † ± 0.49 59.47 ± 1.71 31 . 10 † ± 1.78 86.00 ± 19.55 

SVM-RFE 55 . 86 † ± 4.44 12 . 54 † ± 2.58 33 . 50 † ± 4.35 33.90 ± 0.44 48 . 12 † ± 5.98 26 . 00 † ± 3.33 32 . 00 † ± 25.73 

FS-P 54 . 38 † ± 3.11 12 . 00 † ± 1.90 33 . 50 † ± 4.42 34.16 ± 0.41 61.86 ± 1.33 57.18 ± 7.10 81.00 ± 8.76 

Table 13 

Heterogeneous centralized ensemble with a 10% threshold: average estimated percentage test errors. The superscript dagger indicates results that 

were not significantly different from the best result. 

Ranker Yeast Spambase Madelon Connect4 Isolet USPS Pixraw10P 

E-SVMRank 54 . 18 † ± 2.72 11 . 26 † ± 1.52 36 . 29 † ± 3.12 31 . 40 † ± 0.87 51 . 49 † ± 1.93 14 . 09 † ± 0.98 84.00 ± 14.30 

E-Min 50 . 27 † ± 3.97 19.63 ± 2.46 35 . 21 † ± 2.79 32.09 ± 0.64 58.48 ± 2.27 15.98 ± 2.52 47 . 00 † ± 27.10 

E-Median 54 . 18 † ± 2.72 11 . 67 † ± 1.57 36 . 63 † ± 3.86 31 . 51 † ± 0.66 52 . 79 † ± 2.57 13 . 18 † ± 0.70 50 . 00 † ± 21.60 

E-Mean 54 . 18 † ± 2.72 13 . 02 † ± 3.70 36 . 21 † ± 3.61 31 . 36 † ± 0.75 51 . 22 † ± 1.81 14 . 12 † ± 1.19 30 . 00 † ± 18.26 

E-GeomMean 54 . 18 † ± 2.72 11 . 28 † ± 1.54 37 . 25 † ± 3.82 31 . 20 † ± 0.78 54.89 ± 2.10 14.36 ± 1.60 48 . 00 † ± 25.58 

E-Stuart 54 . 18 † ± 2.72 11 . 28 † ± 1.54 37 . 04 † ± 4.26 31 . 16 † ± 0.70 51 . 65 † ± 1.15 13 . 65 † ± 1.56 43 . 00 † ± 24.06 

E-RRA 54 . 18 † ± 2.72 14 . 50 † ± 4.12 36 . 54 † ± 3.50 31 . 01 † ± 0.44 50 . 29 † ± 1.36 13 . 56 † ± 1.13 47 . 00 † ± 24.52 

InfoGain 55 . 13 † ± 4.99 13 . 39 † ± 1.24 33 . 62 † ± 3.50 30 . 76 † ± 0.54 48 . 62 † ± 2.30 45.38 ± 1.68 80.00 ± 21.08 

mRMR 55 . 13 † ± 4.99 22.78 ± 2.24 46.42 ± 3.46 32.29 ± 0.49 47 . 15 † ± 1.71 12 . 94 † ± 0.96 26 . 00 † ± 20.66 

ReliefF 55 . 13 † ± 4.99 20.08 ± 3.14 33 . 17 † ± 3.13 30 . 70 † ± 0.50 58.38 ± 2.23 18.79 ± 1.36 71.00 ± 20.79 

SVM-RFE 54 . 31 † ± 6.50 12 . 50 † ± 1.41 31 . 71 † ± 2.56 33.92 ± 0.59 51 . 58 † ± 3.33 8 . 32 † ± 0.70 15 . 00 † ± 18.41 

FS-P 54 . 66 † ± 4.33 12 . 17 † ± 1.52 33 . 96 † ± 2.94 34.18 ± 0.60 64.95 ± 4.53 16.80 ± 2.22 63.00 ± 24.97 

two satisfactory alternative approaches to limiting the final rank- 

ing. Although satisfactory average test error results were obtained 

for the 50% threshold, it might not be a very suitable threshold for 

large dimensionality datasets. 

5.4. Comparison with subset evaluation methods 

We performed a comparative analysis between the E-RRA het- 

erogeneous centralized ensemble method and the CFS [53] sub- 

set evaluation method ( Table 17 ). Different threshold values were 

selected to obtain the final practical subset for the ensemble ap- 

proach, and several search methods were used for subset evalua- 

tion. 

As can be seen in Table 17 , the ensemble approach obtained re- 

sults that were not significantly different than those of the subset 

approach in most of the experiments performed. The ensemble ap- 

proach even achieved the lowest test error values for the Spambase, 

Madelon , and Connect4 datasets, whereas the subset evaluation ap- 

proach obtained its worst result for the Connect4 dataset. 

5.5. The two ensemble approaches compared 

Finally, concluding this section is a graphical comparison be- 

tween the homogeneous distributed and the heterogeneous cen- 

tralized ensembles ( Fig. 9 ), based on using the two best heteroge- 

neous centralized ensembles in terms of average test error ( E-Mean 

and E-RRA ), and the single best homogeneous distributed ensemble 

in terms of average training times ( SVM-RFE ). Note that the com- 

bination methods used by the homogeneous distributed ensemble 

were also the Mean and the RRA functions. 

As can be seen in Fig. 9 , the homogeneous distributed ensemble 

obtained significantly better results than the heterogeneous cen- 

tralized ensemble for the Yeast dataset – the smallest of all the 

datasets in terms of both size and dimension. As dataset size and 

dimension increased, however, the difference in test error between 
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Table 14 

Heterogeneous centralized ensemble with a 25% threshold: average estimated percentage test errors. The superscript dagger indicates results that 

were not significantly different from the best result. 

Ranker Yeast Spambase Madelon Connect4 Isolet USPS Pixraw10P 

E-SVMRank 54 . 18 † ± 2.72 16 . 45 † ± 2.73 38 . 88 † ± 2.85 28 . 26 † ± 1.01 51 . 33 † ± 3.06 8 . 77 † ± 1.57 75.00 ± 17.16 

E-Min 50 . 27 † ± 3.97 19 . 52 † ± 1.83 38 . 33 † ± 2.50 30.32 ± 1.05 53.23 ± 1.59 7 . 47 † ± 0.81 50 . 00 † ± 27.08 

E-Median 54 . 18 † ± 2.72 17 . 13 † ± 3.16 39 . 08 † ± 3.12 29.25 ± 1.62 51 . 62 † ± 1.64 8 . 10 † ± 1.61 38 . 00 † ± 27.00 

E-Mean 54 . 18 † ± 2.72 16 . 50 † ± 2.66 38 . 71 † ± 3.39 28 . 01 † ± 1.29 50 . 76 † ± 2.95 9.41 ± 1.30 30 . 00 † ± 26.25 

E-GeomMean 54 . 18 † ± 2.72 18 . 87 † ± 2.13 39 . 92 † ± 2.52 27 . 77 † ± 0.97 54.83 ± 2.15 7 . 72 † ± 1.40 41 . 00 † ± 26.01 

E-Stuart 54 . 18 † ± 2.72 16 . 84 † ± 2.82 38 . 92 † ± 2.77 27 . 95 † ± 0.91 52.62 ± 1.71 8 . 77 † ± 1.72 41 . 00 † ± 26.01 

E-RRA 54 . 18 † ± 2.72 17 . 04 † ± 2.65 39 . 75 † ± 2.91 27 . 81 † ± 0.76 50 . 07 † ± 3.12 8 . 89 † ± 1.95 41 . 00 † ± 26.01 

InfoGain 53 . 17 † ± 6.89 17 . 67 † ± 1.90 36 . 42 † ± 3.59 26 . 34 † ± 0.72 43 . 68 † ± 1.94 19.48 ± 2.44 69.00 ± 26.44 

mRMR 53 . 17 † ± 6.89 15 . 65 † ± 1.95 49.17 ± 1.66 32.01 ± 0.72 46 . 72 † ± 2.71 7 . 24 † ± 1.00 32 . 00 † ± 20.98 

ReliefF 53 . 17 † ± 6.89 19 . 34 † ± 3.69 36 . 58 † ± 3.47 25 . 62 † ± 0.53 54.08 ± 3.64 11.69 ± 0.92 50 . 00 † ± 24.50 

SVM-RFE 53 . 56 † ± 6.45 18 . 04 † ± 3.99 41.83 ± 2.82 33.16 ± 1.18 42 . 20 † ± 1.77 5 . 56 † ± 0.69 22 . 00 † ± 22.01 

FS-P 53 . 03 † ± 4.51 14 . 45 † ± 5.53 39 . 17 † ± 1.94 34.03 ± 0.54 61.45 ± 4.34 7 . 27 † ± 1.15 59 . 00 † ± 20.25 

Table 15 

Heterogeneous centralized ensemble with a 50% threshold: average estimated percentage test errors. The superscript dagger indicates results that 

were not significantly different from the best result. 

Ranker Yeast Spambase Madelon Connect4 Isolet USPS Pixraw10P 

E-SVMRank 54 . 18 † ± 2.72 17.08 ± 1.91 41 . 92 † ± 2.84 26 . 15 † ± 0.79 45 . 34 † ± 4.29 5 . 54 † ± 0.57 63 . 00 † ± 23.59 

E-Min 50 . 27 † ± 3.97 17.37 ± 2.03 41 . 29 † ± 2.36 26.58 ± 0.92 46.45 ± 4.76 5 . 71 † ± 0.68 49 . 00 † ± 25.14 

E-Median 54 . 18 † ± 2.72 16 . 93 † ± 2.00 40 . 96 † ± 2.98 26 . 55 † ± 1.27 45 . 47 † ± 4.33 5 . 26 † ± 0.65 41 . 00 † ± 22.34 

E-Mean 54 . 18 † ± 2.72 16 . 93 † ± 1.99 41 . 63 † ± 2.80 26 . 19 † ± 0.73 45 . 30 † ± 4.13 5 . 54 † ± 0.53 38 . 00 † ± 24.40 

E-GeomMean 54 . 18 † ± 2.72 16 . 71 † ± 1.86 41 . 04 † ± 2.99 26.43 ± 0.71 45 . 62 † ± 4.26 5 . 59 † ± 0.68 44 . 00 † ± 22.71 

E-Stuart 54 . 18 † ± 2.72 17.04 ± 2.10 40 . 42 † ± 3.04 26.52 ± 0.84 44 . 14 † ± 3.95 5 . 71 † ± 0.67 41 . 00 † ± 23.31 

E-RRA 54 . 18 † ± 2.72 17 . 00 † ± 2.84 41 . 29 † ± 3.11 26 . 26 † ± 0.74 42 . 41 † ± 3.28 5 . 70 † ± 0.67 41 . 00 † ± 31.31 

InfoGain 54 . 05 † ± 4.31 16.95 ± 1.28 38 . 54 † ± 3.49 24 . 90 † ± 0.79 37 . 98 † ± 2.36 11.79 ± 1.10 58 . 00 † ± 28.21 

mRMR 54 . 05 † ± 4.31 13 . 28 † ± 1.79 39 . 21 † ± 3.48 31.01 ± 0.51 46.75 ± 3.36 5 . 36 † ± 0.69 36 . 00 † ± 24.59 

ReliefF 54 . 05 † ± 4.31 16 . 17 † ± 1.15 39 . 92 † ± 2.89 23 . 51 † ± 0.43 50.33 ± 3.45 5 . 56 † ± 0.69 37 . 00 † ± 23.12 

SVM-RFE 52 . 57 † ± 6.65 18.11 ± 1.66 42 . 25 † ± 3.23 31.80 ± 2.35 37 . 70 † ± 3.12 4 . 98 † ± 0.66 33 . 00 † ± 23.12 

FS-P 54 . 80 † ± 5.87 16.06 ± 4.18 40 . 67 † ± 3.84 32.55 ± 0.96 48.39 ± 4.95 5 . 22 † ± 0.63 53 . 00 † ± 23.12 

Table 16 

Average number of features selected for the five threshold values. 

Dataset Total Fisher ratio log 2 ( n ) 10% 25% 50% 

Yeast 8 3 3 1 2 4 

Spambase 57 6 6 6 15 29 

Madelon 500 9 9 50 125 250 

Connect4 42 10 5 5 11 21 

Isolet 617 9 9 62 155 309 

USPS 256 16 8 26 64 128 

Pixraw10P 10 0 0 0 26 13 1 0 0 0 2 500 5 0 0 0 

the two ensemble types diminished to the point of reversing the 

situation. Thus, the best result for the heterogeneous centralized 

ensemble was obtained for the Connect4 and Isolet datasets; this is 

explained by the fact that the homogeneous approach can improve 

computation time—at the cost of a minimal reduction in accuracy—

by distributing the sample over different nodes. Finally, when the 

RRA combination method was used, a very high average test er- 

ror was returned for the Pixraw10P dataset, a result that was im- 

proved on slightly when the Mean combination method was used. 

As pointed out in Section 5.3 , microarray datasets are especially 

susceptible to great accuracy variations depending on the combi- 

nation method used. 

To sum up, we propose applying the following rules-of-thumb: 

• If the dataset is very large and a reduction in training time 

is crucial, the homogeneous distributed ensemble is the better 

option, since it considerably reduces training time while ensur- 

ing reasonable classification accuracy. 
• If the dataset is reasonably small, or the user is uncertain as 

to which of the available algorithms to choose, the heteroge- 

neous centralized ensemble is probably the better option, since 

it does not require the user to decide between feature selection 

methods, and may even, in some cases, improve classification 

accuracy. 

6. Conclusions and future work 

In recent years, the dimensions of the datasets used for ma- 

chine learning have increased to the point where they can be very 

large, either/both in terms of number of samples/features; they 

Table 17 

Traditional feature selection methods: average estimated percentage test errors. The superscript dagger shows results that were not significantly different 

than the best result. 

Method Yeast Spambase Madelon Connect4 Isolet USPS Pixraw10P 

CFS (BestFirst) 49 . 94 † ± 4.53 18 . 32 † ± 2.18 34 . 00 † ± 3.44 31.12 ± 0.57 23 . 94 † ± 1.52 6 . 03 † ± 0.66 26 . 00 † ± 20.66 

CFS (Forward) 49 . 94 † ± 4.53 17 . 86 † ± 2.06 34 . 00 † ± 3.44 31.12 ± 0.57 46.39 ± 2.36 8 . 20 † ± 1.13 30 . 00 † ± 23.78 

CFS (Greedy-Backward) 49 . 94 † ± 4.53 18 . 36 † ± 2.20 34 . 00 † ± 3.44 31.12 ± 0.57 24 . 10 † ± 1.59 5 . 95 † ± 0.63 23 . 00 † ± 21.66 

CFS (Genetic) 49 . 94 † ± 4.53 18.82 ± 1.84 35 . 96 † ± 2.76 30.88 ± 1.25 26 . 55 † ± 1.65 5 . 44 † ± 0.54 27 . 00 † ± 21.12 

E-RRA (Fisher Ratio) 56 . 47 † ± 5.04 14 . 13 † ± 3.37 33 . 17 † ± 3.95 29.69 ± 2.00 50.30 ± 5.44 28.53 ± 4.06 59 . 00 † ± 21.32 

E-RRA ( log 2 ( n )) 56 . 20 † ± 3.94 13 . 67 † ± 3.15 33 . 50 † ± 4.44 30.97 ± 0.78 50.97 ± 4.16 28.53 ± 0.00 70.00 ± 19.44 

E-RRA (10%) 54 . 18 † ± 2.72 14 . 50 † ± 4.12 36 . 54 † ± 3.50 31.01 ± 0.44 50.29 ± 1.36 13.56 ± 1.13 47 . 00 † ± 24.52 

E-RRA (25%) 54 . 18 † ± 2.72 17 . 04 † ± 2.65 39 . 75 † ± 2.91 27 . 81 † ± 0.76 50.07 ± 3.12 8 . 89 † ± 1.95 41 . 00 † ± 26.01 

E-RRA (50%) 54 . 18 † ± 2.72 17 . 00 † ± 2.84 41.29 ± 3.11 26 . 26 † ± 0.74 42 . 41 † ± 3.28 5 . 70 † ± 0.67 41 . 00 † ± 31.31 
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Fig. 9. Comparison of average estimated percentage test errors for homogeneous distributed and heterogeneous centralized ensembles. 

also may contain redundancy, or be noisy, multivariate, or nonlin- 

ear. Since not all feature selection methods can tackle these issues, 

the user is faced with the difficult decision of which method to use 

in a particular situation. 

As a solution to this problem, we have described two differ- 

ent designs of feature selection ensembles that take advantage of 

the combination of different individual methods. The homogeneous 

distributed ensemble is generated using the same feature selection 

method, and the dataset is then distributed over several nodes so 

as to reduce computational time by parallelizing the training task. 

The heterogeneous centralized ensemble, which consists of using 

different feature selection methods for the same training data, tries 

to take advantage of the strengths and overcome the weaknesses 

of the individual methods. The latter approach has the added ben- 

efit of freeing the user from the task of deciding which method 

best suits a particular scenario. 

The two ensembles work with multiple feature ranking meth- 

ods, so it is necessary to combine their different rankings, using an 

aggregator, to produce a common final output. We experimented 

with seven datasets representative of medium- to large-sized prob- 

lems, and were able to demonstrate competitive results for the 

ensembles—irrespective of the dataset and threshold—without in- 

curring any deterioration in classification accuracy. The homoge- 

neous distributed ensemble considerably improved training times 

over the individual methods and errors were stable between the 

two strategies. The heterogeneous centralized ensemble matched—

and sometimes even improved on—the results achieved by the in- 

dividual feature selection methods. We would suggest that the ho- 

mogeneous distributed ensemble is particularly suitable for large 

datasets, while the heterogeneous centralized ensemble has the 

advantage of freeing the user from decision making regarding the 

best possible feature selection method for a given problem. 

In comparing the different combination methods it was ob- 

served that choosing one or another method does not influence 

the final estimated error, at least for the six standard methods 

studied in this work. We also observed, for five of the seven 

studied datasets, that the Fisher discriminant ratio and the log 2 ( n ) 

threshold values—compared to the percentage threshold values—

reduced dataset dimensions considerably whilst maintaining rea- 

sonable classification accuracy, indicating these to be appropriate 

values for limiting feature rankings. Furthermore, the Fisher dis- 

criminant ratio threshold value, which depends on the nature of 

the dataset studied, obtains a threshold that is automatically tuned 

for each scenario. Our future research—along these lines—will fo- 

cus on designs for the automatic selection of thresholds according 

to the characteristics of particular dataset types. 
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Abstract In recent years, ensemble learning has become a prolific area of study in pattern
recognition, based on the assumption that using and combining different learning models in
the same problem could lead to better performance results than using a single model. This
idea of ensemble learning has traditionally been used for classification tasks, but has more
recently been adapted to othermachine learning tasks such as clustering and feature selection.
We propose several feature selection ensemble configurations based on combining rankings
of features from individual rankers according to the combination method and threshold value
used. The performance of each proposed ensemble configuration was tested for synthetic
datasets (to assess the adequacy of the selection), real classical datasets (with more samples
than features), andDNAmicroarray datasets (withmore features than samples). Five different
classifiers were studied in order to test the suitability of the proposed ensemble configurations
and assess the results.

Keywords Ensemble learning · Feature selection · Ranking aggregation · Classification ·
Fisher’s ratio · DNA microarray

1 Introduction

In recent years in many data mining applications, feature selection (FS) has become an essen-
tial preprocessing step that eliminates irrelevant and redundant information so as to ultimately
reduce storage needs and improve computation times for machine learning algorithms. Sev-
eral studies have demonstrated that FS can greatly improve the performance of subsequently
applied classification methods [8,20,45]. Although traditionally a single learning model has
been used, more recently it has been shown that combining different learning models—
an approach called ensemble learning [31,32,43]—could produce better performance and
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results. A number of ensemble methods are available in the classification, regression and
optimization fields, as combining classifiers/regressors/optimizers appears to be the natural
way ahead once a critical mass of knowledge of single models has been accumulated [31].
Although ensemble learning was applied initially to classification, where the most popular
methods are bagging, boosting and stacking [43,46], it can also contribute to other machine
learning methods such as clustering or FS. With FS the aim is to select a subset of features
that minimizes the prediction error of a given classifier [22]. As a single FS method might
generate local optima, using an ensemble would produce more certain, precise, and accurate
results.

Two different general approaches can be used to evaluate the features of a dataset: individ-
ual evaluation and subset evaluation. In individual evaluation a level of relevance is assigned
to each feature and a ranking of features is returned. Several techniques exist for ranking
features, including information gain (InfoGain) [41], Chi-square analysis [33], symmetric
uncertainty (SymUn), and the Relief algorithm [28]. In subset evaluation, successive subsets
of features are generated and iteratively evaluated using an optimality criterion until a final
subset is yielded. Several evaluation techniques have been developed to assess the quality
of feature subsets. Optimality depends on the problem being studied: a subset selected as
optimal using one particular evaluation function may not be so when selected by another
function [22,58].

Individual evaluation is not capable of eliminating redundant features, as these are likely
to have very similar rankings. Subset evaluation, in contrast, has the advantage of being
able to detect feature redundancy, although this comes at the cost of reduced computational
efficiency (compared to individual approaches); this is because the entire feature subset space
has to be searched to generate subsets for testing by the optimality criterion.

Another key set of FS approaches include the filter, wrapper, and embedded methods,
reflecting the relationship between an FS algorithm and the inductive learning method used
to infer a model [21]. Filter methods build the selected feature subset independently of the
induction algorithm using the general characteristics of the training data. These methods
have a low computational cost and good generalization capabilities. Wrapper methods use
a learning algorithm as a black box and assess the quality of different subsets of features
using prediction performance. This close interaction with the classifier tends to result in
a better performance than filter methods, but the process is slower and there is a risk of
overfitting. Finally, embedded methods combine both classifier development and the search
for the optimal subset of features. They can thus be viewed in terms of a search in the
combined space of subsets and hypotheses. While this approach can capture dependencies
at a lower computational cost than wrappers, it also runs the risk of overfitting.

As mentioned, several proposals exist for the use of ensemble methods in different data
mining areas, such as clustering, deep learning, and FS [43]. Regarding FS, the random
subspace [24] method is a simple approach to randomly selecting feature subsets that is
derived from the theory of stochastic discrimination. Genetic ensemble FS has been pro-
posed for neural networks [39], stochastic attribute selection committees for decision trees
[59], and multiple feature subsets [7] as a combining algorithm for nearest neighbor classi-
fiers.

Recent studies have proposed improving the robustness of FS algorithms by using multi-
ple FS evaluation criteria. One of these studies [49] uses 21 UCI datasets [5] to compare five
measures of diversity (a key issue in the ensemble approach) with regard to their possible
use in ensemble FS. Four search strategies for ensemble FS were considered along with sim-
ple random subspacing: genetic search, hill-climbing, and ensemble forward and backward
sequential selection.
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Many FS ensemble methods have emerged, based on the idea of multiple FS evaluation
criteria. The multicriterion fusion-based recursive feature elimination (MCF-RFE) algorithm
[56] was developed with the goal of improving both classification performance and the
stability of FS results. A feature ranking scheme for multilayer perceptron (MLP) ensembles
has also been proposed, along with a stopping criterion based on the out-of-bootstrap (OOB)
estimate [55]; experimental results for benchmark data have demonstrated the versatility of
this classifier in removing irrelevant features. Finally, a number of other studies refer to FS
methods for which the final ensembles are ranker methods, with diversity achieved by using
various rankers that can be subsequently combined to yield more stable and robust results.
Three commonly used filter-based feature ranking techniques for text classification problems
have been used byOlsson andOard [38], where the combiningmethods usedwere the lowest,
highest, and average ranks. Two particularly interesting studies were performed byWang and
coworkers, one examining the ensembles of six commonly used filter-based rankers [52], and
the other testing 17 different ensembles of feature ranking techniques [53]with six commonly
used rankers, a signal-to-noise filter [57], and 11 threshold-based rankers. In the latter study,
the ensembles were composed of different numbers of rankers, ranging from two to 18 single
FS methods. Other authors have studied various methods for combining single rankings
with the aim of obtaining a final ensemble. The combinations of single rankings include
simple methods based on the mean, median, minimum, etc., and more complex methods like
weighted mean aggregation (WMA) [2], complete linear aggregation (CLA) [2], and robust
ensemble feature selection (Rob-EFS) [13].

Our aim was to develop an FS method based on ensembles that would achieve diversity
in selection while taking advantage of the strengths and overcoming the weaknesses of
individual methods. After a preliminary study of wrappers, filters and embedded methods,
the latter two methods were chosen for our research, since they allow data dimensionality to
be reducedwithout compromisingmachine learning algorithm time andmemory needs—key
requirements, given the notable growth in dataset sizes in recent years [11]. Our ensemble,
initially proposed in a previous article [48], used an aggregationmethod (selected after testing
seven different methods) to combine the different rankings returned by each of six different
FS methods so as to increase the stability of the selection process. Intuitively, we should
expect that, when the different subsets of each method are combined, the less important
features would be removed, and the result would be a generally more compact, robust, and
efficient solution than would be yielded by a single FS method.

Since all the FS methods used are of the ranker type, a threshold needs to be selected so as
to obtain a practical subset of features.Various threshold-retaining percentages of features can
be used (e.g., 10, 25% etc). We also considered two novel methods that would automatically
set a threshold independent of the dataset: log2(n) [27], where n is the number of dataset
features, and Fisher’s discriminant ratio [6]. Classification is performed once a unique list of
features is obtained. In our study we used five different classifiers; apart frommeeting the key
requirements of diversity and stability, the user is not required to decide on a suitable algorithm
for each scenario, as acceptable results are obtained independently of the characteristics of
the data. All these points configure the contributions of our research, which—based on an
extensive comparative study that took into account diversity among individual FS methods
and different aggregators, thresholds and classifiers—offers a number of recommendations
for users in different scenarios.

The remainder of this paper is organized as follows. Section 2 is an introduction to the
proposed ensemble and its algorithm, the individual ranker methods, the combination meth-
ods used to merge the individual rankers, the threshold values used to obtain a practical
subset of features, and the classifier methods used; Sect. 3 describes the datasets, experi-
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mental design, and experimental results; and finally, Sect. 4 summarizes our conclusions and
recommendations.

2 The Proposed Ensemble Approach

One issue in applying an FS method is to select the most appropriate method for a given
problem from among the many new methods appearing every year. Some knowledge of
existing algorithms is therefore required before a suitable method for a particular problem
can be chosen. An alternative solution is to use an ensemble of FS methods that would also
help obtain more consistent and robust solutions than those provided by single methods.

We describe an ensemble approach that combines different FS methods—all using the
same training data—in an attempt to take advantage of the strengths and overcome the
weaknesses of individual methods. This approach has the added benefit of not requiring the
user to understand technical details of the algorithms. Figure 1 depicts the proposed ensemble
approach, showing different possible configurations according to the ranking combination
method and threshold value applied. A classifier was used to test the performance of each
ensemble configuration with real datasets.

2.1 Feature Selection Methods

From the broad suite of FS methods available in the literature, four filter methods and two
embedded methods [10] were used to configure our ensemble:

– Chi-square [33] (filter). This univariate filter, based on the χ2 statistic, independently
evaluates each feature with respect to the classes. The higher the chi square value, the
more relevant the feature with respect to the class.

– Information gain (InfoGain) [41] (filter). One of the most common univariate methods
for attribute evaluation, this filter assesses features according to their information gain
considering a single feature at a time.

– Minimum redundancy maximum relevance (mRMR) [40] (filter). This filter uses mutual
information to select the most relevant features for the target class that are also minimally
redundant, i.e., it selects features that are maximally dissimilar.

Training data

Chi-Square Ranking 1

Combination of
rankings 1 to 6

Final ranking 
of features

InfoGain

mRMR

ReliefF

SVM-RFE

FS-P

Ranking 2

Ranking 3

Ranking 4

Ranking 5

Ranking 6

Final subset of
features

Classifica�on

Apply a threshold value

Fig. 1 Diagram of the ensemble approach to feature selection
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– ReliefF [30] (filter). The original Relief filter [28] works by randomly sampling an
instance from thedataset and then locating its nearest neighbor from the sameandopposite
class. The values of the nearest neighbor attributes are compared to the sampled instance
so as to update relevance scores for each attribute. The rationale is that a useful attribute
should differentiate between instances from different classes and should have the same
value for instances from the same class. ReliefF has the added ability of dealing with
multiclass problems and is also more robust in dealing with incomplete and noisy data.
This method can be applied in all situations, has low bias, includes interaction between
features, and may capture local dependencies that other methods miss.

– Recursive feature elimination for support vector machines (SVM-RFE) [23] (embedded).
This embeddedmethod trains an SVM classifier iterativelywith the current set of features.
The least important features are then removed by an RFE process using weight as the
ranking criterion.

– Feature selection–perceptron (FS–P) [35] (embedded). This embedded method is based
on a perceptron, a type of artificial neural network that can be viewed as a linear classifier,
i.e., as the simplest kind of feedforward neural network. It consists of training a perceptron
in a supervised learning context. Interconnection weights are used as indicators of the
most relevant features for ranking.

The FS methods used in this paper are rankers, i.e., they do not select a subset of features
but sort all the features. These rankermethodswere selected because, apart from beingwidely
used by FS researchers, they are based on different metrics and so ensure great diversity in
the final ensemble.

A preliminary study of diversity was performed using two datasets, and the results
obtained by the different rankers were compared using Spearman’s rank correlation coef-
ficient [34] and Kendall’s rank correlation coefficient [1]. Since similar results were obtained
by both coefficients, here (see Table 1) we only report results for Spearman’s coeffi-
cient (Kendall’s coefficient results are available at http://www.lidiagroup.org/index.php/en/
materials-en.html). The ρ value in the range [−1, 1] indicates the relationship between the
rankings, with 1 representing ranking equality.

Table 1 ρ value of Spearman’s rank correlation coefficient

Dataset Ranker Chi-square InfoGain mRMR ReliefF SVM-RFE FS–P

Spambase Chi-square 1.0000 0.4919 0.0942 0.1049 −0.0937 0.1585

InfoGain 0.4919 1.0000 0.2011 0.0714 −0.2040 −0.1736

mRMR 0.0942 0.2011 1.0000 −0.0811 0.1313 0.0838

ReliefF 0.1049 0.0714 −0.0811 1.0000 −0.0672 0.0380

SVM-RFE −0.0937 −0.2040 0.1313 −0.0672 1.0000 0.0565

FS–P 0.1585 −0.1736 0.0838 0.0380 0.0565 1.0000

Isolet Chi-square 1.0000 0.0771 0.0396 0.0437 −0.0083 −0.0042

InfoGain 0.0771 1.0000 0.0971 −0.0677 −0.0320 −0.0521

mRMR 0.0396 0.0971 1.0000 0.0295 0.0534 0.0062

ReliefF 0.0437 −0.0677 0.0295 1.0000 0.0115 −0.0291

SVM-RFE −0.0083 −0.0320 0.0534 0.0115 1.0000 0.0331

FS–P −0.0042 −0.0521 0.0062 −0.0291 0.0331 1.0000
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It can be observed that most of the ρ values were distant from 1, indicating important
differences between the pairs of rankings. This small experiment indicated that the set of FS
rankers chosen for our study would ensure diversity.

2.2 Ranking Combinations

Once the FS methods for the ensemble were selected, their outputs had to be combined to
produce a unique final output (ranking). To do this, combination methods, also known as
‘aggregators’, merged the six rankings obtained in order to obtain a single final ranking. Sev-
eral different measures are available, ranging from simple calculation measures (minimum,
maximum, mean, etc.) to more sophisticated ones (e.g., SVM-rank). The methods used and
tested for this research are shown in Table 2.

The first method listed in Table 2 is the SVM-rank algorithm [26], an SVM-based method
for learning ranking functions; the remaining six methods belong to the RobustRankAggreg
package implemented in the R and Matlab languages [29]. The merging methods in this
package consider a set of m FS ranker methods Q = {qi , i = 1, . . . , m} and a set of m FS
ranker methods Q̂ = {q̂i , i = 1, . . . , m} when the rank vector Q̂ is generated by the null
model, i.e., all ranks q̂i are sampled from a uniform distribution. Each element (a feature dn)
of the individual rankings qi is associated with a list of j objects representing the relevance
of a given feature within the range [0, 1], where higher/lower values represent greater/lesser
relevance. Subsequently, a function is applied (min, max, etc.) to obtain a final ranking;
for example, if q1 = (d3, d5, d8, d4, d2, d1, d7, d10, d9, d6, d11] is the individual ranking of
an FS method, with j an element in the [0,1] interval, then the relevance of each feature
is (d3 → 1, d5 → 0.9, d8 → 0.8, d4 → 0.7, d2 → 0.6, d1 → 0.5, d7 → 0.4, d10 →
0.3, d9 → 0.2, d6 → 0.1, d11 → 0].
2.3 Threshold Values

Since all the FS methods used in this research were rankers (i.e., they do not select a subset
of features but sort all the features), a threshold had to be applied in order to retain a practical
subset of features. In most studies in the literature, since thresholds are dependent on the
studied datasets, several thresholds retaining different percentages of features are tested so
as to identify the threshold yielding the greatest accuracy after a classification stage [8,11].
Several general automatic thresholds have also been developed [27,35,36]. We included two
of these automatic thresholds, (log2(n)) and a proposal based on Fisher’s discriminant ratio
[37], in the five different threshold values tested, as follows:

– Fisher’s discriminant ratio. To establish a general threshold adapted to each dataset,
without the need for testing different percentages, we used Fisher’s multiple discriminant
ratio for C classes (a data complexity measure) [6], defined as:

F =
∑c

i=1, j=1,i �= j pi p j (μi − μ j )
2

∑c
i=1 piσ

2
i

, (1)

whereμi , σ 2
i , and pi are themean, variance, and frequency of the i th class c, respectively.

Fisher discriminant ratio values are calculated individually for each feature of the dataset.
In practice, it is preferable to use the Fisher discriminant ratio inverse (1/F) to establish
the threshold and obtain the final subset. Therefore, the final formula for calculating the
complexity value e of each feature is defined as:

e = α × 1/F + (1 − α) × ρ (2)
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where α is a parameter with a value in the interval [0, 1] that balances the importance
of both the error obtained and the number of features retained (α = 0.75 empirically
for this work), and ρ is the percentage of features retained. In this research, the feature
percentages were calculated for batches of log2(n) features. That is, we calculated e
using only the first batch of log2(n) features, and then calculated e for the batch of
2 × log2(n), selecting the best result for both (a small complexity value represented an
easier problem), and so on.

– log2(n), where n is the number of features for a given dataset, was chosen for this study
since it has been shown [27] that log2(n) can be used as the number of features to build
Random forest learners.

– Fixed percentage thresholds. Three different thresholds were set at 10, 25 and 50% to
select the most relevant features of the final ordered ranking.

2.4 Classification Methods

FS not only reduces the computational cost of recognition by reducing the number of fea-
tures, but also results in better classification accuracy due to finite sample size effects [25].
Classification accuracy is commonly used to test the performance of different FS approaches
in real datasets. From among the broad suite of classification methods available, we used
five well-known classifiers that differed in nature and performance, and, for comparative
purposes, Adaptive boosting (AdaBoost) [19]:

– C4.5 [42]. This is an extension of the decision-tree-based Iterative dicotomiser 3 (ID3)
algorithm [41]. A decision tree classifies a pattern by downward filtering until a leaf is
found that points to the corresponding classification. One of the improvements of C4.5
over the original algorithm is that it can deal with both numerical and symbolic data.

– Naive Bayes [44]. This probabilistic classifier, which applies Bayes’ theoremwith strong
(naive) independence assumptions, assumes that the presence or absence of a particular
feature is unrelated to the presence or absence of any other feature, given the class
variable. Naive Bayes classifiers are simple, efficient, and robust to noise and irrelevant
attributes.

– K-nearest neighbor (kNN) [4]. This classification strategy is an example of a ‘lazy
learner’. An object is classified by the majority vote of its neighbors and is assigned
to the most common class among its k nearest neighbors (where k is some user-specified
constant, in this research, k = 1).

– Random forest [15]. In this classifier (a combination of tree predictors), each tree depends
on the values of an independently sampled random vector with the same distribution for
all the trees in the forest. The generalization error for forests converges to a limit as
the number of trees in the forest becomes large. The generalization error for a forest of
tree classifiers depends on the strength and correlation between individual trees. Random
forest methods can be considered as special cases of bagging [14].

– Support vector machine (SVM) [21]. This classifier, which operates on the basis of Struc-
tural risk minimization (SRM) [51], has received much attention in recent years [17,47].
In a large number of applications, SVM methods have performed better than traditional
learning techniques such as neural networks [17], and have been demonstrated to be
powerful tools for solving classification problems. The SVM algorithm constructs a
hyperplane or set of hyperplanes in a high- or infinite-dimensional space. Intuitively,
good separation is achieved by the hyperplane reflecting the largest distance to the near-
est training data-point of any class (what is known as the functional margin), since in
general the larger the margin the lower the classifier generalization error.
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– AdaBoost [19]. This classifier is a traditional ensemble approach that can be used in
conjunction with many other learning algorithms to improve performance. The output
of the other learning algorithms (‘weak learners’) is combined into a weighted sum that
represents the final output of the boosted classifier. AdaBoost is adaptive in the sense that
subsequent weak learners are tweaked in favor of instances misclassified by previous
classifiers. AdaBoost is also sensitive to noisy data and outliers, and, in some problems,
is less susceptible to the overfitting problem than other learning algorithms.

3 Experimental Study

As the proposed ensemble might be used with different aggregation methods, thresholds and
classifiers (see Fig. 1), an experimental study was carried out to test the different possible
combinations.

3.1 Scenarios

Three different scenarios were tested, depending on the dataset type used: synthetic datasets,
for which relevant and irrelevant features are known in advance (type 1); real classical
datasets, for which the number of samples is higher than the number of features (type 2); and
DNAmicroarray datasets, for which input dimensionality is high, i.e., the number of features
is much higher than the number of samples (type 3).

Use of a pair of synthetic datasets had the advantages that the optimal features were
known in advance and the experimental conditions could be modified so as to extract more
useful conclusions. The Led-25 and Led-100 synthetic datasets used, each with 50 sam-
ples, are described in Table 3. The LED problem [16] consists of identifying the digit
represented by a display, given active LEDs for seven segments. Therefore, each dataset
contains seven binary relevant features (i.e., f1, f2, f3, f4, f5, f6, f7) and 10 possible classes
(C = {0, 1, 2, 3, 4, 5, 6, 7, 8, 9}).
– The Led-25 dataset added 17 irrelevant features with random binary values.
– The Led-100 dataset added 92 irrelevant features with random binary values. The data

for the added features were also generated randomly.

As for the classical datasets, five popular datasets available in the UCI repository [5] were
chosen (described in Table 4). The numbers for samples and features range from 1484 to
67,557 and from 8 to 617, respectively, and the datasets represent both binary and multiclass
problems. This suite of datasets also represents characteristics that may appear in real prob-
lems, such as non-linearity (Madelon) or missing values (Spambase). Tenfold crossvalidation
was carried out to adequately evaluate the real error.

Finally, seven DNA binary microarray datasets (available at http://datam.i2r.a-star.edu.
sg/datasets/krbd/), as described in Table 5, were tested. Such datasets are challenging for FS
researchers due to the small sample size and large number of gene expressions (normally
used in a binary or multiclass approach to classifying healthy and unhealthy patients when

Table 3 Synthetic datasets used
in the experimental study

Dataset Samples Features Classes Relevant features

Led-25 50 24 10 1–7

Led-100 50 99 10 1–7
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Table 4 Classical datasets used
in the experimental study (freely
available from [5])

Dataset Samples Features Classes

Yeast 1484 8 10

Spambase 4601 57 2

Madelon 2400 500 2

Connect4 67,557 42 3

Isolet 7797 617 26

Table 5 DNA binary microarray
datasets used in the experimental
study

Dataset Features Samples Distribution (%)

Train Test Train Test

Colon 2000 42 20 67–33 60–40

DLBCL 4026 32 15 50–50 53–47

CNS 7129 40 20 65–35 65–35

Leukemia 7129 38 34 71–29 59–41

Lung 12,533 32 149 50–50 90–10

Prostate 12,600 102 34 49–51 26–74

Ovarian 15,154 169 84 35–65 38–62

different tumor types are annotated as the output class). The datasets in the repository that
were originally divided into training and test sets were maintained as such, while datasets
with just a single training set were randomly divided for comparative purposes—using the
common rule of thumb of 2/3 training and 1/3 testing—and holdout validation was applied.
This division in training/test datasets introduced complexity since the distribution of classes
in the sets differed. Table 5 shows the number of features and samples and also the distribution
of the binary classes, which indicate whether data is unbalanced.

3.2 Experimental Procedure

The experimental procedure described below was applied to datasets types 2 and 3, using the
corresponding validation scheme (i.e., tenfold for the type 2 datasets, and train/test for the
type 3 datasets). For analysis of the type 1 datasets, aimed at comparing the different ordered
rankings of features, only steps 1 and 2 of the experimental procedure were implemented.

1. Individually implement the six FS methods (see Sect. 2.1).
2. Merge the individual rankings using the different combination methods (see Sect. 2.2)

to obtain a final ranking.
3. Obtain a practical subset of features according to the five selected thresholds (see

Sect. 2.3).
4. Use one of the six classifiers (see Sect. 2.4), and estimate test error so as to check the

suitability of the ensemble approach against the individual methods.

Since the number of experimental results was very high, we only report a summary of
the main results (see http://www.lidiagroup.org/index.php/en/materials-en.html for detailed
tables and figures for all the results).

To compare 10 different results after performing tenfold crossvalidation for the type 2
datasets, we used the Kruskal–Wallis test to check for significant differences (α = 0.05)
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between individual and ensemble strategies. Tukey’s [50] multiple comparison test was then
run to check for no significant differences between the poorest-performing methods and
the best-performing method. For type 3 datasets, the results obtained by five classical FS
methods (CFS, Cons, INTERACT, InfoGain and ReliefF) were used as a baseline against
which to compare results (InfoGain and ReliefF results are reported for the top 25 features
only). Also included in our comparison were the results achieved by an ensemble method
called E2 (described in a previous work [9]), based on combining multiple feature subsets
selected by different filter FS methods so as to obtain only one subset of features. Finally,
for the sake of completeness, we also included results obtained by the classifiers when there
was no previous FS (i.e., the whole set of features was used).

3.3 Synthetic Dataset Results

The different ordered rankings obtained by the individual and ensemble approaches are shown
in Table 6 (Led-25 dataset) and Table 7 (Led-100 dataset).

Given the results in Tables 6 and 7, the ranking loss function (Eq. 3) for each method
(the last column in both tables, labelled R) was measured to evaluate performance. Ranking
loss evaluates the number of irrelevant features that are ranked higher than relevant features,
highlighted in bold in the tables. Logically, when more irrelevant features are highly ranked,
fewer relevant features are classified. In Eq. (3), p stands for the position of the last relevant
feature in the ranking, # f depicts the total number of features, and # f r represents the number
of relevant features selected.

R = p − # f r

# f − # f r
(3)

Taking the ensemble approach results for both datasets (the top halves of Tables 6, 7), it
can be seen that six of the seven ensemble methods obtained a ranking loss error of 0% (the
first seven positions in the rankings reflect the relevant dataset features). Performance for the
ensemble approach was only worsened when the Min method was used to merge the rankings
(this method considered feature number 14 to be more relevant than feature number 3).

Table 6 Ordered feature rankings for the Led-25 dataset

Ranker f1 f2 f3 f4 f5 f6 f7 f8 f9 f10 f11 f12 f13 f14 f15 f16 f17 f18 R

SVM-rank 2 7 4 5 1 6 3 11 13 10 14 23 8 21 9 16 18 24 0

Min 1 2 5 4 6 7 14 3 11 23 10 13 9 16 20 21 8 24 0.06

Median 2 7 4 5 1 3 6 11 13 10 14 16 8 9 23 21 18 19 0

Mean 2 7 4 5 1 6 3 11 13 10 14 8 21 9 23 16 18 24 0

GeomMean 2 7 5 4 1 6 3 11 13 14 10 23 8 9 21 16 18 24 0

Stuart 2 7 4 5 1 3 6 11 13 10 8 14 18 21 9 16 19 24 0

RRA 2 4 5 3 7 1 6 11 13 8 10 18 21 9 14 24 16 19 0

Chi-square 1 7 6 2 4 5 3 23 10 9 8 11 24 13 21 22 19 20 0

InfoGain 2 7 4 1 5 3 6 23 10 9 8 11 24 13 21 22 19 20 0

mRMR 2 7 5 4 1 3 11 6 13 21 16 14 8 10 18 17 19 9 0.06

ReliefF 2 7 4 1 5 3 11 6 13 16 21 14 10 18 17 8 19 9 0.06

SVM-RFE 5 4 14 7 2 6 3 1 11 23 9 16 13 21 18 19 8 10 0.06

FS–P 2 6 5 3 4 1 7 11 13 20 10 14 16 18 17 8 24 12 0

The bold values represent the correct relevant features of the ranking
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Table 7 Ordered feature rankings for the Led-100 dataset

Ranker f1 f2 f3 f4 f5 f6 f7 f8 f9 f10 f11 f12 f13 f14 f15 f16 f17 f18 R

SVM-rank 7 4 5 2 1 3 6 29 11 45 40 13 16 37 94 89 98 35 0

Min 1 2 5 6 3 7 33 4 45 98 66 89 11 35 94 29 91 34 0.01

Median 7 2 4 1 5 3 6 11 45 89 29 94 40 73 46 16 61 35 0

Mean 7 4 5 1 2 3 6 45 11 29 40 16 13 37 98 89 94 35 0

GeomMean 2 7 5 4 1 6 3 45 11 29 33 40 89 98 94 35 13 16 0

Stuart 7 5 4 2 1 3 6 45 11 29 40 16 33 89 37 13 98 14 0

RRA 5 4 7 3 1 6 2 29 40 45 16 11 14 37 33 13 8 10 0

Chi-square 1 7 6 4 5 2 3 35 33 36 34 30 32 31 38 37 42 39 0

InfoGain 2 7 4 1 5 3 6 35 33 36 34 30 32 31 38 37 42 39 0

mRMR 2 7 5 4 1 3 89 11 29 45 6 13 73 94 98 85 87 61 0.04

ReliefF 2 7 4 1 5 3 89 11 45 6 29 13 94 73 85 40 87 98 0.03

SVM-RFE 5 33 45 98 7 4 6 94 3 11 1 48 85 60 2 49 29 8 0.09

FS–P 6 3 4 5 66 1 2 7 91 34 40 89 30 11 63 77 29 83 0.01

The bold values represent the correct relevant features of the ranking

As for the results for the individual approaches (the bottom halves of Tables 6 and 7),
accuracy varied depending on the method used. The two methods achieving the best results
for both datasets were Chi-square and InfoGain, both with 0% error. Individual methods that
considered an irrelevant feature to be relevant were mRMR, Relief and FS–P. The poorest
result was obtained by the SVM-RFE method, as it considered three irrelevant features to be
relevant in the Led-100 dataset.

Therefore, although an individual approach may, in some cases, match the performance
of an ensemble approach, our results indicate that the ensemble approach yields more stable
and robust results overall.

3.4 Classical Dataset Results

We evaluated the estimated average test error rates by comparing error percentages for the
individual methods and the different ensemble configurations. The average results obtained
for the different aggregators and thresholds used with each classifier are depicted in figures,
and likewise for aggregators (averaging threshold and classifier results) and thresholds (full
results are reported in http://www.lidiagroup.org/index.php/en/materials-en.html). Default
parameters were used in the classifiers, given that the goal was not to obtain the lowest
possible error, but to determine the combinations that behaved best for each dataset type, and
to demonstrate that ensemble methods performed better than individual methods.

3.4.1 Comparison of Classification Methods

Figure 2 depicts average error for the different classifiers and datasets. The five sets of bars
reflect the datasets studied; the bars within each set show the average test error obtained for
different ensemble configurations used with a specific classifier. The order of the bars is the
same as the order of the classifiers listed at the bottom of the figure.

As can be seen in Fig. 2, the best classifiers for the proposed datasets were C4.5 and
Random forest, with average test errors of 27.87 and 27.18%, respectively. Comparatively,
the naive Bayes, kNN and SVM classifiers achieved significantly poorer test error percentages
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Fig. 2 Average test error percentages for classifier methods

(35.77, 38.00 and 37.63%, respectively). We would therefore recommend using C4.5 or
Random forest as classifiers in the proposed ensemble.

As for AdaBoost, it never obtained a better result for any of the datasets than C4.5 or
Random forest, and it achieved the poorest results of all for the Yeast and Isolet datasets. Our
ensemble approach was therefore superior to this traditional ensemble approach for classical
dataset scenarios.

3.4.2 Comparison of Combination Methods

Figure 3 shows a similar comparison as depicted in Fig. 2, but performed for the different
combination methods.

As can be seen in Fig. 3, the different combination methods all returned very similar
results, which means that a general recommendation is not possible, other than that it may
be as well to avoid the E-min method when using SVM as the classifier.

3.4.3 Comparison of Threshold Values

Figure 4 shows the different threshold values (as explained in Sect. 2.3), according to the
classification method used.

Figure 4 would indicate that average error generally decreased as the number of features
retained in the ranking increased. For all the classifiers except SVM, the thresholds based
on dataset characteristics (Fisher’s ratio and log2(n)) returned higher average errors than the
thresholds based on fixed percentages (10, 25, and 50%), with the best results obtained for the
latter two percentages. For the SVM classifier, the dataset-based thresholds were competitive
for the 50% threshold, with an important additional benefit, namely, a significant reduction
in the number of features used. On average, in fact, Fisher’s discriminant ratio selected 2%
and log2(n) selected 3% of the dataset features.

123



870 B. Seijo-Pardo et al.

0.00%

5.00%

10.00%

15.00%

20.00%

25.00%

30.00%

35.00%

40.00%

45.00%

C4.5 naive Bayes kNN Random Forest SVM

%
 a

ve
ra

ge
 te

st
 e

rr
or

 

E-SVMRank E-Min E-Median E-Mean E-GeomMean E-Stuart E-RRA

Fig. 3 Average test error percentages for combination methods
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Fig. 4 Average test error percentages for the threshold values

While Fig. 3 shows average test errors for all the datasets, a more detailed analysis is given
in Figs. 5 and 6 for two specific classifiers: naive Bayes and SVM, respectively.

Curiously, in both cases (Figs. 5, 6) it can be seen that Fisher’s discriminant ratio performed
adequately for all datasets except for Isolet, possibly because of the high number of classes
(26) and the low number of features retained by the threshold in Isolet (usually only five
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Fig. 5 Average percentage test errors for threshold values using the naive Bayes classifier

Fig. 6 Average percentage test errors for threshold values using the SVM classifier

features are selected). Although we cannot recommend an optimal threshold value for the
ensemble, as a general rule of thumb, we suggest that if the goal is to reduce dimensionality
at the cost of a slight increase in error, both Fishers ratio and log2(n) are suitable thresholds;
however, if the number of classes is high, better results would be obtained using a 50%
threshold value.
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Fig. 7 Test errors for individual and ensemble approaches using the random forest classifier and a 10%
threshold value

3.4.4 Comparison of Ensemble and Individual Methods

Our final comparison was between results obtained by the ensemble and individual methods
(full results are available in http://www.lidiagroup.org/index.php/en/materials-en.html). The
ensemble approach obtained consistent results for the different scenarios described. As an
example, Fig. 7 shows test errors for the individual and ensemble approaches for the 10%
threshold value and using the Random forest classifier. As can be seen, the ensemble config-
urations obtained the most consistent results, and although an individual method may have
performed better in some scenarios—e.g., the ReliefF individual method used for the Made-
lon dataset—it obtained the poorest result when used for the Spambase and Isolet datasets.
Analogous results were obtained for all the possible combinations.

TheKruskal–Wallis andTukey testswere applied to test for significant differences between
the individual and ensemble strategies for each dataset and demonstrate the suitability of the
proposedmethod (results are available at http://www.lidiagroup.org/index.php/en/materials-
en.html). Figure 8 shows the number of cases in which the results obtained by the individual
and the ensemble approaches were not significantly different from the best individual result
for each dataset (i.e., the number of cases in which results were comparable with the best
result obtained by an individual method for each dataset).

As can be seen in Fig. 8, the best performing individual FS method was Chi-square,
which obtained results that were not significantly different in 87.20% of the experiments.
Five ensemble configurations (E-stuart, E-RRA, E-GeomMean, E-SVMRank, and E-median)
improved on the Chi-square results, achieving results that were not significantly different
in 93.60, 90.40, 89.60, 88.80 and 88.80% of the experiments, respectively. The E-mean
ensemble obtained positive results in 86.4% of the experiments, outperforming all the indi-
vidualmethods exceptChi-square. TheE-min ensemble obtained the poorest ensemble results
(75.20% of the results were not significantly different from the best result), but outperformed
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Fig. 8 Cases in which results for the individual and ensemble approaches were not significantly different
from the best result

all the individual methods except Chi-square and InfoGain. Finally, the poorest results—
much poorer than those obtained by the ensemble approach—were obtained by the mRMR,
FS–P, SVM-RFE and ReliefF individual FS methods.

The experimental results obtained demonstrate the suitability of the ensemble approach,
since they match or improve the test error achieved by the individual FS methods. Although
in some specific cases a single method performed better than an ensemble method, there was
generally no best FS ranker, and the ensemble approach appeared to be themost reliable alter-
native to implementing a FSprocedure.More specifically, theE-stuart configuration achieved
the best average test error results of all the methods studied. We would recommend using the
C4.5 or Random forest classifiers for the ensemble and selecting the threshold that best meets
particular requirements; for instance, if the goal is to reduce dataset dimensionality—even at
the cost of decreasing accuracy—then we would recommend Fisher’s discriminant ratio and
log2(n) thresholds, whereas if the goal is high accuracy and a larger percentage of features,
then a 10, 25 or 50% threshold is the better choice.

3.5 DNA Microarray Dataset Results

Below we evaluate how the individual and ensemble approaches performed with the seven
DNA microarray datasets described in Table 5 (full results are provided in http://www.
lidiagroup.org/index.php/en/materials-en.html).

3.5.1 Comparison of Classification Methods

Figure 9 shows the classification methods available for the ensemble by dataset. The same
comparison methodology as used for the classical datasets was used. As can be observed, the
two best classifiers overall were kNN and Random forest, corroborating previous conclusions
[18]. The AdaBoost classifier obtained the best result in some cases (DLBCL, Leukemia and
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Fig. 9 Average test error for classifier methods and microarray datasets

Ovarian) but the poorest result in other cases (Colon and Lung), indicating it to be more
erratic and unstable with microarray datasets than our proposed ensemble approach.

3.5.2 Comparison of Combination Methods

Figure 10 shows the different combination methods available for the ensemble according to
the classifier used. As can be observed, the E-SVMRank configuration produced significantly
poorer results than the other ensemble configurations. Three other configurations (E-median,
E-mean and E-GeomMean) obtained rather erratic results, obtaining the best results in some
scenarios but the poorest results in other scenarios. As one example, the E-mean configu-
ration obtained a good error result when the kNN classifier was used, but achieved one of
the poorest results for the SVM classifier—only better than the E-SVMRank configuration.
Ultimately only three ensemble configurations performed satisfactorily for the different sce-
narios, namely,E-min,E-stuart, andE-RRA.Wewould recommend using theE-min ensemble
configuration, as it obtained the best results overall.

3.5.3 Comparison of Threshold Values

Figure 11 shows results for the different threshold values. In the interest of brevity, only
the results for the two best ensemble configurations (E-min and E-mean) and the two best
individual methods (ReliefF and SVM-RFE) are discussed. As for the threshold methods,
only the results obtained after applying Fisher’s ratio and log2(n) (LOG2) threshold values
are shown. For comparative purposes, the results for six FS methods reported in a previous
study [9] are included as baseline results. Five of these methods are individual subset or
ranker filters (CFS, Cons, INT, InfoGain and ReliefF) and the sixth method is an ensemble
approach (E2) (see Sect. 3). Finally, we also report results obtained by the classifier that
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Fig. 10 Average test error percentages for the combination methods
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Fig. 11 Average test error percentages for threshold values

uses the full set of features (i.e., no FS method is applied); this classifier is referred to as
Classif-only in Fig. 11.

The first set of four bars (orange tones) show the results obtained using the Fisher’s ratio
threshold value (FR), the second set of four bars (blue tones) show the results achieved using
the log2(n) threshold value (LOG2), and the third set of five bars (green tones) show the
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Fig. 12 Average test error percentages for threshold values using the kNN classifier

results obtained using the five FS baseline methods [9]; finally, the two last bars (red and
gray) show results for the E2 ensemble method [9] and Classif-only, respectively.

It can be observed that Fisher’s discriminant ratio threshold was the best choice
for our proposed ensemble, since it matched or improved on the results obtained for
the log2(n) threshold value, and also on the results obtained in previous research [9]
(CFS, Cons, INT, InfoGain, ReliefF and E2). Furthermore, the proposed threshold had
the added benefit of significantly reducing dataset dimensionality (for classification it
used only five features in most experiments, whereas other methods used up to 47 fea-
tures). Fisher’s discriminant ratio obtained the best test error results for both individual
methods (FR ReliefF and FR SVM-RFE) and ensemble methods (FR E-min and FR E-
GeomMean). These results not only represented an improvement over the results obtained in
previous research [9], but also had the added benefit of significantly reducing dimensional-
ity.

Figure 12 depicts the results obtained for the different datasets for the kNN classifier.
Referring to each set, the first two bars show the results obtained from applying Fisher’s
ratio threshold value (FR) to the rankings obtained by the E-min ensemble method and the
SVM-RFE individual method, respectively; the second two bars show the results obtained
from applying the log2(n) (LOG2) threshold to the rankings obtained by the E-min ensemble
method and the SVM-RFE individual method, respectively; and finally, the last two bars
present the baseline results [9], i.e., the results for the best individual method (CFS) and the
results when no previous FS procedure was implemented (kNN-only).

It can be observed that FR E-min achieved the best results for four datasets (DLBCL,
CNS, Prostate and Ovarian), and that kNN-only obtained the poorest results for four datasets
(DLBCL, CNS, Leukemia and Ovarian); kNN-only also failed to decrease dimensionality
(results for the other classifiers are available at http://www.lidiagroup.org/index.php/en/
materials-en.html).
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It is interesting to note in passing that the Prostate dataset proved to be a particular
challenge for the machine learning algorithms since the training and test sets were extracted
from different experiments—a situation referred to as dataset shift. The common assumption
that training and test data follow the same distribution was therefore violated. We pointed
out in a previous article [12] that several classifiers assign all samples to the minority class,
resulting in poor classification performance (around 26%accuracy overall)—whichwaswhat
happened with some of the experiments conducted for this research.

In light of these results, we would recommend using Fisher’s discriminant ratio as the
optimal threshold value for these DNAmicroarray datasets, since it matched or improved on
the results obtained for the log2(n) threshold value, and also on the baseline results achieved
elsewhere [9]. This threshold value also significantly reduced dataset dimensionality, as, on
average, it selected only 0.09% of the features.

4 Conclusions

Datasets used for machine learning purposes can be very large in terms of number of samples
and/or features. They may also be redundant, noisy, multivariate and non-linear. For these
reasons, preprocessingmethods are applied to the data so as to obtain the best possible results.
One of the best known and most popular data preprocessing techniques is FS, which chooses
the best features and removes any irrelevant and redundant attributes that do not contribute
to the accuracy of the machine learning model. In addition, because the models obtained are
simpler, the computational burden is also reduced. Many different kinds of FS methods are
available, but, since they are not all capable of dealing with the same type of problems, the
user has to decide which method to use in a particular situation.

From the different possible FS ensemble configurations studied and described above, our
proposed ensembleworkedwith six different feature rankingmethods. The different rankings
obtained by each method were merged and an optimal subset of features was obtained by
applying a threshold. Our experimental study was divided into three parts in which we
analyzed synthetic datasets, real classical datasets and DNA microarray datasets. We tested
the suitability of different ensemble configurations of combination methods and threshold
values, and compared their performance to that of individual methods. For each dataset type
we compared classifiers, combination methods, and threshold values.

Ourfinal recommendations are summarized inTable 8.As a classifierwe recommendusing
Random forest, since it achieves the best results overall. For real classical datasets (with more
samples than features), choosing one or another combination method does not influence the
final estimated error; however, on the basis of our experience we suggest avoiding the E-
min and E-mean configurations, as their performance tends to be erratic. Furthermore, we
cannot recommend an optimal threshold value; although results generally improve as the

Table 8 Summary of recommendations

Dataset type Classifier Combination method Threshold value

More samples
than features

Random forest, KNN Avoid Min and Mean methods Depends on the nature
of the dataset

More features
than samples

Random forest Min, Stuart or RRA Fisher’s discriminant
ratio
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number of features increases in the final ranking, in certain circumstances the main concern
may be to reduce dimensionality even at the cost of a slight increase in error. For DNA
microarray datasets (with more features than samples), the combination methods that yield
the best results are E-min, E-stuart and E-RRA. We would recommend Fisher’s discriminant
ratio as the optimal threshold value, as it significantly reduces dataset dimensionality while
maintaining satisfactory classification performance.
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A Appendix: Supplementary Material

This appendix shows the detailed results of the several experiments conducted
in this study.

Table 1. ρ value of Kendall’s rank correlation coefficient

Dataset Ranker Chi-Square InfoGain mRMR ReliefF SVM-RFE FS-P

Spambase

Chi-Square 1.0000 0.3797 0.0664 0.0539 −0.0702 0.1053
InfoGain 0.3797 1.0000 0.1278 0.0476 −0.1466 −0.1266
mRMR 0.0664 0.1278 1.0000 −0.0602 0.0940 0.0464
ReliefF 0.0539 0.0476 −0.0602 1.0000 −0.0489 0.0288
SVM-RFE −0.0702 −0.1466 0.0940 −0.0489 1.0000 0.0351
FS-P 0.1053 −0.1266 0.0464 0.0288 0.0351 1.0000

Isolet

Chi-Square 1.0000 0.0520 0.0266 0.0293 −0.0049 −0.0014
InfoGain 0.0520 1.0000 0.0652 −0.0449 −0.0212 −0.0337
mRMR 0.0266 0.0652 1.0000 0.0216 0.0373 0.0053
ReliefF 0.0293 −0.0449 0.0216 1.0000 0.0084 −0.0168
SVM-RFE −0.0049 −0.0212 0.0373 0.0084 1.0000 0.0213
FS-P −0.0014 −0.0337 0.0053 −0.0168 0.0213 1.0000



Table 2. Average percentage test classification error for classic datasets using a C4.5
classifier. The cross shows results that are not significantly different than the best

Threshold Ranker Yeast Spambase Madelon Connect4 Isolet

Fisher ratio

E-SVMRank 45.54†± 3.90 10.56†± 1.25 24.29†± 4.87 30.80†± 0.73 64.50 ± 4.49

E-Min 45.61†± 4.02 8.93† ± 1.07 28.04 ± 2.67 31.96 ± 0.67 62.01†± 1.71
E-Median 45.48†± 3.87 9.54† ± 2.01 26.50 ± 3.61 30.91†± 0.57 57.96†± 5.56

E-Mean 45.48†± 3.87 10.63†± 1.43 26.42†± 2.83 30.93†± 0.65 62.29†± 4.63

E-GeomMean 45.48†± 3.87 10.61†± 1.74 25.42†± 2.22 30.53†± 0.52 56.05†± 4.43

E-Stuart 45.48†± 3.87 10.45†± 1.62 26.21†± 1.54 30.77†± 0.61 55.91†± 4.62
E-RRA 45.48†± 3.87 10.52†± 1.16 26.58 ± 2.80 30.38†± 0.65 62.42†± 1.82

Chi-Square 53.57†± 6.06 10.67†± 1.25 19.25†± 4.51 30.53†± 0.52 57.31†± 12.85

InfoGain 45.48†± 3.87 8.65† ± 1.04 17.21†± 2.37 30.53†± 0.52 69.71 ± 4.97
mRMR 48.11†± 1.60 12.50 ± 0.51 35.92 ± 3.07 31.91 ± 0.44 51.24†± 1.23

ReliefF 45.48†± 3.87 18.87 ± 4.11 28.17 ± 2.52 30.49†± 0.66 67.87 ± 2.01

SVM-RFE 45.96†± 4.18 13.28 ± 1.66 24.13†± 5.85 33.72 ± 0.84 67.47 ± 6.99

FS-P 45.54†± 3.88 12.02 ± 1.33 33.25 ± 3.37 34.15 ± 0.50 71.46 ± 1.53

log2(n)

E-SVMRank 51.34†± 4.16 9.98† ± 1.68 23.13†± 4.59 30.80†± 0.73 45.81†± 2.00

E-Min 50.20†± 4.36 9.22† ± 1.97 24.21†± 1.85 31.96 ± 0.67 49.83 ± 2.99

E-Median 53.30†± 5.16 10.93†± 1.38 20.58†± 3.81 30.91†± 0.57 49.40†± 4.43

E-Mean 54.85†± 2.59 10.67†± 1.37 24.67†± 4.01 30.93†± 0.65 47.74†± 3.08
E-GeomMean 51.21†± 3.94 10.26†± 0.98 23.21†± 3.64 30.53†± 0.52 46.86†± 2.48

E-Stuart 53.30†± 5.16 10.52†± 1.53 23.67†± 2.58 30.77†± 0.61 47.16†± 2.86

E-RRA 53.23†± 5.14 10.24†± 1.62 22.42†± 3.10 30.38†± 0.65 49.65†± 4.72

Chi-Square 53.17†± 5.17 10.04†± 0.97 17.83†± 2.55 30.53†± 0.52 50.29†± 6.05

InfoGain 53.30†± 5.16 10.52†± 1.40 17.75†± 2.56 30.53†± 0.52 56.01 ± 6.10

mRMR 50.40†± 4.61 12.37†± 1.12 35.96 ± 2.56 31.91 ± 0.44 42.26†± 1.32

ReliefF 53.30†± 5.16 19.02 ± 2.52 21.63†± 4.17 30.49†± 0.66 58.65 ± 1.90
SVM-RFE 55.79†± 5.56 12.19†± 1.51 17.87†± 8.12 33.81 ± 0.72 54.79 ± 5.69

FS-P 54.04†± 5.35 10.39†± 1.16 30.29 ± 4.12 34.18 ± 0.50 61.32 ± 2.19

10%

E-SVMRank 48.72†± 3.18 9.98† ± 1.68 19.21†± 3.51 30.80†± 0.73 20.35†± 1.05
E-Min 46.29†± 2.57 9.22† ± 1.97 16.25†± 2.94 31.96 ± 0.67 19.87†± 0.87

E-Median 48.78†± 3.18 10.93†± 1.38 18.17†± 3.20 30.91†± 0.57 21.26†± 1.43

E-Mean 48.78†± 3.18 10.67†± 1.37 19.17†± 3.75 30.93†± 0.65 21.30†± 1.47

E-GeomMean 48.72†± 3.22 10.26†± 0.98 16.00†± 2.97 30.53†± 0.52 20.11†± 1.61
E-Stuart 48.78†± 3.18 10.52†± 1.53 16.38†± 3.03 30.77†± 0.61 20.87†± 1.60

E-RRA 48.78†± 3.18 10.24†± 1.62 16.96†± 3.35 30.38†± 9.65 22.16†± 1.58

Chi-Square 54.31†± 5.73 10.04†± 0.97 18.46†± 1.75 30.53†± 0.52 22.20†± 1.50
InfoGain 48.78†± 3.18 10.52†± 1.40 18.46†± 1.75 30.53†± 0.52 30.70 ± 1.14

mRMR 48.78†± 3.22 12.37†± 1.12 38.83 ± 4.39 31.91 ± 0.44 21.89†± 2.09

ReliefF 48.78†± 3.18 19.02 ± 2.52 15.46†± 2.50 30.49†± 0.66 37.96 ± 1.89

SVM-RFE 53.98†± 5.78 12.19†± 1.51 16.50†± 3.09 33.81 ± 0.72 19.30†± 1.78
FS-P 48.85†± 3.42 10.39†± 1.16 26.33 ± 3.62 34.18 ± 0.50 24.19 ± 2.33

25%

E-SVMRank 48.72†± 3.18 7.98† ± 1.19 17.46†± 2.65 26.44†± 0.74 16.72†± 1.80

E-Min 46.29†± 2.57 7.46† ± 1.19 16.88†± 3.03 29.20 ± 1.04 16.10†± 1.78
E-Median 48.78†± 3.18 8.09† ± 1.00 17.42†± 2.63 26.17†± 0.84 17.29†± 1.32

E-Mean 48.78†± 3.18 8.24† ± 1.23 17.67†± 2.63 26.46†± 1.04 17.10†± 1.26

E-GeomMean 48.72†± 3.22 7.26† ± 1.31 17.67†± 2.01 26.32†± 0.87 16.74†± 1.09

E-Stuart 48.78†± 3.18 7.76† ± 1.44 17.29†± 1.81 26.23†± 1.01 15.95†± 1.36
E-RRA 48.78†± 3.18 8.26† ± 1.51 18.50†± 3.45 26.08†± 0.78 16.78†± 1.43

Chi-Square 54.31†± 5.73 7.76† ± 1.18 22.21†± 2.20 25.93†± 0.76 19.30†± 1.56

InfoGain 48.78†± 3.18 7.24† ± 1.10 22.25†± 2.22 25.93†± 0.76 19.85†± 2.19
mRMR 48.78†± 3.22 8.37† ± 1.61 40.21 ± 4.95 31.03 ± 0.77 18.88†± 1.51

ReliefF 48.78†± 3.18 13.34 ± 1.26 17.08†± 2.81 24.70†± 0.57 17.88†± 1.63

SVM-RFE 53.98†± 5.78 7.54† ± 1.46 17.33†± 2.91 32.13 ± 1.27 17.63†± 1.74

FS-P 48.85†± 3.42 8.22† ± 1.60 20.29†± 3.72 33.93 ± 0.52 18.24†± 1.41

50%

E-SVMRank 48.72†± 3.18 7.19† ± 0.85 17.63†± 2.73 24.28†± 0.46 16.22†± 1.57

E-Min 46.29†± 2.57 7.22† ± 1.55 17.29†± 2.23 24.98 ± 0.73 15.74†± 1.48

E-Median 48.78†± 3.18 7.30† ± 1.07 17.88†± 2.64 24.23†± 0.60 16.28†± 1.26
E-Mean 48.78†± 3.18 7.28† ± 1.23 17.29†± 2.56 24.15†± 0.65 16.20†± 1.49

E-GeomMean 48.72†± 3.22 7.52† ± 1.41 17.71†± 2.67 24.68†± 0.80 15.75†± 1.33

E-Stuart 48.78†± 3.18 7.50† ± 1.40 17.75†± 2.02 24.41†± 0.74 16.00†± 1.64

E-RRA 48.78†± 3.18 7.19† ± 1.17 17.92†± 2.17 24.58†± 0.71 16.29†± 1.48

Chi-Square 54.31†± 5.73 7.85† ± 1.57 18.04†± 2.99 24.56†± 0.71 16.02†± 1.52

InfoGain 48.78†± 3.18 7.61† ± 1.18 18.00†± 2.99 24.58†± 0.69 16.66†± 1.63

mRMR 48.78†± 3.22 7.61† ± 1.28 27.88 ± 2.84 29.11 ± 0.61 16.63†± 1.35

ReliefF 48.78†± 3.18 8.22† ± 1.32 16.54†± 2.83 22.54†± 0.58 16.34†± 1.04
SVM-RFE 53.98†± 5.78 7.11† ± 1.27 18.25†± 2.68 29.25 ± 2.05 16.57†± 0.84

FS-P 48.85†± 3.42 7.39† ± 1.46 18.67†± 4.55 30.52 ± 0.90 17.39†± 1.48

— Classif-Only 44.81 ± 4.43 7.24 ± 1.50 18.42 ± 2.12 22.57 ± 0.71 16.62 ± 1.35



Table 3. Average percentage test error for classic datasets using a naive Bayes classi-
fier. The cross shows results that are not significantly different than the best

Threshold Ranker Yeast Spambase Madelon Connect4 Isolet

Fisher ratio

E-SVMRank 44.07†± 3.65 17.93†± 4.25 31.71†± 4.18 34.17†± 0.49 77.54 ± 3.80

E-Min 43.26†± 3.82 23.06†± 7.55 32.38†± 4.35 34.31†± 0.63 74.86†± 2.70

E-Median 43.26†± 3.82 14.54†± 4.54 31.13†± 3.36 34.17†± 0.49 74.85†± 4.75

E-Mean 43.26†± 3.82 18.50†± 4.56 32.04†± 3.64 34.17†± 0.49 76.45 ± 2.64
E-GeomMean 43.26†± 3.82 24.95†± 9.67 30.79†± 3.88 34.13†± 0.52 74.07†± 5.20

E-Stuart 43.26†± 3.82 19.52†± 6.16 30.17†± 3.82 34.17†± 0.49 73.85†± 5.31

E-RRA 43.26†± 3.82 17.74†± 3.03 30.46†± 3.77 34.17†± 0.49 77.26 ± 2.31

Chi-Square 49.73†± 5.50 21.23†± 1.62 31.33†± 3.59 34.17†± 0.49 67.59†± 8.19

InfoGain 43.26†± 3.82 20.00†± 1.44 31.12†± 3.55 34.17†± 0.49 82.48 ± 3.50

mRMR 45.89†± 3.17 23.41†± 1.88 36.08†± 4.05 34.17†± 0.49 64.64†± 1.22

ReliefF 43.26†± 3.82 32.23 ± 1.58 32.79†± 3.65 34.17†± 0.49 77.64 ± 3.27
SVM-RFE 43.46†± 4.43 18.52†± 2.00 31.13†± 5.56 34.72†± 0.67 74.53†± 6.69

FS-P 43.26†± 3.82 29.69 ± 3.39 34.00†± 2.85 34.35†± 0.63 76.04 ± 2.96

log2(n)

E-SVMRank 49.25†± 2.82 20.47†± 6.82 30.92†± 4.61 34.17†± 0.49 66.73†± 2.58

E-Min 48.58†± 1.96 28.08 ± 7.40 30.88†± 3.44 34.31†± 0.63 64.65†± 2.21
E-Median 51.35†± 4.22 18.02†± 2.17 29.88†± 3.78 34.17†± 0.49 69.91 ± 5.00

E-Mean 51.42†± 4.18 29.00 ± 5.17 31.25†± 4.83 34.17†± 0.49 67.03†± 4.12

E-GeomMean 48.85†± 2.90 29.04 ± 5.19 30.04†± 3.65 34.13†± 0.52 67.72 ± 2.78
E-Stuart 51.35†± 4.22 27.37†± 5.86 30.08†± 3.56 34.17†± 0.49 67.48†± 3.08

E-RRA 51.35†± 4.22 25.86†± 6.30 29.96†± 3.54 34.17†± 0.49 69.42 ± 3.72

Chi-Square 51.35†± 4.22 21.28†± 2.43 30.79†± 3.54 34.17†± 0.49 62.34†± 4.08

InfoGain 51.35†± 4.22 22.60†± 1.91 30.79†± 3.54 34.17†± 0.49 78.70 ± 1.87
mRMR 48.58†± 1.96 20.17†± 2.06 36.62†± 3.71 34.17†± 0.49 59.91†± 1.31

ReliefF 51.35†± 4.22 32.04 ± 2.01 30.42†± 4.00 34.17†± 0.49 73.72 ± 1.24

SVM-RFE 53.57†± 4.42 18.52†± 1.76 31.08†± 4.33 34.68†± 0.70 65.99†± 5.77
FS-P 49.94†± 3.45 27.60†± 3.04 33.46†± 2.81 34.21†± 0.52 68.23 ± 2.69

10%

E-SVMRank 46.49†± 3.00 20.47†± 6.82 30.63†± 4.37 34.17†± 0.49 40.50†± 2.23

E-Min 44.75†± 3.04 28.08 ± 7.40 30.00†± 3.80 34.31†± 0.63 40.41†± 2.21

E-Median 46.49†± 3.00 18.02†± 2.17 30.08†± 4.36 34.17†± 0.49 44.57 ± 1.33
E-Mean 46.49†± 3.00 29.00 ± 5.17 30.50†± 4.18 34.17†± 0.49 38.77†± 2.54

E-GeomMean 46.49†± 3.00 29.04 ± 5.19 30.58†± 4.07 34.13†± 0.52 43.00 ± 2.32

E-Stuart 46.49†± 3.00 27.37†± 5.86 30.63†± 4.04 34.17†± 0.49 40.07†± 2.57

E-RRA 46.49†± 3.00 25.86†± 6.30 30.92†± 4.38 34.17†± 0.49 40.30†± 2.09

Chi-Square 50.88†± 4.29 21.28†± 2.43 30.46†± 4.13 34.17†± 0.49 43.34 ± 1.31

InfoGain 46.49†± 3.00 22.60†± 1.91 30.46†± 4.13 34.17†± 0.49 56.34 ± 1.44

mRMR 46.49†± 3.00 20.17†± 2.06 39.58 ± 1.94 34.17†± 0.49 47.88 ± 1.39
ReliefF 46.49†± 3.00 32.04 ± 2.01 30.17†± 3.58 34.17†± 0.49 64.49 ± 1.34

SVM-RFE 49.54†± 5.88 18.52†± 1.76 31.33†± 4.49 34.68†± 0.70 28.33†± 1.18

FS-P 46.76†± 2.37 27.60†± 3.04 33.67†± 4.18 34.21†± 0.52 35.71†± 2.13

25%

E-SVMRank 46.49†± 3.00 11.17†± 2.15 30.50†± 4.02 34.08†± 0.79 27.83†± 1.51

E-Min 44.75†± 3.04 19.02†± 5.88 31.00†± 3.69 34.20†± 0.86 28.52†± 0.94

E-Median 46.49†± 3.00 11.04†± 2.08 30.54†± 4.18 34.16†± 0.68 29.00 ± 1.66

E-Mean 46.49†± 3.00 12.43†± 5.01 30.46†± 3.92 34.21†± 0.85 27.70†± 1.28
E-GeomMean 46.49†± 3.00 11.54†± 1.10 31.00†± 4.25 34.13†± 0.91 26.93†± 1.21

E-Stuart 46.49†± 3.00 11.08†± 1.85 30.46†± 4.29 34.02†± 0.75 26.48†± 1.66

E-RRA 46.49†± 3.00 11.43†± 1.72 31.25†± 4.07 34.14†± 0.70 27.36†± 1.84

Chi-Square 50.88†± 4.29 16.41†± 2.78 30.83†± 3.98 33.83†± 0.50 32.49 ± 1.47

InfoGain 46.49†± 3.00 11.87†± 1.74 30.83†± 3.98 33.83†± 0.50 31.31 ± 1.06

mRMR 46.49†± 3.00 24.67 ± 2.59 42.25 ± 2.49 33.83†± 0.58 31.09 ± 1.73

ReliefF 46.49†± 3.00 31.95 ± 2.01 30.58†± 3.92 33.51†± 0.55 36.44 ± 2.04
SVM-RFE 49.54†± 5.88 12.65†± 4.93 31.88†± 3.24 36.11 ± 1.23 24.94†± 1.39

FS-P 46.76†± 2.37 21.58 ± 2.06 31.79†± 4.67 35.04 ± 0.51 27.98†± 1.47

50%

E-SVMRank 46.49†± 3.00 16.13†± 5.40 31.54†± 3.79 35.42†± 0.91 25.38†± 1.95
E-Min 44.75†± 3.04 22.99 ± 1.92 31.46†± 2.96 35.60†± 1.63 24.32†± 1.50

E-Median 46.49†± 3.00 12.65†± 4.26 31.04†± 3.63 35.75†± 0.95 25.53†± 1.85

E-Mean 46.49†± 3.00 15.56†± 4.23 31.71†± 3.61 35.48†± 0.99 25.18†± 2.12

E-GeomMean 46.49†± 3.00 13.50†± 2.64 31.38†± 3.57 35.27†± 0.82 24.65†± 1.90
E-Stuart 46.49†± 3.00 14.76†± 3.66 31.46†± 3.42 35.61†± 1.01 24.29†± 1.82

E-RRA 46.49†± 3.00 14.80†± 3.68 31.83†± 2.83 35.63†± 0.98 24.19†± 1.81

Chi-Square 50.88†± 4.29 12.48†± 1.81 30.96†± 3.61 36.94†± 0.73 27.23†± 1.95

InfoGain 46.49†± 3.00 11.11†± 2.07 30.96†± 3.61 36.67†± 0.86 27.28†± 1.72
mRMR 46.49†± 3.00 21.26 ± 1.67 37.71 ± 3.13 36.46†± 0.57 27.04†± 2.12

ReliefF 46.49†± 3.00 27.36 ± 2.53 31.00†± 3.33 35.46†± 0.51 27.41†± 1.54

SVM-RFE 49.54†± 5.88 19.17 ± 2.47 31.96†± 3.48 37.74 ± 1.72 24.37†± 1.62
FS-P 46.76†± 2.37 20.19 ± 2.56 32.29†± 4.51 36.43†± 0.86 26.73†± 1.42

— Classif-Only 42.05 ± 3.65 20.60 ± 2.07 31.79 ± 2.90 40.82 ± 0.57 26.46 ± 2.16



Table 4. Average percentage test classification error for classic datasets using a k-NN
classifier. The cross shows results that are not significantly different than the best

Threshold Ranker Yeast Spambase Madelon Connect4 Isolet

Fisher ratio

E-SVMRank 48.72†± 4.28 33.73 ± 10.46 26.50†± 5.06 43.26 ± 4.56 65.04 ± 4.76

E-Min 48.46†± 4.43 18.28†± 5.46 29.29 ± 5.24 47.15 ± 4.09 64.97 ± 3.44

E-Median 48.46†± 4.43 23.48†± 14.92 28.21 ± 4.36 43.73 ± 5.20 61.09†± 3.23
E-Mean 48.46†± 4.43 34.23 ± 6.63 27.67 ± 9.00 45.10 ± 4.57 63.70†± 4.50

E-GeomMean 48.46†± 4.43 27.43†± 7.88 24.46†± 2.82 43.83 ± 2.36 59.42†± 2.84

E-Stuart 48.46†± 4.43 30.90 ± 10.76 24.08†± 1.71 44.89 ± 2.84 58.94†± 3.47
E-RRA 48.46†± 4.43 34.95 ± 5.23 24.29†± 3.04 45.27 ± 2.13 64.91 ± 2.06

Chi-Square 56.33†± 5.13 32.69 ± 5.71 14.17†± 6.78 37.93†± 1.55 59.87†± 11.90

InfoGain 48.46†± 4.43 14.78†± 1.85 11.00†± 1.86 37.93†± 1.55 70.39 ± 4.57

mRMR 50.74†± 3.59 33.08 ± 2.07 45.67 ± 3.37 41.26†± 1.23 53.14†± 1.39
ReliefF 48.46†± 4.43 26.84†± 3.93 30.12 ± 3.70 35.63†± 1.49 69.54 ± 3.11

SVM-RFE 47.45†± 6.22 56.79 ± 2.51 23.29†± 8.09 41.16†± 5.82 69.33 ± 6.73

FS-P 48.46†± 4.43 25.99†± 3.95 40.54 ± 4.73 36.50†± 4.83 74.53 ± 1.24

log2(n)

E-SVMRank 54.24†± 4.07 29.14 ± 5.27 23.87 ± 6.09 43.26 ± 4.56 48.80†± 2.21

E-Min 53.30†± 3.51 20.06†± 1.70 27.92 ± 3.51 47.15 ± 4.09 52.24 ± 3.09

E-Median 58.28†± 2.65 39.90 ± 6.57 16.54†± 5.49 43.73 ± 5.20 51.43†± 4.21

E-Mean 58.69†± 2.06 28.77 ± 3.92 28.17 ± 5.44 45.10 ± 4.57 50.74†± 3.20
E-GeomMean 55.11†± 4.37 28.34†± 4.32 18.88†± 4.98 43.83 ± 2.36 48.22†± 2.45

E-Stuart 58.28†± 2.65 27.39†± 2.63 19.50†± 3.98 44.89 ± 2.84 48.58†± 2.46

E-RRA 58.28†± 2.65 27.25†± 3.07 18.12†± 3.70 45.27 ± 2.13 51.89†± 3.96

Chi-Square 58.28†± 2.65 23.43†± 4.85 11.08†± 1.94 37.93†± 1.55 52.12†± 5.21

InfoGain 58.28†± 2.65 19.50†± 2.45 11.08†± 1.94 37.93†± 1.55 57.15 ± 5.47

mRMR 53.30†± 3.51 31.80 ± 2.08 45.71 ± 3.43 41.26 ± 1.23 43.44†± 1.40

ReliefF 58.28†± 2.65 27.93 ± 3.34 14.63†± 2.31 35.63†± 1.49 60.20 ± 1.86
SVM-RFE 61.38 ± 5.54 51.99 ± 3.98 16.96†± 11.19 41.29†± 5.77 57.13 ± 4.55

FS-P 55.72†± 4.30 23.28†± 2.02 38.79 ± 4.83 34.26†± 0.51 64.32 ± 2.30

10%

E-SVMRank 51.48†± 3.28 29.14 ± 5.27 31.67†± 3.46 43.26 ± 4.56 36.03†± 1.68
E-Min 51.95†± 3.32 20.06†± 1.70 26.92†± 2.92 47.15 ± 4.09 44.48 ± 1.97

E-Median 51.48†± 3.28 39.90 ± 6.57 33.29 ± 4.37 43.73 ± 5.20 36.13†± 5.20

E-Mean 51.48†± 3.28 28.77 ± 3.92 33.71 ± 2.68 45.10 ± 4.57 37.04†± 1.40

E-GeomMean 51.48†± 3.28 28.34†± 4.32 29.96†± 2.16 43.83 ± 2.36 38.30†± 2.20
E-Stuart 51.48†± 3.28 27.39†± 2.63 31.17†± 3.31 44.89 ± 2.84 36.92†± 1.85

E-RRA 51.48†± 3.28 27.25†± 3.07 30.50†± 2.46 45.27 ± 2.13 38.35†± 1.78

Chi-Square 57.74†± 2.90 23.43†± 4.85 33.46 ± 2.55 37.93†± 1.55 36.86†± 2.15
InfoGain 51.48†± 3.28 19.50†± 2.45 33.46 ± 2.55 37.93†± 1.55 43.77 ± 2.13

mRMR 51.48†± 3.28 31.80 ± 2.08 49.62 ± 3.51 41.26 ± 1.23 37.18†± 1.46

ReliefF 51.48†± 3.28 27.93 ± 3.34 20.96†± 2.62 35.63†± 1.49 49.97 ± 1.22

SVM-RFE 57.49 ± 5.90 51.99 ± 3.98 33.63 ± 4.19 41.29 ± 5.77 43.15†± 1.77
FS-P 52.29†± 2.88 23.28†± 2.02 39.33 ± 2.47 34.26†± 0.51 46.95 ± 2.02

25%

E-SVMRank 51.48†± 3.28 10.98†± 0.89 35.38†± 2.40 34.36†± 1.67 39.60†± 1.58

E-Min 51.95†± 3.32 11.50†± 1.57 32.96†± 2.92 41.77 ± 1.89 40.57†± 1.65

E-Median 51.48†± 3.28 10.80†± 0.89 35.25†± 3.38 34.05†± 1.63 39.71†± 1.65
E-Mean 51.48†± 3.28 11.19†± 0.89 34.29†± 3.91 33.81†± 1.56 39.55†± 1.83

E-GeomMean 51.48†± 3.28 10.54†± 0.63 35.96†± 1.99 33.55†± 0.82 39.48†± 1.95

E-Stuart 51.48†± 3.28 11.17†± 0.87 35.25†± 3.60 33.55†± 1.31 38.34†± 1.67
E-RRA 51.48†± 3.28 12.48 ± 0.80 37.21†± 2.66 33.18†± 0.70 43.62 ± 1.31

Chi-Square 57.74†± 2.90 10.58†± 0.91 41.21 ± 2.93 33.93 ± 0.39 39.34†± 1.70

InfoGain 51.48†± 3.28 10.24†± 1.23 41.21 ± 2.93 33.93 ± 0.39 37.07†± 1.42

mRMR 51.48†± 3.28 11.26†± 0.84 50.33 ± 2.49 37.79 ± 1.42 42.21 ± 2.37
ReliefF 51.48†± 3.28 20.21 ± 4.47 31.04†± 2.77 31.30†± 0.67 41.09 ± 1.48

SVM-RFE 57.49†± 5.90 10.72†± 1.67 40.13 ± 2.38 45.30 ± 4.52 43.36 ± 1.52

FS-P 52.29†± 2.88 14.04 ± 1.32 40.75 ± 3.50 45.57 ± 2.80 40.76 ± 1.25

50%

E-SVMRank 51.48†± 3.28 10.48†± 1.14 39.04†± 2.97 30.86†± 0.78 38.37†± 1.91

E-Min 51.95†± 3.32 10.02†± 1.38 39.50†± 2.98 31.16†± 1.32 37.31†± 1.68

E-Median 51.48†± 3.28 10.28†± 1.13 39.92†± 2.96 31.14†± 0.58 37.12†± 0.58

E-Mean 51.48†± 3.28 10.35†± 1.12 40.08†± 3.51 30.77†± 1.05 37.72†± 1.81
E-GeomMean 51.48†± 3.28 10.08†± 1.60 38.29†± 2.26 31.00†± 0.97 37.00†± 1.79

E-Stuart 51.48†± 3.28 9.74† ± 1.50 39.29†± 2.45 30.97†± 1.09 36.78†± 1.93

E-RRA 51.48†± 3.28 9.67† ± 0.99 39.92†± 2.92 30.91†± 1.04 36.96†± 2.12

Chi-Square 57.74†± 2.90 9.85† ± 1.44 41.33 ± 2.91 32.06†± 0.77 39.58 ± 2.16

InfoGain 51.48†± 3.28 9.76† ± 1.11 41.33 ± 2.91 32.03†± 0.79 41.93 ± 1.40

mRMR 51.48†± 3.28 10.24†± 1.09 48.54 ± 3.85 40.96†± 0.52 38.64†± 2.46

ReliefF 51.48†± 3.28 10.56†± 1.37 35.08†± 2.32 31.96†± 0.67 39.08 ± 1.79
SVM-RFE 57.49†± 5.90 10.37†± 1.53 42.38 ± 3.13 39.81†± 3.78 37.06†± 2.02

FS-P 52.29†± 2.88 9.09† ± 1.05 42.58 ± 1.72 41.91†± 2.21 35.81†± 1.10

— Classif-Only 47.31 ± 5.76 8.85 ± 1.18 40.67 ± 2.98 39.50 ± 0.20 33.65 ± 1.57



Table 5. Average percentage test error for classic datasets using a Random Forest
classifier. The cross shows results that are not significantly different than the best

Threshold Ranker Yeast Spambase Madelon Connect4 Isolet

Fisher ratio

E-SVMRank 44.60†± 2.51 10.56†± 1.94 22.37†± 3.66 30.84†± 0.69 62.90 ± 5.11

E-Min 44.20†± 2.40 8.98† ± 0.80 26.46 ± 4.50 31.96 ± 0.67 60.39†± 3.12

E-Median 43.93†± 3.74 8.78† ± 1.55 26.08 ± 4.43 30.94†± 0.64 56.08†± 4.75
E-Mean 43.86†± 3.79 11.30 ± 1.81 23.71†± 7.21 30.95†± 0.65 61.14 ± 4.20

E-GeomMean 43.80†± 2.94 10.74†± 2.12 22.25†± 3.81 30.56†± 0.56 54.73†± 3.61

E-Stuart 43.93†± 3.74 10.63†± 2.22 22.17†± 2.00 30.80†± 0.62 54.33†± 3.90
E-RRA 44.00†± 3.64 10.87†± 1.65 22.29†± 3.60 30.40†± 0.66 59.92†± 2.13

Chi-Square 53.57 ± 6.75 10.19†± 1.09 17.17†± 6.97 30.56†± 0.52 55.30†± 12.99

InfoGain 43.93†± 3.74 7.67† ± 1.06 14.46†± 2.79 30.56†± 0.52 68.17 ± 4.85

mRMR 46.83†± 2.49 12.71 ± 0.60 40.58 ± 2.69 31.92 ± 0.42 49.17†± 1.33
ReliefF 43.93†± 3.74 18.89 ± 4.44 26.21 ± 3.45 30.54†± 0.71 66.63 ± 2.82

SVM-RFE 42.45†± 4.79 11.93 ± 1.56 21.04†± 8.44 33.73 ± 0.89 64.79 ± 8.73

FS-P 43.66†± 2.36 12.76 ± 1.52 36.58 ± 5.43 34.14 ± 0.47 71.50 ± 1.48

log2(n)

E-SVMRank 52.01†± 4.88 9.98† ± 1.26 20.25†± 3.82 30.84†± 0.69 43.18†± 2.38

E-Min 50.94†± 3.36 8.89† ± 1.09 21.75†± 3.21 31.96†± 0.67 45.94†± 3.22

E-Median 54.64†± 5.22 10.56†± 1.41 16.21†± 4.53 30.94†± 0.64 47.58 ± 5.19

E-Mean 55.79†± 3.37 10.74†± 1.60 21.54†± 4.12 30.95†± 0.65 45.12†± 3.52
E-GeomMean 51.94†± 4.26 10.52†± 1.63 18.00†± 3.73 30.56†± 0.56 43.93†± 2.69

E-Stuart 54.64†± 5.22 10.65†± 1.63 17.88†± 4.16 30.80†± 0.62 44.70†± 2.30

E-RRA 54.64†± 5.22 10.56†± 1.54 17.46†± 3.47 30.40†± 0.66 45.27†± 4.55

Chi-Square 54.24†± 4.39 8.91† ± 0.77 15.33†± 2.80 30.56†± 0.52 47.58 ± 6.28

InfoGain 54.64†± 5.22 9.28† ± 1.04 14.54†± 2.21 30.56†± 0.52 52.42 ± 6.37

mRMR 50.74†± 3.26 11.98 ± 1.03 40.04 ± 4.47 31.92 ± 0.42 38.35†± 1.37

ReliefF 54.64†± 5.22 19.08 ± 3.21 15.62†± 2.70 30.54†± 0.71 57.01 ± 1.82
SVM-RFE 58.62 ± 6.29 11.72 ± 1.80 15.50†± 10.75 33.84 ± 0.73 51.02 ± 5.45

FS-P 53.57†± 4.61 10.63†± 1.44 32.25 ± 4.62 34.17 ± 0.47 57.11 ± 1.91

10%

E-SVMRank 49.90†± 2.58 9.98† ± 2.58 18.42†± 4.01 30.84†± 0.69 15.89†± 1.27
E-Min 45.15†± 3.51 8.89† ± 1.09 13.42†± 3.24 31.96†± 0.67 14.70†± 1.08

E-Median 46.76†± 2.31 10.56†± 1.41 18.38†± 3.72 30.94†± 0.64 16.53†± 1.67

E-Mean 46.70†± 2.35 10.74†± 1.60 18.00†± 4.04 30.95†± 0.65 16.29†± 1.79

E-GeomMean 47.57†± 4.08 10.52†± 1.63 16.33†± 2.78 30.56†± 0.56 15.95†± 1.18
E-Stuart 46.76†± 2.31 10.65†± 1.63 17.67†± 2.70 30.80†± 0.61 15.25†± 1.45

E-RRA 46.70†± 2.32 10.56†± 1.54 16.58†± 2.62 30.40†± 0.66 17.37 ± 1.35

Chi-Square 53.91†± 4.31 8.91† ± 0.77 19.42†± 3.62 30.56†± 0.52 16.85 ± 1.21

InfoGain 46.76†± 2.31 9.28† ± 1.04 18.50†± 2.18 30.56†± 0.52 26.36 ± 1.08
mRMR 47.84†± 3.93 11.98 ± 1.03 41.79 ± 2.27 31.92 ± 0.42 18.44 ± 1.01

ReliefF 46.76†± 2.31 19.08 ± 3.21 13.00†± 2.35 30.54†± 0.71 34.85 ± 1.23

SVM-RFE 53.44†± 6.49 11.72 ± 1.80 21.92 ± 4.42 33.84 ± 0.73 12.74†± 1.19
FS-P 48.92†± 3.82 10.63†± 1.44 30.13 ± 2.99 34.17 ± 0.47 17.34 ± 1.41

25%

E-SVMRank 46.90†± 2.58 6.41† ± 2.58 23.38†± 3.79 26.85†± 0.51 11.71†± 1.75

E-Min 45.15†± 3.51 6.48† ± 0.90 20.29†± 2.56 29.31 ± 0.93 11.03†± 1.17

E-Median 46.76†± 2.31 6.69† ± 0.83 22.92†± 3.72 26.55†± 0.84 11.72†± 1.49
E-Mean 46.70†± 2.35 6.48† ± 1.47 23.58†± 3.39 26.86†± 0.89 11.35†± 1.55

E-GeomMean 47.57†± 4.08 5.87† ± 1.08 23.29†± 4.00 26.70†± 0.70 11.67†± 0.91

E-Stuart 46.76†± 2.31 6.15† ± 0.98 22.96†± 3.10 26.64†± 0.73 11.29†± 1.20
E-RRA 46.70†± 2.32 6.98† ± 1.01 24.08†± 4.23 26.41†± 0.70 11.56†± 1.67

Chi-Square 53.91†± 4.31 6.30† ± 1.07 26.96 ± 3.27 26.45†± 0.69 14.16 ± 1.43

InfoGain 46.76†± 2.31 6.22† ± 0.92 28.00 ± 3.23 26.44†± 0.66 14.13 ± 1.20

mRMR 47.84†± 3.93 7.67† ± 2.07 46.46 ± 2.83 31.08 ± 0.79 13.33†± 1.72
ReliefF 46.76†± 2.31 11.78 ± 1.91 18.58†± 3.59 25.11†± 0.47 13.99 ± 0.98

SVM-RFE 53.44†± 6.49 6.39† ± 0.90 29.87 ± 3.89 32.14 ± 1.29 11.02†± 1.22

FS-P 48.92†± 3.82 6.93† ± 1.39 29.75 ± 3.87 33.93 ± 0.53 12.50†± 0.97

50%

E-SVMRank 46.90†± 2.58 5.39† ± 2.58 27.88†± 2.60 25.65†± 0.69 10.68†± 0.73

E-Min 45.15†± 3.51 5.76† ± 0.96 29.08†± 3.10 25.86†± 0.72 10.75†± 0.89

E-Median 46.76†± 2.31 5.72† ± 1.21 28.21†± 2.91 25.92†± 0.43 11.41†± 1.56

E-Mean 46.70†± 2.35 5.41† ± 1.27 30.58†± 4.51 25.62†± 1.14 10.54†± 0.77
E-GeomMean 47.57†± 4.08 5.67† ± 1.07 27.71†± 3.87 26.14 ± 0.83 10.57†± 1.60

E-Stuart 46.76†± 2.31 5.22† ± 1.07 28.67†± 5.69 25.86†± 0.94 10.71†± 1.11

E-RRA 46.70†± 2.32 5.65† ± 1.28 28.75†± 3.97 26.00†± 0.95 10.36†± 1.00

Chi-Square 53.91†± 4.31 6.15† ± 1.41 28.33†± 2.64 26.21 ± 0.50 10.31†± 1.45

InfoGain 46.76†± 2.31 6.09† ± 1.05 28.67†± 3.40 26.19 ± 0.50 11.12†± 1.41

mRMR 47.84†± 3.93 5.56† ± 1.21 43.13 ± 2.86 29.39 ± 0.56 11.66†± 1.46

ReliefF 46.76†± 2.31 6.56† ± 1.48 28.88†± 3.46 22.34†± 0.46 12.04†± 0.75
SVM-RFE 53.44†± 6.49 5.72† ± 0.73 32.42†± 3.29 29.93 ± 2.08 10.32†± 1.28

FS-P 48.92†± 3.82 5.72† ± 1.08 32.33†± 4.20 30.76 ± 0.77 12.44†± 2.01

— Classif-Only 41.64 ± 2.96 5.15 ± 1.24 34.75 ± 3.04 20.87 ± 0.57 11.79 ± 0.81



Table 6. Average percentage test classification error for classic datasets using a SVM
classifier. The cross shows results that are not significantly different than the best

Threshold Ranker Yeast Spambase Madelon Connect4 Isolet

Fisher ratio

E-SVMRank 53.03†± 3.21 12.76†± 4.24 33.62†± 3.88 31.20†± 0.81 63.05 ± 4.87
E-Min 52.02†± 3.38 20.28†± 3.05 33.71†± 3.83 32.09†± 0.64 59.45†± 2.65

E-Median 52.02†± 3.38 15.87†± 3.34 33.67†± 3.79 31.41†± 0.65 57.06†± 5.38

E-Mean 52.02†± 3.38 12.04†± 2.62 33.79†± 3.86 31.29†± 0.68 60.80 ± 3.75

E-GeomMean 52.02†± 3.38 13.26†± 2.59 33.42†± 4.22 30.94†± 0.63 55.46†± 4.42
E-Stuart 52.02†± 3.38 13.21†± 4.21 33.38†± 4.04 31.16†± 0.71 55.34†± 4.47

E-RRA 52.02†± 3.38 10.85†± 1.31 33.46†± 4.06 30.73†± 0.63 59.33†± 1.38

Chi-Square 63.07 ± 3.76 13.78†± 1.37 34.21†± 3.49 30.75†± 0.52 57.14†± 9.05
InfoGain 52.02†± 3.38 18.80†± 2.76 34.13†± 3.46 30.75†± 0.52 66.40 ± 5.27

mRMR 56.61†± 2.58 23.76 ± 2.21 40.88 ± 2.81 32.27 ± 0.55 50.30†± 1.58

ReliefF 52.02†± 3.38 21.00†± 5.09 33.71†± 3.70 30.76†± 0.72 66.74 ± 3.45

SVM-RFE 54.79†± 3.36 13.32†± 1.89 33.67†± 4.32 33.82 ± 0.77 62.61 ± 5.85
FS-P 52.02†± 3.38 13.78†± 1.97 34.21†± 3.05 34.17 ± 0.48 68.01 ± 1.35

log2(n)

E-SVMRank 53.91†± 3.55 14.21†± 4.10 33.79†± 4.03 31.20†± 0.81 47.44†± 1.75

E-Min 53.44†± 3.19 19.63 ± 2.46 34.29†± 3.33 32.09†± 0.64 50.74†± 3.63
E-Median 57.48†± 4.40 11.87†± 1.60 33.29†± 4.00 31.41†± 0.65 51.75 ± 5.43

E-Mean 57.69†± 4.34 11.35†± 1.55 34.00†± 3.98 31.29†± 0.68 48.52†± 3.54

E-GeomMean 54.78†± 3.27 11.56†± 1.85 33.33†± 4.13 30.94†± 0.63 49.10†± 2.58

E-Stuart 57.48†± 4.40 12.69†± 3.82 33.33†± 3.97 31.16†± 0.71 48.65†± 2.60
E-RRA 57.48†± 4.40 12.95†± 3.72 33.38†± 4.06 30.73†± 0.63 49.86†± 5.08

Chi-Square 57.48†± 4.40 13.02†± 1.16 34.00†± 3.47 30.75†± 0.52 51.06†± 4.33

InfoGain 57.48†± 4.40 13.37†± 1.46 34.04†± 3.48 30.75†± 0.52 55.05 ± 5.43
mRMR 53.44†± 3.19 22.50 ± 2.51 41.92 ± 1.61 32.27 ± 0.55 43.93†± 1.07

ReliefF 57.48†± 4.40 21.47 ± 4.16 33.33†± 4.14 30.76†± 0.72 59.48 ± 1.03

SVM-RFE 55.06†± 4.36 12.82†± 2.39 34.04†± 3.83 33.85 ± 0.74 52.65 ± 5.55

FS-P 55.32†± 3.26 12.19†± 1.74 34.46†± 3.25 34.17 ± 0.48 60.25 ± 2.23

10%

E-SVMRank 61.33†± 4.42 14.21†± 4.10 35.46†± 4.05 31.20†± 0.81 49.84†± 1.28

E-Min 64.89†± 4.51 19.63 ± 2.46 35.17†± 2.84 32.09†± 0.64 57.93 ± 2.50

E-Median 60.04†± 3.79 11.87†± 1.60 34.92†± 3.83 31.41†± 0.65 48.93†± 1.78

E-Mean 60.04†± 3.79 11.35†± 1.55 36.00†± 3.06 31.29†± 0.68 50.62†± 0.82
E-GeomMean 60.04†± 3.79 11.56†± 1.85 36.04†± 3.86 30.94†± 0.63 54.76 ± 1.48

E-Stuart 60.04†± 3.79 12.69†± 3.82 36.38†± 3.50 31.16†± 0.71 51.54†± 2.21

E-RRA 60.85†± 4.73 12.95†± 3.72 36.00†± 4.03 30.73†± 0.63 48.75†± 1.46

Chi-Square 64.89†± 4.51 13.02†± 1.16 33.96†± 3.75 30.75†± 0.52 51.11†± 2.02

InfoGain 60.04†± 3.79 13.37†± 1.46 33.96†± 3.75 30.75†± 0.52 49.29†± 1.24

mRMR 60.04†± 3.79 22.50 ± 2.51 47.08 ± 3.74 32.27 ± 0.55 47.53†± 1.55

ReliefF 60.04†± 3.79 21.47 ± 4.16 33.92†± 4.11 30.76†± 0.72 58.73 ± 1.67
SVM-RFE 62.47†± 3.85 12.82†± 2.39 39.04†± 2.61 33.85 ± 0.74 49.07†± 2.14

FS-P 60.04†± 3.79 12.19†± 1.74 36.71†± 2.36 34.17 ± 0.48 64.18 ± 2.69

25%

E-SVMRank 57.28†± 5.39 18.89†± 2.31 38.17†± 3.62 27.23†± 0.87 50.35 ± 2.57
E-Min 57.55†± 5.21 19.45 ± 1.86 38.33†± 2.50 30.32 ± 1.05 53.85 ± 1.58

E-Median 57.28†± 5.39 18.45†± 2.77 38.46†± 3.00 26.93†± 0.87 47.48†± 2.02

E-Mean 57.28†± 5.39 18.93†± 2.81 38.29†± 4.70 27.18†± 1.07 49.84 ± 1.74

E-GeomMean 57.28†± 5.39 19.10 ± 1.91 38.21†± 2.58 27.08†± 0.83 52.80 ± 1.18
E-Stuart 57.28†± 5.39 19.63 ± 2.08 38.17†± 4.05 27.03†± 1.00 50.16 ± 1.93

E-RRA 57.28†± 5.39 16.93†± 2.84 38.00†± 3.18 27.07†± 0.82 48.92†± 2.25

Chi-Square 57.28†± 5.39 18.26†± 1.69 36.46†± 3.62 26.34†± 0.72 47.24†± 2.71
InfoGain 57.28†± 5.39 17.89†± 1.77 36.42†± 3.59 26.34†± 0.72 44.15†± 1.87

mRMR 57.28†± 5.39 16.17†± 1.52 49.17 ± 1.66 32.01 ± 0.72 46.99†± 2.50

ReliefF 57.28†± 5.39 18.28†± 3.64 36.58†± 3.47 25.62†± 0.53 54.84 ± 2.67

SVM-RFE 57.28†± 4.02 17.76†± 2.58 41.83†± 2.82 33.16 ± 1.18 42.08†± 1.91
FS-P 57.28†± 5.39 12.32†± 4.78 39.17†± 1.94 34.03 ± 0.54 58.63 ± 3.50

50%

E-SVMRank 54.18†± 2.72 16.71†± 1.79 39.29†± 2.66 25.58†± 0.86 44.97 ± 3.92

E-Min 50.27†± 3.97 17.13 ± 1.93 41.21†± 2.30 26.58 ± 0.92 46.89 ± 4.85
E-Median 54.18†± 2.72 16.78†± 1.84 40.37†± 3.07 25.03†± 0.72 43.25†± 4.76

E-Mean 54.18†± 2.72 16.80†± 1.97 40.42†± 2.77 25.36†± 0.84 45.06 ± 4.26

E-GeomMean 54.18†± 2.72 16.63†± 1.96 40.33†± 2.30 26.02 ± 0.87 46.02 ± 4.15

E-Stuart 54.18†± 2.72 16.73†± 2.13 40.54†± 2.00 25.90 ± 0.76 45.49 ± 4.21
E-RRA 54.18†± 2.72 16.76†± 1.97 40.58†± 2.18 25.91 ± 0.65 43.82†± 4.57

Chi-Square 60.85 ± 3.44 16.65†± 2.14 38.50†± 3.54 24.93†± 0.64 39.71†± 3.56

InfoGain 54.18†± 2.72 16.71†± 2.14 38.54†± 3.49 24.90†± 0.66 37.19†± 2.42
mRMR 54.18†± 2.72 13.28†± 1.79 39.21†± 3.48 31.01 ± 0.51 46.35 ± 4.41

ReliefF 54.18†± 2.72 16.78†± 2.65 39.92†± 2.89 23.51†± 0.43 50.10 ± 4.00

SVM-RFE 54.19†± 3.76 17.95 ± 1.76 42.25†± 3.23 31.80 ± 2.35 36.12†± 2.78

FS-P 54.71†± 3.02 17.97 ± 2.16 40.67†± 3.84 32.55 ± 0.96 46.29 ± 2.40

— Classif-Only 57.14 ± 3.64 15.67 ± 2.18 43.96 ± 3.41 26.62 ± 0.54 32.17 ± 1.31



Table 7. Test classification error for DNA microarray datasets using a C4.5 classifier.
The value shown in parenthesis represents the number of relevant features selected by
each method. The best error for each dataset is highlighted in bold face.

Threshold Ranker Colon DLBCL CNS Leukemia Lung Prostate Ovarian

Fisher ratio

E-SVMRank 15.00 ( 5 ) 33.33 ( 5 ) 45.00 ( 10 ) 41.18 ( 5 ) 10.74 ( 10 ) 73.53 ( 5 ) 21.43 ( 5 )
E-Min 20.00 ( 5 ) 13.33 ( 5 ) 30.00 ( 5 ) 8.82 ( 5 ) 10.07 ( 5 ) 73.53 ( 5 ) 1.19 ( 5 )
E-Median 15.00 ( 5 ) 13.33 ( 5 ) 60.00 ( 15 ) 8.82 ( 5 ) 10.07 ( 5 ) 50.00 ( 5 ) 1.19 ( 5 )
E-Mean 15.00 ( 5 ) 13.33 ( 5 ) 50.00 ( 10 ) 8.82 ( 5 ) 10.07 ( 5 ) 73.53 ( 10 ) 0.00 ( 5 )
E-GeomMean 15.00 ( 5 ) 13.33 ( 5 ) 50.00 ( 5 ) 8.82 ( 5 ) 10.07 ( 5 ) 50.00 ( 5 ) 1.19 ( 5 )
E-Stuart 15.00 ( 5 ) 13.33 ( 5 ) 30.00 ( 5 ) 8.82 ( 5 ) 10.07 ( 5 ) 67.65 ( 5 ) 1.19 ( 5 )
E-RRA 15.00 ( 5 ) 13.33 ( 5 ) 35.00 ( 5 ) 8.82 ( 10 ) 10.07 ( 5 ) 67.65 ( 5 ) 0.00 ( 5 )

Chi-Square 20.00 ( 5 ) 13.33 ( 5 ) 25.00 ( 5 ) 8.82 ( 5 ) 10.07 ( 5 ) 58.82 ( 5 ) 1.19 ( 5 )
InfoGain 20.00 ( 5 ) 13.33 ( 5 ) 40.00 ( 5 ) 8.82 ( 5 ) 10.74 ( 5 ) 58.82 ( 5 ) 1.19 ( 10 )
mRMR 15.00 ( 5 ) 13.33 ( 5 ) 45.00 ( 5 ) 20.59 ( 5 ) 10.07 ( 5 ) 26.47 ( 5 ) 1.19 ( 5 )
ReliefF 15.00 ( 5 ) 13.33 ( 5 ) 30.00 ( 5 ) 8.82 ( 5 ) 2.68 ( 5 ) 26.47 ( 5 ) 0.00 ( 5 )
SVM-RFE 15.00 ( 5 ) 13.33 ( 5 ) 35.00 ( 5 ) 8.82 ( 5 ) 10.07 ( 5 ) 26.47 ( 5 ) 1.19 ( 5 )
FS-P 15.00 ( 5 ) 13.33 ( 5 ) 35.00 ( 5 ) 23.53 ( 5 ) 3.36 ( 5 ) 26.47 ( 5 ) 0.00 ( 5 )

log2(n)

E-SVMRank 15.00 ( 11 ) 26.67 ( 12 ) 50.00 ( 13 ) 26.47 ( 13 ) 10.74 ( 14 ) 26.47 ( 14 ) 13.10 ( 14 )
E-Min 15.00 ( 11 ) 13.33 ( 12 ) 40.00 ( 13 ) 8.82 ( 13 ) 10.07 ( 14 ) 70.59 ( 14 ) 2.38 ( 14 )
E-Median 20.00 ( 11 ) 13.33 ( 12 ) 40.00 ( 13 ) 8.82 ( 13 ) 10.07 ( 14 ) 73.53 ( 14 ) 3.57 ( 14 )
E-Mean 15.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 8.82 ( 13 ) 10.07 ( 14 ) 73.53 ( 14 ) 1.19 ( 14 )
E-GeomMean 20.00 ( 11 ) 13.33 ( 12 ) 55.00 ( 13 ) 8.82 ( 13 ) 10.07 ( 14 ) 73.53 ( 14 ) 3.57 ( 14 )
E-Stuart 25.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 8.82 ( 13 ) 10.07 ( 14 ) 70.59 ( 14 ) 0.00 ( 14 )
E-RRA 25.00 ( 11 ) 13.33 ( 12 ) 60.00 ( 13 ) 8.82 ( 13 ) 10.07 ( 14 ) 67.65 ( 14 ) 0.00 ( 14 )

Chi-Square 20.00 ( 11 ) 13.33 ( 12 ) 25.00 ( 13 ) 8.82 ( 13 ) 10.07 ( 14 ) 73.53 ( 14 ) 1.19 ( 14 )
InfoGain 20.00 ( 11 ) 13.33 ( 12 ) 50.00 ( 13 ) 8.82 ( 13 ) 10.74 ( 14 ) 73.53 ( 14 ) 1.19 ( 14 )
mRMR 20.00 ( 11 ) 13.33 ( 12 ) 50.00 ( 13 ) 20.59 ( 13 ) 10.07 ( 14 ) 26.47 ( 14 ) 1.19 ( 14 )
ReliefF 15.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 8.82 ( 13 ) 2.68 ( 14 ) 73.53 ( 14 ) 0.00 ( 14 )
SVM-RFE 30.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 8.82 ( 13 ) 10.07 ( 14 ) 70.59 ( 14 ) 2.38 ( 14 )
FS-P 30.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 29.41 ( 13 ) 3.36 ( 14 ) 26.47 ( 14 ) 0.00 ( 14 )

—

E2 15.00 ( 34 ) 13.33 ( 47 ) 50.00 ( 60 ) 8.82 ( 36 ) 18.12 ( 40 ) 73.53 ( 89 ) 0.00 ( 37 )
CFS 15.00 ( 19 ) 13.33 ( 47 ) 50.00 ( 60 ) 8.82 ( 36 ) 18.12 ( 40 ) 73.53 ( 89 ) 0.00 ( 37 )
Cons 15.00 ( 3 ) 13.33 ( 2 ) 50.00 ( 3 ) 8.82 ( 1 ) 18.12 ( 1 ) 76.47 ( 4 ) 0.00 ( 3 )
INT 15.00 ( 16 ) 13.33 ( 36 ) 45.00 ( 47 ) 8.82 ( 36 ) 18.12 ( 40 ) 73.53 ( 73 ) 1.19 ( 27 )
InfoGain 30.00 ( 25 ) 13.33 ( 25 ) 50.00 ( 25 ) 8.82 ( 25 ) 10.07 ( 25 ) 70.59 ( 25 ) 0.00 ( 25 )
ReliefF 15.00 ( 25 ) 13.33 ( 25 ) 35.00 ( 25 ) 8.82 ( 25 ) 2.68 ( 25 ) 67.65 ( 25 ) 1.19 ( 25 )
Classif-Only 10.00 ( − ) 13.33 ( − ) 40.00 ( − ) 8.82 ( − ) 18.12 ( − ) 73.53 ( − ) 1.19 ( − )



Table 8. Test classification error for DNA microarray datasets using a naive Bayes
classifier. The value shown in parenthesis represents the number of relevant features
selected by each method. The best error for each dataset is highlighted in bold face.

Threshold Ranker Colon DLBCL CNS Leukemia Lung Prostate Ovarian

Fisher ratio

E-SVMRank 20.00 ( 5 ) 20.00 ( 5 ) 40.00 ( 10 ) 55.88 ( 5 ) 8.72 ( 10 ) 73.53 ( 5 ) 14.29 ( 5 )
E-Min 15.00 ( 5 ) 13.33 ( 5 ) 45.00 ( 5 ) 11.77 ( 5 ) 2.68 ( 5 ) 82.35 ( 5 ) 0.00 ( 5 )
E-Median 20.00 ( 5 ) 13.33 ( 5 ) 45.00 ( 15 ) 11.77 ( 5 ) 7.38 ( 5 ) 91.18 ( 5 ) 0.00 ( 5 )
E-Mean 20.00 ( 5 ) 13.33 ( 5 ) 45.00 ( 10 ) 17.65 ( 5 ) 7.38 ( 5 ) 76.47 ( 10 ) 1.19 ( 5 )
E-GeomMean 15.00 ( 5 ) 13.33 ( 5 ) 25.00 ( 5 ) 11.77 ( 5 ) 7.38 ( 5 ) 70.59 ( 5 ) 0.00 ( 5 )
E-Stuart 20.00 ( 5 ) 13.33 ( 5 ) 40.00 ( 5 ) 2.94 ( 5 ) 2.01 ( 5 ) 79.41 ( 5 ) 0.00 ( 5 )
E-RRA 20.00 ( 5 ) 13.33 ( 5 ) 50.00 ( 5 ) 8.82 ( 10 ) 2.68 ( 5 ) 79.41 ( 5 ) 1.19 ( 5 )

Chi-Square 20.00 ( 5 ) 13.33 ( 5 ) 45.00 ( 5 ) 5.88 ( 5 ) 2.68 ( 5 ) 70.59 ( 5 ) 1.19 ( 5 )
InfoGain 20.00 ( 5 ) 13.33 ( 5 ) 40.00 ( 5 ) 5.88 ( 5 ) 2.68 ( 5 ) 70.59 ( 5 ) 2.38 ( 10 )
mRMR 20.00 ( 5 ) 13.33 ( 5 ) 55.00 ( 5 ) 29.41 ( 5 ) 5.37 ( 5 ) 73.53 ( 5 ) 0.00 ( 5 )
ReliefF 15.00 ( 5 ) 13.33 ( 5 ) 45.00 ( 5 ) 2.94 ( 5 ) 2.68 ( 5 ) 64.71 ( 5 ) 1.19 ( 5 )
SVM-RFE 15.00 ( 5 ) 6.67 ( 5 ) 40.00 ( 5 ) 8.82 ( 5 ) 4.70 ( 5 ) 82.35 ( 5 ) 0.00 ( 5 )
FS-P 15.00 ( 5 ) 13.33 ( 5 ) 50.00 ( 5 ) 35.29 ( 5 ) 4.03 ( 5 ) 50.00 ( 5 ) 2.38 ( 5 )

log2(n)

E-SVMRank 20.00 ( 11 ) 20.00 ( 12 ) 35.00 ( 13 ) 41.18 ( 13 ) 6.71 ( 14 ) 73.53 ( 14 ) 5.96 ( 14 )
E-Min 25.00 ( 11 ) 6.67 ( 12 ) 40.00 ( 13 ) 5.88 ( 13 ) 1.34 ( 14 ) 73.53 ( 14 ) 1.19 ( 14 )
E-Median 20.00 ( 11 ) 13.33 ( 12 ) 45.00 ( 13 ) 5.88 ( 13 ) 4.70 ( 14 ) 70.59 ( 14 ) 4.76 ( 14 )
E-Mean 20.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 5.88 ( 13 ) 4.03 ( 14 ) 76.47 ( 14 ) 2.38 ( 14 )
E-GeomMean 20.00 ( 11 ) 13.33 ( 12 ) 45.00 ( 13 ) 8.82 ( 13 ) 3.36 ( 14 ) 73.53 ( 14 ) 3.57 ( 14 )
E-Stuart 20.00 ( 11 ) 13.33 ( 12 ) 50.00 ( 13 ) 8.82 ( 13 ) 2.68 ( 14 ) 76.47 ( 14 ) 2.38 ( 14 )
E-RRA 20.00 ( 11 ) 13.33 ( 12 ) 40.00 ( 13 ) 8.82 ( 13 ) 0.67 ( 14 ) 82.35 ( 14 ) 2.38 ( 14 )

Chi-Square 25.00 ( 11 ) 13.33 ( 12 ) 40.00 ( 13 ) 5.88 ( 13 ) 1.34 ( 14 ) 76.47 ( 14 ) 3.57 ( 14 )
InfoGain 20.00 ( 11 ) 13.33 ( 12 ) 40.00 ( 13 ) 17.65 ( 13 ) 0.67 ( 14 ) 76.47 ( 14 ) 2.38 ( 14 )
mRMR 20.00 ( 11 ) 6.67 ( 12 ) 55.00 ( 13 ) 11.77 ( 13 ) 3.36 ( 14 ) 79.41 ( 14 ) 0.00 ( 14 )
ReliefF 20.00 ( 11 ) 13.33 ( 12 ) 40.00 ( 13 ) 8.82 ( 13 ) 0.67 ( 14 ) 76.47 ( 14 ) 2.38 ( 14 )
SVM-RFE 20.00 ( 11 ) 13.33 ( 12 ) 25.00 ( 13 ) 8.82 ( 13 ) 2.68 ( 14 ) 85.29 ( 14 ) 1.19 ( 14 )
FS-P 15.00 ( 11 ) 20.00 ( 12 ) 40.00 ( 13 ) 26.47 ( 13 ) 5.37 ( 14 ) 52.94 ( 14 ) 3.57 ( 14 )

—

E2 25.00 ( 34 ) 6.67 ( 47 ) 35.00 ( 60 ) 5.88 ( 36 ) 0.00 ( 40 ) 73.53 ( 89 ) 2.38 ( 37 )
CFS 10.00 ( 19 ) 6.67 ( 47 ) 30.00 ( 60 ) 5.88 ( 36 ) 0.00 ( 40 ) 73.53 ( 89 ) 2.38 ( 37 )
Cons 15.00 ( 3 ) 13.33 ( 2 ) 45.00 ( 3 ) 8.82 ( 1 ) 14.09 ( 1 ) 67.65 ( 4 ) 0.00 ( 3 )
INT 15.00 ( 16 ) 6.67 ( 36 ) 35.00 ( 47 ) 5.88 ( 36 ) 0.00 ( 40 ) 73.53 ( 73 ) 0.00 ( 27 )
InfoGain 15.00 ( 25 ) 6.67 ( 25 ) 45.00 ( 25 ) 5.88 ( 25 ) 0.67 ( 25 ) 73.53 ( 25 ) 2.38 ( 25 )
ReliefF 20.00 ( 25 ) 6.67 ( 25 ) 40.00 ( 25 ) 5.88 ( 25 ) 0.00 ( 25 ) 79.41 ( 25 ) 2.38 ( 25 )
Classif-Only 30.00 ( − ) 6.67 ( − ) 40.00 ( − ) 11.76 ( − ) 4.70 ( − ) 73.53 ( − ) 11.90 ( − )



Table 9. Test classification error for DNA microarray datasets using a k-NN classifier.
The value shown in parenthesis represents the number of relevant features selected by
each method. The best error for each dataset is highlighted in bold face.

Threshold Ranker Colon DLBCL CNS Leukemia Lung Prostate Ovarian

Fisher ratio

E-SVMRank 20.00 ( 5 ) 26.67 ( 5 ) 40.00 ( 10 ) 50.00 ( 5 ) 12.08 ( 10 ) 61.77 ( 5 ) 14.29 ( 5 )
E-Min 20.00 ( 5 ) 6.67 ( 5 ) 25.00 ( 5 ) 8.82 ( 5 ) 4.03 ( 5 ) 26.47 ( 5 ) 0.00 ( 5 )
E-Median 20.00 ( 5 ) 20.00 ( 5 ) 50.00 ( 10 ) 17.65 ( 5 ) 6.04 ( 5 ) 32.35 ( 5 ) 4.76 ( 5 )
E-Mean 20.00 ( 5 ) 13.33 ( 5 ) 30.00 ( 10 ) 14.71 ( 5 ) 6.04 ( 5 ) 35.29 ( 10 ) 0.00 ( 5 )
E-GeomMean 30.00 ( 5 ) 30.00 ( 5 ) 30.00 ( 5 ) 17.65 ( 5 ) 6.04 ( 5 ) 32.35 ( 5 ) 3.57 ( 5 )
E-Stuart 25.00 ( 5 ) 13.33 ( 5 ) 30.00 ( 5 ) 5.88 ( 5 ) 4.03 ( 5 ) 50.00 ( 5 ) 3.57 ( 5 )
E-RRA 20.00 ( 5 ) 13.33 ( 5 ) 25.00 ( 5 ) 11.77 ( 10 ) 4.03 ( 5 ) 50.00 ( 5 ) 2.38 ( 5 )

Chi-Square 30.00 ( 5 ) 26.67 ( 5 ) 45.00 ( 5 ) 2.94 ( 5 ) 2.68 ( 5 ) 38.24 ( 5 ) 2.38 ( 5 )
InfoGain 30.00 ( 5 ) 26.67 ( 5 ) 55.00 ( 5 ) 8.82 ( 5 ) 3.36 ( 5 ) 38.24 ( 5 ) 3.57 ( 10 )
mRMR 40.00 ( 5 ) 13.33 ( 5 ) 55.00 ( 5 ) 29.41 ( 5 ) 6.71 ( 5 ) 58.82 ( 5 ) 0.00 ( 5 )
ReliefF 15.00 ( 5 ) 13.33 ( 5 ) 30.00 ( 5 ) 8.82 ( 5 ) 2.01 ( 5 ) 44.12 ( 5 ) 2.38 ( 5 )
SVM-RFE 10.00 ( 5 ) 13.33 ( 5 ) 30.00 ( 5 ) 5.88 ( 5 ) 2.68 ( 5 ) 50.00 ( 5 ) 0.00 ( 5 )
FS-P 35.00 ( 5 ) 20.00 ( 5 ) 30.00 ( 5 ) 35.29 ( 5 ) 14.77 ( 5 ) 38.24 ( 5 ) 2.38 ( 5 )

log2(n)

E-SVMRank 15.00 ( 11 ) 13.33 ( 12 ) 40.00 ( 13 ) 35.29 ( 13 ) 9.40 ( 14 ) 70.59 ( 14 ) 7.14 ( 14 )
E-Min 20.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 14.71 ( 13 ) 3.36 ( 14 ) 50.00 ( 14 ) 0.00 ( 14 )
E-Median 25.00 ( 11 ) 6.67 ( 12 ) 50.00 ( 13 ) 5.88 ( 13 ) 2.68 ( 14 ) 52.94 ( 14 ) 2.38 ( 14 )
E-Mean 10.00 ( 11 ) 6.67 ( 12 ) 30.00 ( 13 ) 8.82 ( 13 ) 6.71 ( 14 ) 52.94 ( 14 ) 0.00 ( 14 )
E-GeomMean 15.00 ( 11 ) 6.67 ( 12 ) 50.00 ( 13 ) 11.77 ( 13 ) 2.68 ( 14 ) 41.18 ( 14 ) 2.38 ( 14 )
E-Stuart 30.00 ( 11 ) 6.67 ( 12 ) 20.00 ( 13 ) 11.77 ( 13 ) 2.68 ( 14 ) 41.18 ( 14 ) 3.57 ( 14 )
E-RRA 20.00 ( 11 ) 6.67 ( 12 ) 20.00 ( 13 ) 8.82 ( 13 ) 0.67 ( 14 ) 50.00 ( 14 ) 3.57 ( 14 )

Chi-Square 35.00 ( 11 ) 13.33 ( 12 ) 15.00 ( 13 ) 8.82 ( 13 ) 2.01 ( 14 ) 61.77 ( 14 ) 3.57 ( 14 )
InfoGain 25.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 11.77 ( 13 ) 2.01 ( 14 ) 52.94 ( 14 ) 3.57 ( 14 )
mRMR 30.00 ( 11 ) 13.33 ( 12 ) 45.00 ( 13 ) 23.53 ( 13 ) 4.70 ( 14 ) 55.88 ( 14 ) 0.00 ( 14 )
ReliefF 20.00 ( 11 ) 26.67 ( 12 ) 25.00 ( 13 ) 11.77 ( 13 ) 2.01 ( 14 ) 55.88 ( 14 ) 3.57 ( 14 )
SVM-RFE 15.00 ( 11 ) 20.00 ( 12 ) 30.00 ( 13 ) 2.94 ( 13 ) 1.34 ( 14 ) 70.59 ( 14 ) 0.00 ( 14 )
FS-P 30.00 ( 11 ) 26.67 ( 12 ) 50.00 ( 13 ) 32.35 ( 13 ) 19.46 ( 14 ) 32.35 ( 14 ) 2.38 ( 14 )

—

E2 50.00 ( 34 ) 13.33 ( 47 ) 35.00 ( 60 ) 14.71 ( 36 ) 0.00 ( 40 ) 67.65 ( 89 ) 0.00 ( 37 )
CFS 20.00 ( 19 ) 13.33 ( 47 ) 35.00 ( 60 ) 14.71 ( 36 ) 0.00 ( 40 ) 67.65 ( 89 ) 0.00 ( 37 )
Cons 15.00 ( 3 ) 26.67 ( 2 ) 35.00 ( 3 ) 8.82 ( 1 ) 18.12 ( 1 ) 73.53 ( 4 ) 0.00 ( 3 )
INT 20.00 ( 16 ) 13.33 ( 36 ) 40.00 ( 47 ) 14.71 ( 36 ) 0.00 ( 40 ) 67.65 ( 73 ) 0.00 ( 27 )
InfoGain 15.00 ( 25 ) 6.67 ( 25 ) 30.00 ( 25 ) 5.88 ( 25 ) 1.34 ( 25 ) 58.82 ( 25 ) 3.57 ( 25 )
ReliefF 15.00 ( 25 ) 6.67 ( 25 ) 40.00 ( 25 ) 17.65 ( 25 ) 1.34 ( 25 ) 70.59 ( 25 ) 0.00 ( 25 )
Classif-Only 5.00 ( − ) 26.67 ( − ) 45.00 ( − ) 29.41 ( − ) 2.01 ( − ) 47.06 ( − ) 7.14 ( − )



Table 10. Test classification error for DNAmicroarray datasets using a Random Forest
classifier. The value shown in parenthesis represents the number of relevant features
selected by each method. The best error for each dataset is highlighted in bold face.

Threshold Ranker Colon DLBCL CNS Leukemia Lung Prostate Ovarian

Fisher ratio

E-SVMRank 15.00 ( 5 ) 20.00 ( 5 ) 25.00 ( 10 ) 41.18 ( 5 ) 12.75 ( 10 ) 52.94 ( 5 ) 22.62 ( 5 )
E-Min 15.00 ( 5 ) 13.33 ( 5 ) 30.00 ( 5 ) 17.65 ( 5 ) 2.68 ( 5 ) 50.00 ( 5 ) 1.19 ( 5 )
E-Median 20.00 ( 5 ) 13.33 ( 5 ) 40.00 ( 10 ) 23.53 ( 5 ) 10.74 ( 5 ) 26.47 ( 5 ) 3.57 ( 5 )
E-Mean 15.00 ( 5 ) 13.33 ( 5 ) 25.00 ( 10 ) 8.82 ( 5 ) 10.07 ( 5 ) 70.59 ( 10 ) 1.19 ( 5 )
E-GeomMean 20.00 ( 5 ) 13.33 ( 5 ) 40.00 ( 5 ) 8.82 ( 5 ) 10.74 ( 5 ) 32.35 ( 5 ) 2.38 ( 5 )
E-Stuart 20.00 ( 5 ) 13.33 ( 5 ) 35.00 ( 5 ) 23.53 ( 5 ) 10.07 ( 5 ) 26.47 ( 5 ) 2.38 ( 5 )
E-RRA 10.00 ( 5 ) 13.33 ( 5 ) 45.00 ( 5 ) 2.94 ( 10 ) 9.40 ( 5 ) 70.59 ( 5 ) 2.38 ( 5 )

Chi-Square 20.00 ( 5 ) 13.33 ( 5 ) 30.00 ( 5 ) 8.82 ( 5 ) 9.40 ( 5 ) 70.58 ( 5 ) 4.76 ( 5 )
InfoGain 20.00 ( 5 ) 13.33 ( 5 ) 40.00 ( 5 ) 8.82 ( 5 ) 9.40 ( 5 ) 26.47 ( 5 ) 3.57 ( 10 )
mRMR 25.00 ( 5 ) 6.67 ( 5 ) 50.00 ( 5 ) 32.35 ( 5 ) 10.07 ( 5 ) 38.24 ( 5 ) 0.00 ( 5 )
ReliefF 20.00 ( 5 ) 13.33 ( 5 ) 25.00 ( 5 ) 17.65 ( 5 ) 6.04 ( 5 ) 20.59 ( 5 ) 1.19 ( 5 )
SVM-RFE 20.00 ( 5 ) 13.33 ( 5 ) 40.00 ( 5 ) 5.88 ( 5 ) 10.74 ( 5 ) 26.47 ( 5 ) 0.00 ( 5 )
FS-P 15.00 ( 5 ) 13.33 ( 5 ) 25.00 ( 5 ) 26.47 ( 5 ) 7.38 ( 5 ) 26.47 ( 5 ) 2.38 ( 5 )

log2(n)

E-SVMRank 15.00 ( 11 ) 13.33 ( 12 ) 40.00 ( 13 ) 32.35 ( 13 ) 14.09 ( 14 ) 29.41 ( 14 ) 4.76 ( 14 )
E-Min 25.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 2.94 ( 13 ) 2.68 ( 14 ) 70.59 ( 14 ) 0.00 ( 14 )
E-Median 30.00 ( 11 ) 13.33 ( 12 ) 45.00 ( 13 ) 20.59 ( 13 ) 10.07 ( 14 ) 32.35 ( 14 ) 2.38 ( 14 )
E-Mean 20.00 ( 11 ) 13.33 ( 12 ) 40.00 ( 13 ) 17.65 ( 13 ) 8.05 ( 14 ) 26.47 ( 14 ) 2.38 ( 14 )
E-GeomMean 15.00 ( 11 ) 13.33 ( 12 ) 40.00 ( 13 ) 5.88 ( 13 ) 4.03 ( 14 ) 38.24 ( 14 ) 2.38 ( 14 )
E-Stuart 20.00 ( 11 ) 13.33 ( 12 ) 30.00 ( 13 ) 11.77 ( 13 ) 4.70 ( 14 ) 70.59 ( 14 ) 3.57 ( 14 )
E-RRA 25.00 ( 11 ) 13.33 ( 12 ) 40.00 ( 13 ) 14.71 ( 13 ) 6.04 ( 14 ) 26.47 ( 14 ) 0.00 ( 14 )

Chi-Square 25.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 8.82 ( 13 ) 14.09 ( 14 ) 23.53 ( 14 ) 3.57 ( 14 )
InfoGain 25.00 ( 11 ) 13.33 ( 12 ) 25.00 ( 13 ) 17.65 ( 13 ) 6.71 ( 14 ) 26.47 ( 14 ) 3.57 ( 14 )
mRMR 10.00 ( 11 ) 13.33 ( 12 ) 45.00 ( 13 ) 29.41 ( 13 ) 8.72 ( 14 ) 23.53 ( 14 ) 0.00 ( 14 )
ReliefF 15.00 ( 11 ) 13.33 ( 12 ) 30.00 ( 13 ) 17.65 ( 13 ) 2.68 ( 14 ) 26.47 ( 14 ) 2.38 ( 14 )
SVM-RFE 30.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 14.71 ( 13 ) 2.68 ( 14 ) 70.59 ( 14 ) 0.00 ( 14 )
FS-P 35.00 ( 11 ) 26.67 ( 12 ) 25.00 ( 13 ) 32.35 ( 13 ) 16.78 ( 14 ) 26.47 ( 14 ) 2.38 ( 14 )

—

E2 20.00 ( 34 ) 13.33 ( 47 ) 40.00 ( 60 ) 11.77 ( 36 ) 1.34 ( 40 ) 64.71 ( 89 ) 0.00 ( 37 )
CFS 20.00 ( 19 ) 13.33 ( 47 ) 40.00 ( 60 ) 14.71 ( 36 ) 1.34 ( 40 ) 70.59 ( 89 ) 0.00 ( 37 )
Cons 15.00 ( 3 ) 13.33 ( 2 ) 45.00 ( 3 ) 8.82 ( 1 ) 18.12 ( 1 ) 73.53 ( 4 ) 0.00 ( 3 )
INT 20.00 ( 16 ) 13.33 ( 36 ) 40.00 ( 47 ) 11.77 ( 36 ) 1.34 ( 40 ) 52.94 ( 73 ) 0.00 ( 27 )
InfoGain 15.00 ( 25 ) 13.33 ( 25 ) 40.00 ( 25 ) 8.82 ( 25 ) 2.01 ( 25 ) 64.71 ( 25 ) 0.00 ( 25 )
ReliefF 20.00 ( 25 ) 13.33 ( 25 ) 30.00 ( 25 ) 11.77 ( 25 ) 2.68 ( 25 ) 64.71 ( 25 ) 2.38 ( 25 )
Classif-Only 35.00 ( − ) 26.67 ( − ) 40.00 ( − ) 29.41 ( − ) 9.40 ( − ) 44.12 ( − ) 10.53 ( − )



Table 11. Test classification error for DNA microarray datasets using a SVM classifier.
The value shown in parenthesis represents the number of relevant features selected by
each method. The best error for each dataset is highlighted in bold face.

Threshold Ranker Colon DLBCL CNS Leukemia Lung Prostate Ovarian

Fisher ratio

E-SVMRank 20.00 ( 5 ) 33.33 ( 5 ) 35.00 ( 10 ) 41.18 ( 5 ) 12.08 ( 10 ) 73.53 ( 5 ) 30.95 ( 5 )
E-Min 15.00 ( 5 ) 13.33 ( 5 ) 40.00 ( 5 ) 14.71 ( 5 ) 0.67 ( 5 ) 73.53 ( 5 ) 0.00 ( 5 )
E-Median 25.00 ( 5 ) 13.33 ( 5 ) 35.00 ( 10 ) 20.59 ( 5 ) 6.04 ( 5 ) 73.53 ( 5 ) 0.00 ( 5 )
E-Mean 20.00 ( 5 ) 13.33 ( 5 ) 35.00 ( 10 ) 29.41 ( 5 ) 6.04 ( 5 ) 73.53 ( 10 ) 1.19 ( 5 )
E-GeomMean 10.00 ( 5 ) 13.33 ( 5 ) 25.00 ( 5 ) 20.59 ( 5 ) 6.04 ( 5 ) 58.82 ( 5 ) 0.00 ( 5 )
E-Stuart 20.00 ( 5 ) 13.33 ( 5 ) 30.00 ( 5 ) 8.82 ( 5 ) 2.68 ( 5 ) 73.53 ( 5 ) 0.00 ( 5 )
E-RRA 20.00 ( 5 ) 13.33 ( 5 ) 35.00 ( 5 ) 14.71 ( 10 ) 4.70 ( 5 ) 73.53 ( 5 ) 1.19 ( 5 )

Chi-Square 20.00 ( 5 ) 13.33 ( 5 ) 35.00 ( 5 ) 17.65 ( 5 ) 2.01 ( 5 ) 73.53 ( 5 ) 0.00 ( 5 )
InfoGain 20.00 ( 5 ) 13.33 ( 5 ) 35.00 ( 5 ) 17.65 ( 5 ) 9.40 ( 5 ) 73.53 ( 5 ) 1.19 ( 10 )
mRMR 25.00 ( 5 ) 13.33 ( 5 ) 35.00 ( 5 ) 29.41 ( 5 ) 8.72 ( 5 ) 73.53 ( 5 ) 0.00 ( 5 )
ReliefF 20.00 ( 5 ) 13.33 ( 5 ) 35.00 ( 5 ) 5.88 ( 5 ) 2.01 ( 5 ) 73.53 ( 5 ) 1.19 ( 5 )
SVM-RFE 20.00 ( 5 ) 13.33 ( 5 ) 35.00 ( 5 ) 5.88 ( 5 ) 1.34 ( 5 ) 73.53 ( 5 ) 0.00 ( 5 )
FS-P 15.00 ( 5 ) 13.33 ( 5 ) 35.00 ( 5 ) 38.24 ( 5 ) 12.08 ( 5 ) 26.47 ( 5 ) 1.19 ( 5 )

log2(n)

E-SVMRank 20.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 41.18 ( 13 ) 7.38 ( 14 ) 70.59 ( 14 ) 5.95 ( 14 )
E-Min 20.00 ( 11 ) 6.67 ( 12 ) 35.00 ( 13 ) 14.71 ( 13 ) 0.67 ( 14 ) 73.53 ( 14 ) 0.00 ( 14 )
E-Median 25.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 11.77 ( 13 ) 3.36 ( 14 ) 73.53 ( 14 ) 2.38 ( 14 )
E-Mean 15.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 41.18 ( 13 ) 4.03 ( 14 ) 73.53 ( 14 ) 1.19 ( 14 )
E-GeomMean 15.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 29.41 ( 13 ) 2.01 ( 14 ) 73.53 ( 14 ) 0.00 ( 14 )
E-Stuart 15.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 17.65 ( 13 ) 1.34 ( 14 ) 73.53 ( 14 ) 0.00 ( 14 )
E-RRA 15.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 17.65 ( 13 ) 0.67 ( 14 ) 73.53 ( 14 ) 0.00 ( 14 )

Chi-Square 25.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 17.65 ( 13 ) 0.67 ( 14 ) 73.53 ( 14 ) 1.19 ( 14 )
InfoGain 25.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 14.71 ( 13 ) 1.34 ( 14 ) 73.53 ( 14 ) 1.19 ( 14 )
mRMR 20.00 ( 11 ) 6.67 ( 12 ) 35.00 ( 13 ) 29.41 ( 13 ) 6.04 ( 14 ) 73.53 ( 14 ) 0.00 ( 14 )
ReliefF 15.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 14.71 ( 13 ) 0.67 ( 14 ) 73.53 ( 14 ) 2.38 ( 14 )
SVM-RFE 30.00 ( 11 ) 6.67 ( 12 ) 35.00 ( 13 ) 2.94 ( 13 ) 2.01 ( 14 ) 73.53 ( 14 ) 0.00 ( 14 )
FS-P 35.00 ( 11 ) 13.33 ( 12 ) 35.00 ( 13 ) 35.29 ( 13 ) 6.04 ( 14 ) 26.47 ( 14 ) 2.38 ( 14 )

—

E2 20.00 ( 34 ) 6.67 ( 47 ) 35.00 ( 60 ) 11.76 ( 36 ) 1.34 ( 40 ) 2.94 ( 89 ) 0.00 ( 37 )
CFS 15.00 ( 19 ) 6.67 ( 47 ) 35.00 ( 60 ) 11.76 ( 36 ) 1.34 ( 40 ) 2.94 ( 89 ) 0.00 ( 37 )
Cons 20.00 ( 3 ) 13.33 ( 2 ) 35.00 ( 3 ) 20.59 ( 1 ) 18.12 ( 1 ) 73.53 ( 4 ) 0.00 ( 3 )
INT 15.00 ( 16 ) 13.33 ( 36 ) 40.00 ( 47 ) 11.76 ( 36 ) 1.34 ( 40 ) 29.41 ( 73 ) 0.00 ( 27 )
InfoGain 15.00 ( 25 ) 6.67 ( 25 ) 35.00 ( 25 ) 11.76 ( 25 ) 0.67 ( 25 ) 2.94 ( 25 ) 1.19 ( 25 )
ReliefF 15.00 ( 25 ) 6.67 ( 25 ) 30.00 ( 25 ) 17.65 ( 25 ) 2.01 ( 25 ) 5.88 ( 25 ) 0.00 ( 25 )
Classif-Only 25.00 ( − ) 13.33 ( − ) 30.00 ( − ) 14.71 ( − ) 0.67 ( − ) 47.06 ( − ) 0.00 ( − )
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Fig. 1. Test errors obtained by individual and ensemble approach, this latter using the
Fisher Ratio threshold value and the naive Bayes classifier.
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Fig. 2. Test errors obtained by individual and ensemble approach, this latter using the
log2n threshold value and the SVM classifier.
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Fig. 3. Test errors obtained by individual and ensemble approach, this latter using the
25% threshold value and the C4.5 classifier.
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Fig. 4. Test errors obtained by individual and ensemble approach, this latter using the
50% threshold value and the k-NN classifier.
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Fig. 5. Averaged test error for threshold values in some specific scenarios using Random
Forest classifier.
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A B S T R A C T

Feature selection ensemble methods are a recent approach aiming at adding diversity in sets of selected features,
improving performance and obtaining more robust and stable results. However, using an ensemble introduces
the need for an aggregation step to combine all the output methods that confirm the ensemble. Besides, when
trying to improve computational efficiency, ranking methods that order all initial features are preferred, and so
an additional thresholding step is also mandatory. In this work two different ensemble designs based on ranking
methods are described. The main difference between them is the order in which the combination and thresh-
olding steps are performed. In addition, a new automatic threshold based on the combination of three data
complexity measures is proposed and compared with traditional thresholding approaches based on retaining a
fixed percentage of features. The behavior of these methods was tested, according to the SVM classification
accuracy, with satisfactory results, for three different scenarios: synthetic datasets and two types of real datasets
(where sample size is much higher than feature size, and where feature size is much higher than sample size).

1. Introduction

In recent years the size of the datasets used for machine learning has
increased considerably, with the result that feature selection (FS) has
become an essential preprocessing step for many data mining applica-
tions. Since FS reduces storage needs and removes irrelevant and re-
dundant information, it improves the computational time needed for
the machine learning algorithms. Several studies have demonstrated
that FS can greatly improve the performance of subsequent classifica-
tion [1–3]. Many approaches and algorithms [1,4,5] have been em-
ployed for this task, in the quest for more robust, compact and high-
quality feature subsets.

To evaluate the features of a dataset, two different general ap-
proaches may be used: (i) individual evaluation and (ii) subset eva-
luation [6]. Individual evaluation methods, also known as rankers, as-
sign a level of relevance to each feature and return an ordered ranking
of all the features. Although this approach is not capable of eliminating
redundant features, it notably improves computational performance
over the subset evaluation approach. Subset evaluation generates suc-
cessive subsets of features that are iteratively evaluated, using an op-
timality criterion, until the final subset of selected features is obtained.
Although this approach has the advantage of detecting feature re-
dundancy, it is computationally less efficient.

Although machine learning methods traditionally have used a single

learning model to solve a particular problem, recently it has been
shown that combining multiple different models can improve results.
This approach, called ensemble learning, is based on the supposition
that combining the output of multiple experts is better than using the
output of any single expert [7–9]. Analogously, while FS is more fre-
quently based on using a single algorithm, lately a few works have
adopted the idea of ensemble learning for this task [10–12]. An en-
semble for FS works by combining the outputs of several FS methods,
aggregating partial results to obtain more robust and stable features for
subsequent learning tasks. Two general strategies can be used to in-
troduce the key concept of diversity in the ensembles. In the hetero-
geneous approach several different FS algorithms are used, whereas the
traditional homogeneous approach uses different partitions of the
training dataset fed to the same algorithm and producing different re-
sults that are also combined. This second strategy is the one exploited
by the well-known bagging and boosting algorithms [13,14]. Diversity
and robustness are thus achieved through the use of multiple feature
evaluation criteria [15]. Although both approaches—in which diversity
is the key concept—are of interest, the heterogeneous strategy is of
most interest when the user does not have the technical knowledge
necessary to select the most suitable algorithm for their problem. En-
sembles of filters have previously been used for different scenarios and
also for different classifiers, with outputs combined by means of
common simple voting [16,17]. Ensembles of feature rankers have also
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been used for different applications [18,19], with the single ranked
features combined in a global ranking using different approaches. Other
works propose a feature ranking scheme for an ensemble of multilayer
perceptrons (MLPs) [20], applied with a stopping criterion based on the
Out-of-Bootstrap (OOB) estimate [21].

In this study, the ensemble learning idea was applied to the FS
process and different ensemble configurations and designs were exe-
cuted and compared. An heterogeneous ensemble approach was im-
plemented, aimed at reducing the variability induced by using in-
dividual FS methods and taking advantage of the strengths and
overcoming the weaknesses of the individual methods. In addition,
ranker methods were used to configure the FS ensemble, since rankers
can reduce the size of data without compromising the time and memory
requirements of machine learning algorithms.

Since we were working with rankings, at some point we needed to
establish a threshold to retain only the relevant features and to combine
the rankings obtained by the different methods configuring the en-
semble. In this respect, the main novelty of our proposal herein is the
use of two different models, depending on whether thresholding was
performed before or after combination (Design TC and Design CT). The
performance of each model is analyzed and compared to the other ac-
cording to the SVM classification accuracy. Since establishing an ade-
quate threshold is not trivial, we also propose a methodology for es-
tablishing automatic thresholds based on measurements of data
complexity [22] for feature rankings, both in Design TC and Design CT.

To sum up, the main contributions of our proposal are: (i) to free the
user from having to select a specific FS method that works well with
their dataset, given that most methods produce variable results de-
pending on application characteristics; and (ii) to free the user from
having to select a specific threshold and having to experiment with
different percentages of retained features. The outcome is completely
automatic FS methods that are independent of the nature of the dataset
in that they obtain a generic threshold that runs smoothly in different
scenarios and extracts the best subset of features from each dataset
without having to pre-set threshold in feature percentages.

We experimented with a large and assorted suite of datasets, in-

cluding artificial datasets, classical real datasets and microarray data-
sets. Based on our results, we state conclusions and propose guidelines
of possible interest for future applications of ensembles for FS purposes.

The remainder of this paper is organized as follows. Section 2 de-
scribes the rationale under the design of the two ensemble approaches
proposed; Section 3 is an introduction to the proposed method and its
different components: ranker methods, combination (also called ag-
gregation) methods, threshold values and classifier method used;
Section 4 describes the proposed scenarios, experimental design and
experimental results; and finally, Section 5 summarizes our conclusions
and recommendations and proposes new lines of future work.

2. Information fusion design

In this study an ensemble of FS methods was used with the aim of
obtaining more consistent, efficient and robust solutions than those
yielded by individual methods. Using an ensemble means that the
performance variance of obtaining a single result is reduced; in addi-
tion, the combination of multiple subsets might help to remove less
relevant features [10–12]. The approach also has the advantage of not
requiring the user to understand the technical details of individual al-
gorithms and their suitability for certain datasets. We tested different
ensemble methods and different numbers of ranking techniques to
configure an ensemble (described in [11,23]), formed of six different FS
methods—the combination that produced the best results.

There are several ways to design an ensemble [24] and the first
decision is to select the FS methods. In our proposal, rankers were used
since computational efficiency was our priority. The different FS ran-
kers were individually applied to a particular dataset and the single
final subset was obtained by combining the obtained outputs, for which
reason a combination method was chosen. The use of rankers made it
mandatory to apply a threshold to limit the number of selected features
and so ensure efficiency in the subsequent learning methods. Different
designs were obtained depending on the order of the combination and
thresholding operations. Finally, of other possibilities for the ensemble
[11,24], we opted for an ensemble of n different ranker methods ap-
plied to the same training data, with two different designs: (i) rankings
combined before thresholding; and (ii) a threshold cutoff applied before
combining rankings.

2.1. Design CT: combination followed by thresholding

The generic design of an ensemble of feature rankers is based on
obtaining the result of each ranker method—an ordered ranking—
using an aggregator to fuse the rankings into a single final ranking and
subsequently applying a threshold cutoff to obtain a final practical
subset of features [7]. The pseudo-code for this approach is given in
Algorithm 1.

2.2. Design TC: thresholding followed by combination

We redesigned the generic ensemble (i.e. Design TC) by reversing the
order of the combination and thresholding steps. Therefore, the result
of each ranker method was obtained as a first step, as in the generic
design. A threshold cutoff was selected and applied to each single
output to obtain individual partial subsets of features. Finally, these
subsets were joined to achieve a single final subset of features. The
pseudo-code for this approach is given in Algorithm 2.

Data: N — number of ranker methods
Data: T — number of features to be selected

Result: P — classification prediction

1 for each n from 1 to N do
2 Obtain ranking Rn using ranker method rn

3 end
4 R = Obtain the final ranking by joining all Rn rankings using the Min combination method.
5 T = Select a threshold value cutoff t from those available and apply.
6 S = Select the T top attributes from R.
7 Build the classifier with the selected attributes S .
8 Obtain prediction P.

Algorithm 1. Pseudo-code for Design CT: combination followed by thresholding.
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3. Proposed methodology

As with most learning algorithms, each FS method has its strengths
and weaknesses and performance depends on the characteristics of the
datasets to which the method is applied. To optimize performance,
some knowledge of existing algorithms is required to be able to select
an appropriate method for a particular dataset. One possible solution to
this problem is to use an ensemble of FS methods that performs ac-
ceptably well, regardless of the nature of the problem. Several FS
methods can be used, with their partial results combined as a single
result. Several decisions need to be made, however, regarding the
specific FS and combination methods to be used. Below we first de-
scribe rankers, combination methods, thresholds and classification
methods and then we describe the ensemble designs derived from the
two different combination and thresholding sequences.

3.1. Feature selection methods

Of the many FS methods described in the literature, four filter
methods and two embedded methods were chosen. This set of ranker
methods was selected because (i) they are amply used by researchers
for FS purposes; and (ii) the fact that they are based on different metrics
ensures diversity in the final ensemble:

• Chi-Square [25] (filter). This univariate filter, based on the χ2 sta-
tistic, independently evaluates each feature with respect to the
classes. The higher the chi square value, the more relevant the
feature with respect to the class.

• Information Gain (InfoGain) [26] (filter). One of the most common
univariate methods for attribute evaluation, this filter assesses fea-
tures according to their information gain considering a single fea-
ture at a time.

• Minimum Redundancy Maximum Relevance (mRMR) [27] (filter). This
filter uses mutual information to select the most relevant features for
the target class that are also minimally redundant, i.e., it selects
features that are maximally dissimilar.

• ReliefF [28] (filter). The original Relief filter [29] works by randomly
sampling an instance from the dataset and then locating its nearest
neighbor from the same and opposite class. The values of the nearest
neighbor attributes are compared to the sampled instance so as to
update relevance scores for each attribute. The rationale is that a
useful attribute should differentiate between instances from dif-
ferent classes and should have the same value for instances from the
same class. ReliefF has the added ability of dealing with multiclass
problems and is also more robust in dealing with incomplete and
noisy data. This method can be applied in all situations, has low
bias, includes interaction between features, and may capture local
dependencies that other methods miss.

• Recursive Feature Elimination for Support Vector Machines (SVM-RFE)
[30] (embedded). This embedded method trains an SVM classifier
iteratively with the current set of features. The least important
features are then removed by an RFE process using weight as the
ranking criterion.

• Feature Selection-Perceptron (FS-P) [31] (embedded). This embedded
method is based on a perceptron, a type of artificial neural network
that can be viewed as a linear classifier, i.e., as the simplest kind of
feedforward neural network. It consists of training a perceptron in a
supervised learning context. Interconnection weights are used as
indicators of the most relevant features for ranking.

In a previous publication [11,12], a preliminary diversity study was
carried out on two classical datasets called SpamBase and Isolet (de-
scribed in Section 4.1 below). This study, aimed at checking whether
the rankings obtained by the different methods were substantially dif-
ferent, consisted of comparing the rankings obtained by the FS methods
forming the ensemble using Spearman’s rank correlation coefficient
[32].

The results obtained (with Spearman ρ values far from 1 reflecting
equality in the rankings) pointed to a considerable difference between
the partial rankings, indicating that the FS rankers chosen for the en-
semble would be sufficiently diverse in their behavior.

3.2. Threshold values

As previously mentioned, the FS methods used in this study are all
rankers (they sort all features) and so it was necessary to establish a
threshold cutoff to obtain a practical subset of features. Most studies in
the literature use thresholds that retain different percentages of features
[1,33]. Since threshold values are dependent on the particular dataset
being studied, several attempts have been made to develop a general
automatic threshold [12,34,35]. The idea of establishing an automatic
threshold [12,23] is based on using dataset complexity measures to
obtain an optimal number of features to be used for subsequent clas-
sification purposes. That idea is taken up and expanded in this study for
new scenarios and new designs. Note that the time required to calculate
automatic thresholds is almost negligible, especially for datasets with
few classes (see Section 4.2).

We carried out an exhaustive study that compared traditional fixed
thresholds—taken as our baseline—with our proposed automatic ap-
proaches, both for Design CT and Design TC. The automatic approach for
the thresholding step (which was already described for Design CT
elsewhere [23]) can be applied similarly on Design TC. The approach
individually calculates the complexity measure for each feature of the
dataset and, finally, it establishes the final subset of features according
to the following formula:

Data: N — number of ranker methods
Data: Tn — number of features to be selected

Result: P — classification prediction

1 for each n from 1 to N do
2 Obtain ranking Rn using ranker method rn

3 Tn = Select a threshold cutoff t from those available and apply to each Rn.
4 S n = Select the Tn top attributes from each Rn.
5 end
6 C = Select a combination method.
7 S = Obtain the final subset by combining all S n subsets using C.
8 Build the classifier with the selected attributes S .
9 Obtain prediction P.

Algorithm 2. Pseudo-code for Design TC: thresholding followed by combination.
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= × + − ×e α CM α ρ(1 ) (1)

where α is a parameter with a value in the interval [0, 1] that balances
the importance of both the error obtained and the number of features
retained, ( =α 0.75 empirically for this work), CM is one of the com-
plexity measures described below (F1, F2, F3 or CF) and ρ is the per-
centage of features retained with a value in the interval [0, 1]. In this
work, the feature percentages were calculated for batches of log2(n)
features. That is, we calculated e using only the first batch of log2(n)
features, and then calculated e for the batch of 2× log2(n), selecting the
best result for both. A smaller complexity value e represents an easier
problem.

Tested to delimit data dimensionality were seven different threshold
values, four of which are automatic thresholds based on complexity
measures:

• Fixed thresholds. 50%, 25% and 10% fixed thresholds were used to
select the top 50%, 25% and 10% of the features of the ordered
ranking respectively.

• Maximum Fisher’s discriminant ratio (F1). This measure is defined for
a multidimensional problem as:
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where μi, σ ,i
2 and pi are the mean, variance and proportion of the ith

class c, respectively. In this work the inverse of the Fisher ratio (1/
F1) has been used, such that a small complexity value represents an
easy problem.

• Volume of overlap region (F2). Let the maximum and minimum va-
lues of each feature fi in class cj be max(fi, cj) and min(fi, cj). The
overlap measure F2 is thus defined as:

∏= −
−

F max MINMAX MAXMIN
MAXMAX MINMIN

2 (0, ) ,
i

i i

i i (3)

where = ⋯i d1, , for a d-dimensional problem, and

=
=
=

=

MINMAX MIN max f c max f c
MAXMIN MAX min f c min f c
MAXMAX MAX max f c max f c
MINMIN MIN min f c min f c

( ( , ), ( , ))
( ( , ), ( , ))
( ( , ), ( , ))

( ( , ), ( , ))

i i i

i i i

i i i

i i i

1 2

1 2

1 2

1 2

For multiclass problems, F2 is computed for each pair of classes, the
absolute value is obtained for all of the classes and, finally, the
product of all these values is returned as output. A low value for this
measure means that the features can discriminate between the in-
stances of different classes.

• Maximum (individual) feature efficiency (F3). In a procedure that
removes unambiguous points falling outside the overlapping region
in each dimension, the efficiency of each feature is defined as the
fraction of all remaining points separable by that feature. The
maximum feature efficiency F3 is defined for a d-dimensional pro-
blem as:
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where xj is each of the examples in the training set D, xji the value of
example xj for feature i, and s the total number of examples in the
training set D.
For multiclass problems, F3 is computed for each pair of classes, the
absolute value for each is obtained and, finally, the maximum of all
these values is returned. In this work the inverse of this measure (1/
F3) has been used, such that a smaller complexity value represents
an easier problem.

• Complexity fusion (CF). This automatic threshold selects an optimal
number of features according to a combination of 1/F1, F2 and 1/F3
complexity measures, using an average of the three as the

complexity value:

=
+ +

CF
F2

3
F F
1
1

1
3

(5)

According to definition of complexity measures used in this calcu-
lation, a small complexity CF value represents an easy problem. In
addition, due to F1 measure can achieve any positive real value and
F2 and F3 take values in the range [0, 1], CF measure can obtain any
real positive value, where F1 measure value may dominate over the
other two measures in the final result.

3.3. Combination methods

The different ranker methods had to be combined in order to pro-
duce a single final output. Therefore, according to when the union
occurs—before or after thresholding—two different kind of combina-
tion stages were implemented:

• Aggregation or ranking combination: This approach was used on the
Design CT ensemble, i.e. when the FS method outputs are combined
before applying thresholding. This kind of combination method
performs a fusion of several rankings using some reduction function.
A single final ranking is thus the output of the union method that
combines all the input rankings. For this study, we used the
Minimum union method (Min) to combine the different input rank-
ings. This method, based on simple arithmetic operations, selects the
minimum of the relevance values yielded by each ranking in the FS
ensemble [36]. Despite its simplicity, this approach achieved the
best results for DNA microarray datasets in a previous work [37].
The behavior of this method can be illustrated with a simple ex-
ample. Imagine that we apply an ensemble of four different ranker
methods to a dataset with five features {a, b, c, d, e}. As can be seen
in Table 1, we obtain four different rankings of features {R1, R2, R3,
R4}, one for each ranker method in the ensemble. The last column in
the table shows the calculations made by the Min method, which
computes the best value achieved by each ranking along the dif-
ferent rankings (where best means the highest position). Note that
using this method can result in ties between features, so elements
that are tied are returned to their original position. Thus, in this
example, the Min method returns the ranking {a, b, e, c, d}.

• Subset combination: This was used for the Design TC ensemble, i.e.
when FS method outputs are thresholded before combination. In this
case, subsets are fused and the ranking order is therefore not taken
into account. Seven different combination methods were used,
grouped into two categories: (i) methods that fuse all subsets (U1-
U6); and (ii) methods that fuse the least complex subsets (L3). These
methods are described as follows:
1. Fusion of six subsets (U1–U6). The fusion of six subsets (a subset

for each FS method) merges the features of as many subsets as the
number of fusion methods (1–6). The fusion method U1 obtains a
final subset by fusing all the subsets, while U6 obtains a final
subset through the intersection of six subsets. Fusion methods U2,
U3, U4 and U5 select the features that appear simultaneously in
at least 2, 3, 4 and 5 subsets, respectively. So, Ui⊆Uj, ∀i≥ j
where = …i j, 1 6 and ≠ ∅ = …U i{ }, 1 6i provided that the subset

Table 1
Example of how the Min ‘aggregator’ works with multiple rankings.

Element R1 R2 R3 R4 RMin

a 1 3 1 1 1
b 2 1 2 5 1
c 3 5 3 4 3
d 4 4 5 3 3
e 5 2 4 2 2
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was selected at least by ReliefF. The rationale for this decision to
use the ReliefF method as a base for the ensemble is that its use is
recommended when the nature of the dataset is unknown [1].
The behavior of this method is illustrated with a simple example.
Imagine that we apply an ensemble of six different ranker
methods and an automatic threshold to a dataset with five fea-
tures {a, b, c, d, e}. As can be seen in Table 2, we obtain six
different subsets of features {S1, S2, S3, S4, S5, S6}, one for each
method in the ensemble. Notice that S4 corresponds to results
obtained by ReliefF method and therefore they will be used as a
base in the final results with the aim of avoiding empty subsets
and improving the final results. The six columns in the right of
the table illustrate the calculations made by the different U1-U6
methods.

2. Fusion of the three least complex subsets (L3). This combination
method is based on selecting the three least complex sub-
sets—according to CF complexity measure (see Section 3.2)—and
joining them to select all their features.
A simple example explains this method. Imagine that we apply an
ensemble of six different ranker methods and a automatic
threshold to a dataset with five features {a, b, c, d, e}. Each
feature has a complexity value assigned according to CF com-
plexity measure, and this value is used to calculate subset com-
plexity. For this example the following values were set: =a 0.5,

=b 0.3, =c 0.7, =d 0.2 and =e 0.9. Final subset complexity is
obtained by adding the individual complexity value for each
feature in the subset and dividing this value by the number of
features in the subset (last row in Table 3). As can be seen in
Table 3, we obtain six different subsets of features {S1, S2, S3, S4,
S5, S6} with six different subset complexity values, one for each
method in the ensemble. Finally, the subsets with the three
lowest complexity values (the shaded columns in the table) are
joined to obtain a unique single subset, as illustrated in the last
column of Table 3.

3.4. Final ensemble configuration

As indicated in Section 2, we developed two different ensemble
designs, depending on the order of the combination and thresholding
steps. Design CT, indicating the specific ranker methods, “aggregators”
or combination methods and threshold values used in this study is de-
picted in Fig. 1, while Design TC is depicted in Fig. 2.

3.5. Classification method

To compare the accuracy results obtained by our proposed methods,
we used a Support Vector Machine (SVM) [4] algorithm. The SVM
classifier is based on the idea of Structural Risk Minimization (SRM)
[38], which has received much attention in recent years [39,40], given
that, in a large number of applications, it performs better than tradi-
tional learning techniques such as neural networks [39]. In a compar-
ison of the performance of different classifiers for ensemble results [12],
SVM showed the best outcomes, which is why it was used in this study.
Note that the goal of this study was not to test the influence of the
classifier, but to determine a suitable automatic threshold for rankings
of features obtained by the ensemble.

3.6. Statistical tests

Statistical tests were conducted with the aim of comparing the re-
sults obtained by the different methods. We first generated the fitness
measure F [41] that combines both classification test error (ϵ) percen-
tages and proportions of selected features (ρ). The fitness of an in-
dividual method m, Fm, is given by:

= − + − × −F α α ρ(1 ϵ) (1 ) (1 ),m (6)

where α (0≤ α≤ 1) is a parameter that balances the influence of both
the above factors. In this study α was set to =α 5/6, so as to give greater
importance to classification error results than to the number of features.

The fitness measure F was used to obtain average ranking tables
(Tables 13 and 14) for the FS methods [42], based on statistical results
from Friedman [43,44], Dunn [45], Holm [46], Hochberg [47] and
Hommel [48].

We also used graphical representations of the Nemenyi test for post-
hoc testing (critical difference diagrams [49]) so as to obtain a visual
representation of the results (Figs. 8 and 16). In these diagrams, the top
line represents the axis on which the average rankings of methods are
drawn, with those appearing on the right hand side (lowest rankings)
performing better. On comparing all the FS methods, the groups of
methods that were not significantly different were connected. We also
show the critical difference (CD) above the graph.

4. Experimental study

An exhaustive experimental study was carried out to test the
threshold approaches in different scenarios.

4.1. Scenarios

Three different types of datasets were tested (synthetic, classical and
microarray), so as to cover different scenarios in terms of, for instance,
the presence of noise, correlation between features and ratios between
sample and feature sizes. All these datasets have numerical attributes:

1. Synthetic datasets (Type 1), for which feature relevance was
known in advance. The correct output was used as a reference
baseline and all samples were used as training data. Three different
feature relevance categories were considered:

• Relevant: A feature is relevant if its value varies systematically
with category membership [50].

• Redundant: A feature is redundant if it is highly correlated with
one or more of the other features [51].

• Irrelevant: A feature is irrelevant if it is not correlated with or
predictive of the class; otherwise it is useful [51].
There are several reasons for initially testing new FS methods on
synthetic datasets [52]:

• Controlled studies can be developed by systematically varying
chosen experimentalconditions, e.g. adding more redundant fea-
tures in the input, as this tests the strengths and weaknesses of the

Table 2
Example of how Fusion of subsets (U1-U6) works with multiple subsets.

S1 S2 S3 S4 S5 S6 U1 U2 U3 U4 U5 U6

a a a a a a a a a a a a
c c b d d d b c d d d d
e d d e c d e e

e e d e
e

Table 3
Example of how Fusion of the three least complex subsets (L3)
works with multiple subsets.
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algorithms.

• Previous knowledge of optimal dataset features allows full control
of the experimental conditions, meaning that the closeness to any
solution can be assessed automatically and with confidence.
In this study, eleven different synthetic datasets were analyzed,

covering a large suite of problems (data nonlinearity, noise in the
inputs and in the target, increasing number of irrelevant and re-
dundant features, etc). Additionally, the fact that some of the
datasets had a significantly higher number of features than sam-
ples implied an added difficulty for the FS methods. Parts of these

Fig. 1. Design CT: combination followed by thresholding.

Fig. 2. Design TC: thresholding followed by combination.
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datasets have been used previously [1,53] to test methods and
algorithms, which has the added advantage that evaluation can be
performed regardless of the classifier used. Table 4 shows the
different problems covered by each dataset, as well as the number
of features and samples and the relevant attributes which should
be selected by the FS methods (for further details see [1]). These
datasets were used first in our experimental study to identify si-
milar performances between methods and so reduce the number
of subsequent experiments with real datasets.

2. Classical datasets (Type 2), for which the number of samples is
higher than the number of features. Five popular datasets were
chosen (Table 5). The numbers of samples and features range from
1484 to 67,557 and from 8 to 617, respectively, and the datasets
represent both binary and multiclass problems. These datasets also
reflect issues that may arise in real problems, such as missing values
or nonlinearity (as happens in Spambase and in Madelon, respec-
tively). Ten-fold cross validation was applied to these datasets and
the average error across all ten trials was computed.

3. Microarray datasets (Type 3), for which the number of features is
much higher than the number of samples. Seven different DNA
microarray datasets (Table 6) were tested. This kind of dataset is
based on classifications of healthy and unhealthy patients when
different tumor types are annotated as the output class. They re-
present a particular challenge for FS researchers due to the small
sample size and the large number of gene expressions.
The datasets are available at http://datam.i2r.a-star.edu.sg/
datasets/krbd/. K-fold was not performed on this dataset type due
to the small number of samples. Datasets in the repository that were
originally divided into training and test sets were maintained as
such, while datasets with just a single training set were randomly
divided for comparative purposes (using the common rule of thumb
of 2/3 training and 1/3 testing data) and holdout validation was
applied. Both binary and multiclass DNA microarray datasets were
selected. Table 6 shows the number of features, samples and classes.

4.2. Experimental procedure

The experimental procedure was divided into two main steps ac-
cording to the ensemble design employed (Design CT or Design TC). In
both designs default parameters ( =C 1 and =γ 0.01) were used for the
SVM classifier with a radial basis function kernel (RBFK), given that the
goal was not to obtain the lowest possible error, but to determine the
combinations that behaved best for each dataset type and to compare
different ensemble approaches. Using automatic thresholds (for which
computation time is negligible) both frees the user from the highly
time-consuming operations of selecting and calculating percentages for
different fixed thresholds (see Table 7 for an example) and also elim-
inates classifier dependency.

4.2.1. Design CT
The experimental procedure in this case was as follows:

1. Individually implement the six FS methods (see Section 3.1).
2. Apply the six FS methods to obtain the six different rankings.
3. Merge the rankings using the Min combination method (see

Section 3.3) to obtain a final practical ranking.
4. Obtain a final ranking of the practical features subset according to a

threshold cutoff (see Section 3.2).
5. Use the SVM classifier (see Section 3.5) and estimate the test error to

check the suitability of the approach.
6. Perform statistical tests to better understand the classification re-

sults.

For the analysis of the synthetic (Type 1) datasets, only steps −1 4
of the experimental procedure were implemented, with the aim of
comparing the different ordered rankings of features. The procedure

was fully implemented for Type 2 (classical) and Type 3 (microarray)
datasets, using the corresponding validation scheme (i.e., ten-fold for
Type 2 and train/test for Type 3).

Table 8 summarizes the ranking methods, combination methods and
threshold cutoffs used in this study for each step of the Design CT en-
semble.

4.2.2. Design TC
The experimental procedure used was as follows:

1. Individually implement the six FS methods (see Section 3.1).
2. Apply the six FS methods to obtain the six different rankings.
3. Obtain a practical subset of features for each ranking according to a

threshold cutoff (see Section 3.2).
4. Merge the subsets using the different combination methods (see

Section 3.3) to obtain a final practical subset.
5. Apply the SVM classifier (see Section 3.5) and estimate the test error

to check the suitability of the approach.
6. Perform statistical tests to better understand the classification re-

sults.

As in Section 4.2.1, the procedure was applied to Type 2 and 3
datasets using the corresponding validation scheme (i.e., ten-fold for
Type 2 and train/test for Type 3). To analyze Type 1 datasets, only steps

Table 4
Synthetic datasets used in the experimental study.

Dataset Samples Features Relevant Microarray
features

Corral-100 500 100 1–4
Led-100a 500 100 1–7
Monk1 500 100 1,2,5
Monk2 500 100 1–6
Monk3 500 100 2,4,5
XOR-100 500 100 1,2
Parity3+3 500 100 1–3
SD1b 300 4000 G1, G2 ✓
SD2b 300 4000 −G G1 4 ✓
SD3b 300 4000 −G G1 6 ✓

a Led-100 was used without noise in the inputs ( =N 0) and with 15% noise ( =N 15).
b Gi means that the FS method must select only one feature within the ith group of

features.

Table 5
Classical datasets used in the experimental study.

Dataset Samples Features Classes Download

Spambase 4 601 57 2 UCI repository [54]
Madelon 2 400 500 2 UCI repository [54]
Connect4 67 557 42 3 UCI repository [54]
Isolet 7 797 617 26 UCI repository [54]
USPS 9 298 256 10 FS repository [55]

Table 6
DNA binary microarray datasets used in the experimental study.

Dataset Samples Features Classes

Train Test

Colon 42 20 2 000 2
DLBCL 32 15 4 026 2
Leukemia 38 34 7 129 2
Lung 32 149 12 533 2
Ovarian 169 84 15 154 2
11 Tumors 116 58 12 533 11
Leukemia 2 48 24 11 225 3
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−1 4 of the experimental procedure were implemented, with the aim of
comparing the different subsets of features.

Table 9 summarizes the methods used in this study for each step of
the Design TC ensemble.

4.3. Synthetic dataset results

The results obtained for synthetic datasets are shown in Tables 10
and 11. The columns under each dataset show the number of relevant
features (R) and irrelevant features (I) selected. Also included for each
method as an evaluator of FS effectiveness is an index of success [1],
labeled Suc:

=⎡
⎣⎢

− ⎤
⎦⎥

×suc R
R

α I
I

. 100,s

t

s

t (7)

where Rs is the number of relevant features selected, Rt is the total
number of relevant features, Is is the number of irrelevant features se-
lected and It is the total number of irrelevant features. The term α, in-
troduced to weight the choice of an irrelevant feature over the exclu-

sion of a relevant feature, is defined as = ⎧
⎨⎩

⎫
⎬⎭

α avg , R
I

1
2

t
t
. The index of

success (maximum 100, with higher values indicating better methods)
attempts to reward the selection of relevant features and to penalize the
selection of irrelevant ones, penalizing two situations in particular:

• An incomplete solution: relevant features are excluded.

• An erroneous solution: irrelevant features are included.

The results in each table are divided into rows according to the
thresholds and combination methods used. It can be observed that the
F1, F2 and F3 blocks contain the same seven methods, with the first
method corresponding to Design CT and the last six methods corre-
sponding to Design TC. Finally, the last block, called CFL3, is the new
approach applied to Design TC, based on combining the least complex
subsets.

One of the first conclusions that can be drawn is that F2 and F3
results are the same for all the synthetic datasets studied, indicating
that both complexity measures yield the same type of information. This
simplifies subsequent analysis of Type 2 and Type 3 datasets, for which
only the results for one of the complexity measures, F2 or F3, will be

shown.
Regarding the combination methods, it can be observed that theMin

method applied to Design CT obtained the best results for different
automatic thresholds. Also, when the more restrictive thresholds (U4,
U5 or U6) were applied to Design TC, better results were obtained for
the synthetic datasets. When a threshold such as U1 was used, it in-
cluded all the irrelevant features that the different methods selected
(usually not the same features), resulting in a relatively large number of
irrelevant features. However, when more restrictive thresholds were
used, features common to all the methods were usually selected as re-
levant, while irrelevant features were not selected. This would suggest
the advisability of using a threshold such as U3 or U4 to avoid extreme
cases.

The situation with the SD datasets is rather special. With the least
complex dataset, SD1, the trend was the same as with the remaining
synthetic datasets, so a good threshold option might be U3 or U4, as
these would reduce the number of irrelevant features without excluding
relevant features. However, as the complexity of the classification
problem increases (as happened with SD2 and SD3), using a restrictive
threshold would seem to lead to some relevant features being excluded.
In these cases, it would seem advisable to use a threshold such as U1 to
avoid excluding any relevant features.

As can be seen, the issue of selecting an appropriate threshold for all
the datasets is far from trivial. Focusing on Design CT, the Min combi-
nation method worked reasonably well for the different thresholds (it
always got the best result), but for Design TC, it was necessary to de-
velop new subset combination methods further. The new CFL3 measure
was investigated in terms of finding a threshold independent of any
particular dataset, so as to improve the stability and robustness of the
other combination approaches. This measure used the three complexity
measures (F1, F2 and F3) to implement the threshold cutoff and then
combined the three least complex subsets to achieve a final practical
subset. As can be seen in Table 10, the CFL3 method obtained a slightly
poorer index of success (Suc) than the best methods (U4, U5 and U6).
For complex datasets, such as SD1, SD2 and SD3 (see Table 11), the
CFL3 method achieved better results than U4, U5 and U6. The CFL3
method was studied for real datasets since it obtained stable results for
the different synthetic datasets, independently of their nature.

4.3.1. Redundant features
We also studied how redundant features were handled by the en-

semble approach compared to the individual ranking methods. The
behavior of each approach was illustrated using a small synthetic da-
taset with a total of 100 samples and 10 features: relevant, features 1–3;
redundant in relation to the previous features, features 4–6; and irre-
levant, features 7–10. Applied to this dataset, with the aim of obtaining
a final ranking or a final subset of features, was each ranking method
(Section 3.1) and each ensemble design (Section 2).

Table 12 shows the results achieved by each method, with re-
dundant features highlighted in boldface. Note that, since feature 1 was
redundant with feature 4, 2 with 5 and 3 with 6, it was irrelevant which
of the two features was selected. Redundancy only exists if two related
features are selected. For example, the F1U2 method selected features
2, 3, 4, 5, 6, 9 and 10. In this case feature 4 was relevant (since the

Table 7
Example computation times for automatic thresholds. Times are displayed in seconds (s.).
Tf indicates the time required to calculate the corresponding F measure, Tth represents the
time required to calculate the threshold cutoff and Ttot shows the total time required (sum
of the two previous times).

Dataset Method Tf (s.) Tth (s.) Ttot (s.)

Connect4 F1 0.077 0.023 0.100
F2 0.061 0.018 0.079
F3 0.067 0.015 0.082

Isolet F1 8.116 0.023 8.139
F2 2.216 0.018 2.234
F3 3.238 0.015 3.253

Table 8
Summary of FS methods for Design CT.

FS methods Combination methods Threshold cutoffs

Chi-Square Min 50%
InfoGain 25%
mRMR 10%
ReliefF F1
SVM-RFE F2
FS-P F3

CF

Table 9
Summary of the FS methods available for Design TC.

FS methods Threshold cutoffs Combination methods

Chi-Square F1 U1
InfoGain F2 U2
mRMR F3 U3
ReliefF CF U4
SVM-RFE U5
FS-P U6

L3
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method did not select feature 1) while 5 and 6 were redundant with
features 2 and 3. All the features were ordered according to their re-
levance in ranking-type methods, while the final set of selected features
were indicated in subset-type methods. As can be seen in Table 12,
although some individual ranking methods can deal with redundancy
(mRMR and SVM-RFE), this capacity is lost once these methods are
combined to configure the final ensemble. Thus, ensemble approaches
are better suited to capturing relevance rather than redundancy.

4.4. Classical dataset results

For experiments with classical datasets (datasets where sample size
is larger than feature size), average test error percentages and the
number of selected features were compared for Design CT and Design TC.
Results are shown in Figs. 3–7. Since the number of experimental re-
sults is very high, we only report graphical results (see http://www.
lidiagroup.org/index.php/en/materials-en.html for detailed tables).

Each figure shows the results achieved for a specific dataset; shown
on the left side is the average test error percentage obtained by the SVM

Table 10
Results for synthetic datasets. C indicates whether the correlated feature was selected (✓) or not selected (x), R is the relevant features selected, I is the number of irrelevant features
selected and Suc is the index of success.

Method Corral100 Led100 - N0% Led100 - N20% Monk1 Monk2 Monk3 Xor100 Parity3+3

R C I Suc R I Suc R I Suc R I Suc R I Suc R I Suc R I Suc R I Suc

MINF1 1–4 ✓ 2 99.15 1–7 0 100 1–7 0 100 1,2,5 4 98.91 3,6 5 31.83 2,5 5 65.30 1,2 5 98.67 1,2 5 65.30
F1U1 1–4 ✓ 9 97.18 1–7 0 100 1–7 1 99.69 1,2,5 33 90.97 3,6 25 25.84 2,5 24 60.10 1,2 36 90.44 1,2 24 60.10
F1U2 1–4 ✓ 4 98.59 1–7 0 100 1–7 0 100 1,2,5 29 92.06 3,6 18 27.94 2,5 16 62.29 1,2 35 90.71 1,2 22 60.65
F1U3 1–4 ✓ 3 98.87 1–7 0 100 1–7 0 100 1,2,5 25 93.16 3,6 9 30.63 2,5 12 63.38 1,2 29 92.30 1,2 5 64.48
F1U4 1–4 ✓ 2 99.15 1–7 0 100 1–7 0 100 1,2,5 25 93.16 3,6 5 31.83 2,5 12 63.38 1,2 27 92.83 1,2 6 65.02
F1U5 1–4 ✓ 2 99.15 1–7 0 100 1–7 0 100 1,2,5 25 93.16 3,6 5 31.83 2,5 12 63.38 1,2 27 92.83 1,2 6 65.02
F1U6 1–4 ✓ 2 99.15 1–7 0 100 1–7 0 100 1,2,5 25 93.16 3,6 5 31.83 2,5 12 63.38 1,2 26 93.10 1,2 5 65.30
MINF2 1–4 ✓ 2 99.15 1–7 0 100 1–7 0 100 1,2,5 4 98.91 3,6 5 31.83 2,5 5 65.30 1,2 5 98.67 1,2 5 65.30
F2U1 1–4 ✓ 9 97.18 1–7 0 100 1–7 1 99.69 1,2,5 19 94.80 3,6 22 26.74 2,5 21 60.92 1,2 18 95.22 1,2 19 61.47
F2U2 1–4 ✓ 4 98.59 1–7 0 100 1–7 0 100 1,2,5 12 96.72 3,6 16 28.53 2,5 12 63.38 1,2 17 95.49 1,2 16 62.29
F2U3 1–4 ✓ 3 98.87 1–7 0 100 1–7 0 100 1,2,5 8 97.81 3,6 7 31.23 2,5 5 65.30 1,2 10 97.34 1,2 7 64.75
F2U4 1–4 ✓ 2 99.15 1–7 0 100 1–7 0 100 1,2,5 5 98.63 3,6 5 31.83 2,5 5 65.30 1,2 6 98.41 1,2 6 65.02
F2U5 1–4 ✓ 2 99.15 1–7 0 100 1–7 0 100 1,2,5 4 98.91 3,6 5 31.83 2,5 5 65.30 1,2 6 98.41 1,2 6 65.02
F2U6 1–4 ✓ 2 99.15 1–7 0 100 1–7 0 100 1,2,5 4 98.91 3,6 5 31.83 2,5 5 65.30 1,2 5 98.67 1,2 5 65.30
MINF3 1–4 ✓ 2 99.15 1–7 0 100 1–7 0 100 1,2,5 4 98.91 3,6 5 31.83 2,5 5 65.30 1,2 5 98.67 1,2 5 65.30
F3U1 1–4 ✓ 9 97.18 1–7 0 100 1–7 1 99.69 1,2,5 19 94.80 3,6 22 26.74 2,5 21 60.92 1,2 18 95.22 1,2 19 61.47
F3U2 1–4 ✓ 4 98.59 1–7 0 100 1–7 0 100 1,2,5 12 96.72 3,6 16 28.53 2,5 12 63.38 1,2 17 95.49 1,2 16 62.29
F3U3 1–4 ✓ 3 98.87 1–7 0 100 1–7 0 100 1,2,5 8 97.81 3,6 7 31.23 2,5 5 65.30 1,2 10 97.34 1,2 7 64.75
F3U4 1–4 ✓ 2 99.15 1–7 0 100 1–7 0 100 1,2,5 4 98.63 3,6 5 31.83 2,5 5 65.30 1,2 6 98.41 1,2 6 65.02
F3U5 1–4 ✓ 2 99.15 1–7 0 100 1–7 0 100 1,2,5 4 98.91 3,6 5 31.83 2,5 5 65.30 1,2 6 98.41 1,2 6 65.02
F3U6 1–4 ✓ 2 99.15 1–7 0 100 1–7 0 100 1,2,5 4 98.91 3,6 5 31.83 2,5 5 65.30 1,2 5 98.67 1,2 5 65.30
MINCF 1–4 ✓ 2 99.15 1–7 0 100 1–7 0 100 1,2,5 4 98.91 3,6 5 31.83 2,5 5 65.30 1,2 5 98.67 1,2 5 65.30
CFL3 1–4 ✓ 4 98.59 1–7 0 100 1–7 0 100 1,2,5 10 97.26 3,6 12 29.73 2,5 10 63.76 1,2 12 96.81 1,2 11 63.66

Table 11
Results for synthetic datasets. (#) is the number of features selected, OPT(x) is the number of selected features within the optimal subset, where x indicates the optimal number of
features, Rd is the number of redundant features, I is the number of irrelevant features and Suc is the index of success.

Method SD1 SD2 SD3

(#) OPT(2) Rd I Suc (#) OPT(4) Rd I Suc (#) OPT(6) Rd I Suc

MINF1 12 1 5 6 49.93 12 3 7 2 74.94 12 4 7 1 66.62
F1U1 32 1 9 22 49.81 40 3 18 19 74.77 61 4 35 22 66.31
F1U2 15 1 9 5 49.91 27 2 18 7 49.84 34 4 26 4 66.48
F1U3 12 1 9 2 49.93 24 2 18 4 49.86 18 4 13 1 66.58
F1U4 12 1 9 2 49.93 24 2 18 4 49.86 14 3 10 1 49.93
F1U5 12 1 9 2 49.93 24 2 18 4 49.86 12 2 9 1 33.27
F1U6 12 1 9 2 49.93 24 2 18 4 49.86 12 2 9 1 33.27
MINF2 12 1 5 6 49.93 12 3 7 2 74.94 12 4 7 1 66.62
F2U1 32 1 9 22 49.81 31 3 12 16 74.82 44 4 27 13 66.42
F2U2 15 1 9 5 49.91 16 2 10 4 49.91 29 4 21 4 66.51
F2U3 12 1 9 2 49.93 13 2 10 1 49.93 15 3 11 1 49.92
F2U4 12 1 9 2 49.93 13 2 10 1 49.93 13 2 10 1 33.26
F2U5 12 1 9 2 49.93 13 2 10 1 49.93 12 2 9 1 33.27
F2U6 12 1 9 2 49.93 13 2 10 1 49.93 12 2 9 1 33.27
MINF3 12 1 5 6 49.93 12 3 7 2 74.94 12 4 7 1 66.62
F3U1 32 1 9 22 49.81 31 3 12 16 74.82 44 4 27 13 66.42
F3U2 15 1 9 5 49.91 16 2 10 4 49.91 29 4 21 4 66.51
F3U3 12 1 9 2 49.93 13 2 10 1 49.93 15 3 11 1 49.92
F3U4 12 1 9 2 49.93 13 2 10 1 49.93 13 2 10 1 33.26
F3U5 12 1 9 2 49.93 13 2 10 1 49.93 12 2 9 1 33.27
F3U6 12 1 9 2 49.93 13 2 10 1 49.93 12 2 9 1 33.27
MINCF 12 1 5 6 49.93 12 3 7 2 74.94 12 4 7 1 66.62
CFL3 14 1 9 2 49.93 13 2 10 1 49.93 23 3 19 1 49.87
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classifier and on the right side, the number of features selected by each
ensemble configuration. Two different textures are reflected in each
figure: striped bars to represent Design CT methods and solid bars to
represent Design TC methods. Note that the log2(n) scale is used on the
right side to improve visualization of the figures. As F2 and F3 threshold
cutoffs obtained the same results as for synthetic datasets (see
Section 4.3), for the sake of brevity only the results achieved by F2 are
shown in this section. The best results are highlighted in orange in each
figure.

Fig. 3 shows the results obtained for the Spambase dataset. The best
result was achieved by the Design TC ensemble with the F1 threshold
cutoff, whereas the poorest results were achieved by F2U5 and F2U6.
This dataset did not show any substantial classification improvement
when FS was applied, although the dimensionality was reduced for
slightly better accuracy. Finally, for the CFL3 cutoff method, the re-
lationship between the number of features and percentage test error
obtained was better than when compared to not using FS; however,
when compared to the F1 threshold, and even though fewer features
were used, the error increased slightly.

Fig. 4 shows the results obtained for the Madelon dataset, where the
best result was achieved, again, by the Design TC ensemble, whereas the
poorest result was achieved by the 100% threshold, i.e. when there was
no previous FS. In contrast, both the F1 and F2 threshold cutoffs pro-
duced similar results, with the U2, U3 and U4 combination methods
obtaining the best results. Finally, the CFL3 method obtained the best
test error results too, although with slightly higher dimensionality.

Fig. 5 shows the results obtained for the Connect4 dataset. Accuracy
results improved as dimensionality was reduced, and Design TC im-
proved on the dimension-error relationship with respect to Design CT.
The best results were obtained by the U2 combination method, for both
the F1 and F2 thresholds. The U3 and U4 combination methods and the
CFL3 ensemble achieved very similar percentage test errors while
slightly reducing dimensionality. It can be observed, at this point, that
real datasets with a small number of classes appear to take advantage of
the automatic threshold for all designs, as they not only improve ac-
curacy but also significantly reduce the dimensionality of the problem.

Finally, two datasets with a large number of classes were included in
the study: Isolet and USPS. For Isolet (Fig. 6), with 26 different classes,
only Design CT using a fixed 50% threshold obtained better results than

if the complete dataset (without FS) were used.
Finally, the results for the USPS dataset, with 10 different classes,

are shown in Fig. 7. Clearly, FS worsens the results of the classification
for all the combinations tested. As in the preceding dataset, automatic
thresholds results were poorer than fixed threshold results in most
cases. This would suggest that, for datasets with a large number of
classes, the use of automatic thresholds based on complexity measures
is not recommended.

To better understand the aforementioned results, the fitness mea-
sure F (explained in Section 3.6) was calculated for different FS
methods and datasets. This measure was used for two different post-hoc
tests:

• Table 13 shows a ranking of the FS methods, where a higher rank
reflects a better method.

• Fig. 8, constructed with the aim of obtaining a visual representation
of the results, shows the CD between FS methods (see explanation in
Section 3.6).

Table 12
Results for dealing with redundancy in a small synthetic dataset. Features 1–3 are re-
levant, 4–6 are redundant and 7–10 are irrelevant. Features are ordered according to their
relevance in ranking-type methods and the subset of final selected features is indicated for
subset-type methods. Redundant features are highlighted in boldface.

Method Type #1 #2 #3 #4 #5 #6 #7 #8 #9 #10

Chi-Square Ranking 10 3 2 9 4 5 6 7 8 1
InfoGain Ranking 10 3 2 9 4 5 6 7 8 1
mRMR Ranking 2 8 7 1 9 10 3 5 4 6
ReliefF Ranking 5 2 6 3 4 1 8 7 9 10
SVM-RFE Ranking 5 6 4 2 3 1 7 9 8 10
FS-P Ranking 2 5 1 4 3 6 7 8 9 10
MINF1 Ranking 2 5 10 3 6 8 1
F1U1 Subset 1 2 3 4 5 6 7 8 9 10
F1U2 Subset 2 3 4 5 6 9 10
F1U3 Subset 2 4 5 6
F1U4 Subset 2 5 6
F1U5 Subset 2 5 6
F1U6 Subset 2 5 6
MINF2 Ranking 2 5 10
F2U1 Subset 1 2 3 4 5 6 7 8 10
F2U2 Subset 2 3 5 6 10
F2U3 Subset 2 5 6
F2U4 Subset 2 5 6
F2U5 Subset 2 5 6
F2U6 Subset 2 5 6
MINCF ranking 2 5 10
CFL3 Subset 2 3 5 8 10

Table 13
Average rankings for FS methods applied to classical da-
tasets. A higher rank reflects a better method.

FS method Ranking value

CFL3 14.6
F2U2 14.0
25% 13.0
F1U2 12.2
F2U3 12.1
F1U3 11.9
F2U1 11.9
10% 11.6
MINF1 11.0
F2U4 10.9
F1U4 10.7
F1U1 9.7
F1U5 9.4
F1U6 9.4
50% 9.0
F2U5 8.4
F2U6 8.4
MINF2 7.7
MINCF 7.7
100% 6.4

Table 14
Average rankings of FS methods applied to micro-
array datasets. Higher ranks represents better
methods.

FS method Ranking

MINF1 14.6
MINF2 14.1
MINCF 14.1
F1U4 13.6
F2U4 13.6
F1U5 12.9
F1U6 12.9
F2U5 12.9
F2U6 12.9
F1U3 12.5
F2U3 12.5
CFL3 10.7
F1U2 10.6
F2U2 10.6
F2U1 9.8
F1U1 9.2
10% 5.1
25% 4.1
50% 2.0
100% 1.0
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Fig. 3. Results for the Spambase dataset. Left side: average test error percentage obtained by the SVM classifier. Right side: number of features selected by each ensemble configuration.
Striped bars represent Design CT methods and solid bars represent Design TC methods. The best results on each side are highlighted in orange.
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Fig. 4. Results for the Madelon dataset. Left side: average test error percentage obtained by the SVM classifier. Right side: number of features selected by each ensemble configuration.
Striped bars represent Design CT methods and solid bars represent Design TC methods. The best results on each side are highlighted in orange.
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Fig. 5. Results for the Connect4 dataset. Left side: average test error percentage obtained by the SVM classifier. Right side: number of features selected by each ensemble configuration.
Striped bars represent Design CT methods and solid bars represent Design TC methods. The best results on each side are highlighted in orange.
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Fig. 6. Results for the Isolet dataset. Left side: average test error percentage obtained by the SVM classifier. Right side: number of features selected by each ensemble configuration. Striped
bars represent Design CT methods and solid bars represent Design TC methods. The best results on each side are highlighted in orange.
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Table 13 and Fig. 8 illustrate the performance of different FS
methods and ensemble configurations for a classical dataset context. If
we focus only on Design CT methods, 25% and 10% thresholds obtain
higher ranking positions and better CD values than the automatic
thresholds, but always worse than Design TC performance. This is due to
the good error results obtained by the fixed thresholds for the Isolet and
USPS datasets, which have a large number of classes (26 and 10, re-
spectively). It should be noted that CFL3 method achieves the best
ranking value according to Table 13.

We draw a number of general conclusions as follows:

1. Design TC appears to be a better ensemble option than Design CT,
since the results obtained not only reduce the test error but also
result in a smaller number of features.

2. Automatic thresholds are a good option when the number of dif-
ferent classes in the dataset is small. In this study, the automatic
approach worked well for datasets with 2 or 3 classes, with per-
formance deteriorating as the number of classes increased.

3. The experiments would suggest the use of U2 or U3 as combination
methods when applying the Design TC ensemble.

4. Although the CFL3 threshold method obtained a poor result for the
USPS dataset, for the other four cases performance was good, robust
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Fig. 7. Results for the USPS dataset. Left side: average test error percentage obtained by the SVM classifier. Right side: number of features selected by each ensemble configuration.
Striped bars represent Design CT methods and solid bars represent Design TC methods. The best results on each side are highlighted in orange.
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Fig. 8. Critical differences between different FS methods applied to classical datasets. A lower value reflects a better method.
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and stable and always improved on or matched several configura-
tions of the Design TC ensemble with a remarkable dimensionality
reduction. As a result, CFL3 reaches the best fitness measure F value
and it ranks first in Table 13.

4.5. Microarray dataset results

The main characteristic of this type of dataset is that feature size is
greater than sample size. The different datasets selected range from
binary (Colon and Ovarian) to multiclass (Leukemia 2). As in the pre-
vious section, we compared average test error percentages and the
number of selected features for the different ensemble configurations
and designs (some of the results for Design CT ensemble have previously
been published in [23]). Since the number of experimental results is
very high, we only report graphical results (see http://www.lidiagroup.
org/index.php/en/materials-en.html for detailed tables).

Fig. 9 shows the results obtained for the Colon dataset. The best
results (both in terms of accuracy and dimensionality reduction and
using only 11 features out of the original 2000) were achieved by the
Design TC ensemble with the F1 and F2 threshold cutoffs and the U4, U5
and U6 combination methods. The poorest results were achieved when
we only used the classifier (no FS) and the fixed thresholding ap-
proaches. MINCF and CFL3 methods obtained better results than the
latter two approaches, but it was clearly outperformed by some auto-
matic thresholds for Design TC.

Fig. 10 shows the results obtained for the DLBCL dataset. Automatic
thresholding with the Design CT ensemble obtained lower errors and a
greater reduction in dimensionality than other thresholds. All Design TC
ensemble methods achieved same test error results, poorest than Design
CT, even though F1 and F2 automatic thresholds with U4, U5 and U6
combination methods perform a great dimensionality reduction, like
Design CT methods.

Figs. 11–13, for the Leukemia, Lung and Ovarian datasets, respec-
tively, confirm the trend evident in the two previously analyzed data-
sets.

Regarding the nature of the threshold cutoff, automatic thresh-
olding provided better results than fixed thresholding for those three
datasets. Of the automatic thresholds, the Design TC ensemble improved
or equaled the Design CT ensemble for the three datasets. If only a single
Design TC configuration that worked well on these datasets was to be
highlighted, CFL3 would be our choice, as it achieved the lowest per-
centage test error for the Leukemia dataset, and a percentage test error
very close to the best for the Lung and Ovarian datasets. In terms of
dimensionality reduction it should be noted that automatic thresholds
with Design CT and Design TC with U5 and U6 combination methods
achieve the best results in the five aforementioned datasets. Overall,
automatic thresholds proved the best choice for binary microarray da-
tasets since they not only improved the percentage error but also sig-
nificantly reduced the dimensionality of the problem.

As in the previous classical scenario, an analysis of two multiclass
microarray datasets was included in order to complete the study.
Figs. 14 and 15 show results for the 11 Tumors and Leukemia 2 datasets,
respectively. In both cases, one or more of the automatic thresholds
outperformed the fixed thresholds. For Leukemia 2, there was a re-
markable improvement in both accuracy and dimensionality reduction,
especially for the Design TC ensemble in Leukemia 2 dataset, which re-
turned an error of only 4% (contrasting with the 54% error returned by
the classifier without FS) and also considerably reduced the number of
features used (only 13, versus the original 11 225). The problem was
thus greatly simplified, was easier to interpret and visualize and was
computationally far less burdensome.

To summarize the aforementioned results, the fitness measure F
(explained in Section 3.6) was calculated for different FS methods and
datasets. This measure was used for two post-hoc tests:

• Table 14 shows a ranking of the FS methods, where a higher rank

represents a better method.

• Fig. 16, elaborated with the aim of obtaining a visual representation
of the results, shows the CD between FS methods (see Section 3.6).

Referring to Table 14 and Fig. 16, it would appear that MINF1 is the
best FS method for dealing with microarray datasets. According to
Table 14, F1U4 and F2U4 are the best Design TC methods, but according
to Fig. 16, F1U3 and F2U3 seem to work slightly better than the pre-
vious ones. In any case, the most notable conclusion is that the fixed
thresholds substantially underperformed the automatic thresholds.

We draw a number of general conclusions as follows:

1. Automatic thresholds would appear to be the best option for dealing
with microarray datasets, where feature size is much greater than
sample size. Compared to fixed thresholds, automatic thresholds are
not only more accurate but are also capable of reducing di-
mensionality.

2. The Design CT ensemble would seem to be a better option than the
Design TC ensemble, in view of its higher ranked results.

3. There are no significant differences in the results for the different
Design TC methods.

5. Conclusions and future work

5.1. Lessons learned

In this study of ranker ensemble methods, two steps were needed to
obtain a final result, namely, to combine partial results and to establish
a threshold that retained only relevant features. Regarding the order of
operations, we tested two designs: combination followed by thresh-
olding (Design CT), and thresholding followed by combination (Design
TC). Using different real datasets, we also tested fixed thresholds (es-
tablished percentages of retained features) and a novel automatic
threshold based on data complexity measures. Table 15 summarizes our
recommendations regarding designs and methods suitable for different
types of datasets, discussed as follows:

• On the basis of the study of a synthetic dataset (Section 4.3.1), even
though an individual FS method might detect redundancy, the final
aggregation step in the ensemble approach was not capable of re-
flecting this, indicating that ensemble approaches are better suited
for capturing relevance than redundancy.

• Focusing on synthetic datasets, Design CT and the Min combination
method achieved the best performance, both in the index of success
(suc.) measure and in the number of selected features. Moreover,
results were the same using the F1, F2 and F3 automatic thresholds.

• Regarding real datasets, the best option would appear to be the
novel Design TC ensemble, which first establishes the thresholds and
then combines subsets of features. In general, this design obtained
the lowest error rates and even used fewer features.

• The experimental results demonstrate that, in general, automatic
thresholds perform better than fixed thresholds. Automatic thresh-
olds also have the advantage of freeing the user from having to pre-
select and test fixed percentages for a given classifier. In the case of
datasets with a sample size greater than feature size (classical), this
conclusion only seems to hold for a small number of classes (2–3), as
performance seems to deteriorate as the number of classes increases.
This may be due to the fact that the complexity measures used to
establish automatic thresholds were developed specifically for
binary and not multiclass problems. Therefore, for classical datasets
with a large number of classes we would recommend using fixed
thresholds. Finally, CFL3 method is, generally speaking, robust and
stable and does not perform significantly worse than the other
methods.
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Fig. 9. Results for the Colon dataset. Left side: average test error percentage obtained by the SVM classifier. Right side: number of features selected by each ensemble configuration.
Striped bars represent Design CT methods and solid bars represent Design TC methods. The best results on each side are highlighted in orange.
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Fig. 10. Results for the DLBCL dataset. Left side: average test error percentage obtained by the SVM classifier. Right side: number of features selected by each ensemble configuration.
Striped bars represent Design CT methods and solid bars represent Design TC methods. The best results on each side are highlighted in orange.
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Fig. 11. Results for the Leukemia dataset. Left side: average test error percentage obtained by the SVM classifier. Right side: number of features selected by each ensemble configuration.
Striped bars represent Design CT methods and solid bars represent Design TC methods. The best results on each side are highlighted in orange.
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Fig. 12. Results for the Lung dataset. Left side: average test error percentage obtained by the SVM classifier. Right side: number of features selected by each ensemble configuration.
Striped bars represent Design CT methods and solid bars represent Design TC methods. The best results on each side are highlighted in orange.
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Fig. 13. Results for the Ovarian dataset. Left side: average test error percentage obtained by the SVM classifier. Right side: number of features selected by each ensemble configuration.
Striped bars represent Design CT methods and solid bars represent Design TC methods. The best results on each side are highlighted in orange.
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Fig. 14. Results for the 11 Tumors dataset. Left side: average test error percentage obtained by the SVM classifier. Right side: number of features selected by each ensemble configuration.
Striped bars represent Design CT methods and solid bars represent Design TC methods. The best results on each side are highlighted in orange.
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5.2. Concluding remarks and future work

FS ensembles emerged with the aim of freeing the user from having
to decide the best method for each particular problem, while also
adding diversity, robustness and stability to the process. Several studies
in the literature have already demonstrated the adequacy of using an FS
ensemble instead of a single FS method [11,16,17,37,56]. In this study
we propose an ensemble designed on ranker FS methods that requires
combination and thresholding to be performed in one or the other
order. We therefore tested two designs: combination before and after
thresholding. As for decisions regarding the threshold, this is a problem
that still has not been resolved by the research community. The typical
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Fig. 15. Results for the Leukemia 2 dataset. Left side: average test error percentage obtained by the SVM classifier. Right side: number of features selected by each ensemble configuration.
Striped bars represent Design CT methods and solid bars represent Design TC methods. The best results on each side are highlighted in orange.
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Fig. 16. Critical differences between different FS methods applied to microarray datasets. Lower values represent better methods.

Table 15
Summary recommendations for best designs and methods for different dataset types.

Scenario Number of Design Threshold Combination
classes (C) method method

Classical < =C 3 TC CF L3
C>3 CT 25% MIN

Microarray =C 2 CT CF MIN
C>2 TC F2 U1
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approach is to choose a fixed threshold percentage (e.g. selecting the
top 10% of ranked features), but the right percentage is very dependent
on the nature of data. A possible solution is to use classification accu-
racy to evaluate the quality of subsets of features obtained after ex-
perimenting with different thresholds; however, this approach implies a
significant computational burden, besides being highly dependent on
the learning algorithm used. We used automatic thresholds (these can
be adapted to the nature of the dataset without compromising the
computational cost) and complexity measures (instead of classification
accuracy) to evaluate the quality of the possible subsets of features
resulting from establishing the threshold. We tested our approach on
both classical datasets and microarray datasets, after first performing an
exhaustive analysis of synthetic datasets to identify similar perfor-
mances between methods and so reduce the number of subsequent
experiments.

As future work, we plan to develop new methods for application to
the combination phase of ensembles and also plan to apply more in-
formed criteria to solving the ties between some combiners. Another
potentially interesting new line of research would be to develop en-
semble methods that could ensure the elimination of redundancy
achieved by individual FS methods.
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A Appendix: Supplementary Material

This appendix shows the detailed results of the several experiments conducted
in this study.

Table 1. Average percentage test classification error (T-error) and number of selected
features (#feats) for classical datasets.

Spambase Madelon Connect4 Isolet USPS
T-error #feats T-error #feats T-error #feats T-error #feats T-error #feats

F
IX

T
H

D
E
S
IG

N
C
T

100% 19.104 57 44.375 500 34.170 42 25.420 617 4.936 256
50% 19.082 29 35.458 250 34.156 21 24.689 309 5.711 128
25% 20.235 14 34.042 125 33.706 11 29.512 154 7.475 64
10% 26.190 6 34.167 50 34.014 4 39.644 62 15.982 26

A
U
T
O
M
A
T
IC

T
H
R
E
S
H
O
L
D

MINF1 25.125 9 32.333 9 33.398 7 59.458 14 19.219 21
MINF2 26.190 6 32.333 9 33.188 5 67.667 9 33.824 8
MINF3 26.190 6 32.333 9 33.188 5 67.667 9 33.824 8
MINCF 26.190 6 32.333 9 33.188 5 67.667 9 33.824 8

D
E
S
IG

N
T
C

F1U1 18.039 36 33.792 27 33.908 16 44.684 37 7.389 52
F1U2 17.822 31 31.792 11 31.157 8 58.253 17 20.327 13
F1U3 17.778 30 31.792 11 31.251 7 65.936 10 27.06 9
F1U4 17.865 30 31.792 10 31.403 6 68.218 9 31.104 8
F1U5 17.887 30 31.958 9 31.772 5 68.218 9 31.104 8
F1U6 17.887 30 31.958 9 31.772 5 68.218 9 31.104 8
F2U1 19.061 19 33.792 27 33.908 16 44.684 37 10.131 39
F2U2 19.061 12 31.792 11 31.157 8 58.253 17 25.554 11
F2U3 23.604 10 31.792 11 31.251 7 65.936 10 31.104 8
F2U4 25.212 9 31.792 10 31.403 6 68.218 9 31.104 8
F2U5 29.689 6 31.958 9 31.772 5 68.218 9 31.104 8
F2U6 29.689 6 31.958 9 31.772 5 68.218 9 31.104 8
F3U1 19.061 19 33.792 27 33.908 16 44.684 37 10.131 39
F3U2 19.061 12 31.792 11 31.157 8 58.253 17 25.554 11
F3U3 23.604 10 31.792 11 31.251 7 65.936 10 31.104 8
F3U4 25.212 9 31.792 10 31.403 6 68.218 9 31.104 8
F3U5 29.689 6 31.958 9 31.772 5 68.218 9 31.104 8
F3U6 29.689 6 31.958 9 31.772 5 68.218 9 31.104 8
CFL3 18.496 12 31.792 11 31.251 7 60.189 18 20.972 22



Table 2. Fitness measure F results for classical datasets.

Spambase Madelon Connect4 Isolet USPS

F
IX

T
H

D
E
S
IG

N
C
T

100% 0.32587 0.53646 0.45142 0.37850 0.20780
50% 0.24381 0.37882 0.36797 0.28921 0.13093
25% 0.20956 0.32535 0.32453 0.28753 0.10396
10% 0.23579 0.30139 0.29932 0.34711 0.15011

A
U
T
O
M
A
T
IC

T
H
R
E
S
H
O
L
D

MINF1 0.23569 0.27244 0.30609 0.49927 0.17842
MINF2 0.23579 0.27244 0.29641 0.56632 0.28708
MINF3 0.23579 0.27244 0.29641 0.56632 0.28708
MINCF 0.23579 0.27244 0.29641 0.56632 0.28708

D
E
S
IG

N
T
C

F1U1 0.25559 0.29060 0.34606 0.38236 0.09543
F1U2 0.23916 0.26860 0.29139 0.49003 0.17786
F1U3 0.23587 0.26860 0.28820 0.55217 0.23136
F1U4 0.23659 0.26827 0.28550 0.57091 0.26441
F1U5 0.23678 0.26932 0.28461 0.57091 0.26441
F1U6 0.23678 0.26932 0.28461 0.57091 0.26441
F2U1 0.21440 0.29060 0.34606 0.38236 0.10982
F2U2 0.19393 0.26860 0.29139 0.49003 0.22011
F2U3 0.22594 0.26860 0.28820 0.55217 0.26441
F2U4 0.23642 0.26827 0.28550 0.57091 0.26441
F2U5 0.26495 0.26932 0.28461 0.57091 0.26441
F2U6 0.26495 0.26932 0.28461 0.57091 0.26441
F3U1 0.21440 0.29060 0.34606 0.38236 0.10982
F3U2 0.19393 0.26860 0.29139 0.49003 0.22011
F3U3 0.22594 0.26860 0.28820 0.55217 0.26441
F3U4 0.23642 0.26827 0.28550 0.57091 0.26441
F3U5 0.26495 0.26932 0.28461 0.57091 0.26441
F3U6 0.26495 0.26932 0.28461 0.57091 0.26441
CFL3 0.18922 0.26860 0.28820 0.50644 0.18909



Table 3. Average percentage test classification error (T-error) and number of selected features (#feats) for microarray datasets.

Colon DLBCL Leukemia Lung Ovarian 11 Tumors Leukemia 2
T-error #feats T-error #feats T-error #feats T-error #feats T-error #feats T-error #feats T-error #feats

F
IX

T
H

D
E
S
IG

N
C
T

100% 40.000 2000 20.000 4026 41.176 7129 4.698 12533 38.095 15154 86.207 12533 54.167 11225
50% 40.000 1000 13.333 2013 41.176 3565 1.342 6267 9.524 7577 84.483 6267 25.000 5613
25% 40.000 500 13.333 1007 41.176 1782 0.671 3133 7.143 3789 68.966 3133 25.000 2806
10% 40.000 200 13.333 403 41.176 713 0.671 1253 4.762 1515 68.966 1253 25.000 1123

A
U
T
O
M
A
T
IC

T
H
R
E
S
H
O
L
D

MINF1 20.000 11 6.667 12 14.706 13 0.671 14 0.000 14 68.966 28 12.500 13
MINF2 20.000 11 6.667 12 14.706 13 0.671 14 0.000 14 70.690 14 12.500 13
MINF3 20.000 11 6.667 12 14.706 13 0.671 14 0.000 14 70.690 14 12.500 13
MINCF 20.000 11 6.667 12 14.706 13 0.671 14 0.000 14 70.690 14 12.500 13

D
E
S
IG

N
T
C

F1U1 25.000 36 13.333 33 17.647 51 1.342 50 0.000 35 68.966 84 8.333 64
F1U2 15.000 17 13.333 18 20.588 22 0.671 22 0.000 22 70.690 19 8.333 25
F1U3 15.000 11 13.333 14 11.765 14 0.671 15 1.190 16 77.586 14 4.167 15
F1U4 15.000 11 13.333 12 14.706 13 0.671 14 1.190 16 77.586 14 4.167 13
F1U5 15.000 11 13.333 12 14.706 13 0.671 14 2.381 14 77.586 14 4.167 13
F1U6 15.000 11 13.333 12 14.706 13 0.671 14 2.381 14 77.586 14 4.167 13
F2U1 25.000 36 13.333 33 17.647 51 1.342 50 0.000 35 68.966 70 4.167 51
F2U2 15.000 17 13.333 18 20.588 22 0.671 22 0.000 22 70.690 19 8.333 25
F2U3 15.000 11 13.333 14 11.765 14 0.671 15 1.190 16 77.586 14 4.167 15
F2U4 15.000 11 13.333 12 14.706 13 0.671 14 1.190 16 77.586 14 4.167 13
F2U5 15.000 11 13.333 12 14.706 13 0.671 14 2.381 14 77.586 14 4.167 13
F2U6 15.000 11 13.333 12 14.706 13 0.671 14 2.381 14 77.586 14 4.167 13
F3U1 25.000 36 13.333 33 17.647 51 1.342 50 0.000 35 68.966 70 4.167 51
F3U2 15.000 17 13.333 18 20.588 22 0.671 22 0.000 22 70.690 19 8.333 25
F3U3 15.000 11 13.333 14 11.765 14 0.671 15 1.190 16 77.586 14 4.167 15
F3U4 15.000 11 13.333 12 14.706 13 0.671 14 1.190 16 77.586 14 4.167 13
F3U5 15.000 11 13.333 12 14.706 13 0.671 14 2.381 14 77.586 14 4.167 13
F3U6 15.000 11 13.333 12 14.706 13 0.671 14 2.381 14 77.586 14 4.167 13
CFL3 20.000 26 13.333 20 5.882 31 1.342 23 1.190 20 70.690 32 4.167 24



Table 4. Fitness measure F results for microarray datasets.

Colon DLBCL Leukemia Lung Ovarian 11 Tumors Leukemia 2

F
IX

T
H

D
E
S
IG

N
C
T

100% 0.5000 0.3333 0.5098 0.2058 0.4841 0.8851 0.6181
50% 0.4167 0.1944 0.4265 0.0945 0.1627 0.7874 0.2917
25% 0.3750 0.1528 0.3848 0.0473 0.1012 0.6164 0.2500
10% 0.3500 0.1278 0.3598 0.0223 0.0563 0.5914 0.2250

A
U
T
O
M
A
T
IC

T
H
R
E
S
H
O
L
D

MINF1 0.1676 0.0561 0.1229 0.0058 0.0002 0.5751 0.1044
MINF2 0.1676 0.0561 0.1229 0.0058 0.0002 0.5893 0.1044
MINF3 0.1676 0.0561 0.1229 0.0058 0.0002 0.5893 0.1044
MINCF 0.1676 0.0561 0.1229 0.0058 0.0002 0.5893 0.1044

D
E
S
IG

N
T
C

F1U1 0.2113 0.1125 0.1483 0.0119 0.0004 0.5758 0.0704
F1U2 0.1264 0.1119 0.1721 0.0059 0.0002 0.5893 0.0698
F1U3 0.1259 0.1117 0.0984 0.0058 0.0101 0.6467 0.0349
F1U4 0.1259 0.1116 0.1229 0.0058 0.0101 0.6467 0.0349
F1U5 0.1259 0.1116 0.1229 0.0058 0.0200 0.6467 0.0349
F1U6 0.1259 0.1116 0.1229 0.0058 0.0200 0.6467 0.0349
F2U1 0.2113 0.1125 0.1483 0.0119 0.0004 0.5756 0.0355
F2U2 0.1264 0.1119 0.1721 0.0059 0.0002 0.5893 0.0698
F2U3 0.1259 0.1117 0.0984 0.0058 0.0101 0.6467 0.0349
F2U4 0.1259 0.1116 0.1229 0.0058 0.0101 0.6467 0.0349
F2U5 0.1259 0.1116 0.1229 0.0058 0.0200 0.6467 0.0349
F2U6 0.1259 0.1116 0.1229 0.0058 0.0200 0.6467 0.0349
F3U1 0.2113 0.1125 0.1483 0.0119 0.0004 0.5756 0.0355
F3U2 0.1264 0.1119 0.1721 0.0059 0.0002 0.5893 0.0698
F3U3 0.1259 0.1117 0.0984 0.0058 0.0101 0.6467 0.0349
F3U4 0.1259 0.1116 0.1229 0.0058 0.0101 0.6467 0.0349
F3U5 0.1259 0.1116 0.1229 0.0058 0.0200 0.6467 0.0349
F3U6 0.1259 0.1116 0.1229 0.0058 0.0200 0.6467 0.0349
CFL3 0.1688 0.1119 0.0497 0.0115 0.0101 0.5895 0.0351
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a b s t r a c t 

Feature selection is of great importance for two possible scenarios: (1) prediction, i.e., improving (or 

minimally degrading) the predictions of a target variable while discarding redundant or uninformative 

features and (2) discovery, i.e., identifying features that are truly dependent on the target and may be 

genuine causes to be determined in experimental verifications (for example for the task of drug target 

discovery in genomics). In both cases, if variables have a large number of missing values, imputing them 

may lead to false positives; features that are not associated with the target become dependent as a re- 

sult of imputation. In the first scenario, this may not harm prediction, but in the second one, it will 

erroneously select irrelevant features. In this paper, we study the risk/benefit trade-off of missing value 

imputation in the context of feature selection, using causal graphs to characterize when structural bias 

arises. Our aim is also to investigate situations in which imputing missing values may be beneficial to re- 

duce false negatives, a situation that might arise when there is a dependency between feature and target, 

but the dependency is below the significance level when only complete cases are considered. However, 

the benefits of reducing false negatives must be balanced against the increased number of false positives. 

In the case of binary target variable and continuous features, the t-test is often used for univariate fea- 

ture selection. In this paper, we also introduce a de-biased version of the t-test allowing us to reap the 

benefits of imputation, while not incurring the penalty of increasing the number of false positives. 

© 2019 Elsevier B.V. All rights reserved. 

1. Introduction 

Missing data is nowadays commonly encountered in many 

real-world datasets. In early studies, missing data has been treated 

as a secondary problem, and was dealt with standard simple pro- 

cedures, such as replacing missing values by the variable median, 

eliminating them, or adding indicator variables of missingness 

[1,2] . However, the problem of missing data is at the very core 

of machine learning, even when no data are missing. Indeed, 

target values in supervised learning problems are missing in test 

data, and if they are not missing at random (that is, missingness 

mechanism depends solely on variables with complete informa- 

tion) [3] , this introduces a form of sample bias; collaborative 

filtering recommendation systems also present cases of missing 

data, occurring for at least two reasons: users generally do not 

∗ Corresponding author. 

E-mail address: ciamparo@udc.es (A. Alonso-Betanzos). 

evaluate all items, and new questions/items are often introduced 

in the course of the study. 

The analysis and resolution of missing data problems have been 

the subject of extensive studies [2,4,5] . In these works, the authors 

have indicated basic and general notions for dealing with certain 

missing data situations and also on the principles used for the re- 

covering of such missing data. Traditionally, discarding incomplete 

samples, or filling in missing values using median or average val- 

ues of the features being missed, have been used to deal with 

the missing data problem. Methodological approaches [4] appeared 

in the 70’s, providing Maximum Likelihood Estimation routines, 

Bayesian Estimation or Multiple Imputation. In particular, Pearl and 

Mohan [6,7] studied the recoverability and testability of missing 

data problems, using the causal theory to deal with the different 

possible missing mechanisms and simplifying the seminal theo- 

retical work of Little and Rubin [4] , in which most practices are 

based. Moreover, the authors deepened on this problem in another 

study [8] , where they use “missingness graphs” with the aim of 

determining the recoverability of the problem at hand. 

https://doi.org/10.1016/j.neucom.2018.10.085 

0925-2312/© 2019 Elsevier B.V. All rights reserved. 
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Missing data might occur in several parts of a study such 

as data sources, study designs, registration time, registration 

frequency, etc., and for different reasons, as failure to complete 

questionnaires, inaccurate data transfer, sensor failure, loss to 

follow-up, etc. Thus, it has been a common problem in almost 

any discipline, mainly in social, behavioral and medical sciences. 

Among those, however, clinical research is one of the main areas 

where the treatment of missing data takes a significant rele- 

vance. Therefore, several recent studies focus on that area. Enders 

[9] describes a number of practical issues that can be given by 

applying imputation on clinical problems, including mixtures of 

categorical and continuous variables, item-level missing data in 

questionnaires, significance testing, interaction effects and multi- 

level missing data. Pedersen et al. [10] study the effect of missing 

data in clinical epidemiological research, providing insights on the 

type of missing data, and recommending multiple imputation as 

the best way to obtain unbiased and valid estimates of associa- 

tions based on information from the available data in this area. 

Missing data is problematic due to the risk of bias, which depends 

on the type of missingness, the relative size of the data that are 

missing, and the way of dealing with these missing values [11] . 

Several authors focus on carrying out different works to interpret 

and reduce the risk of bias in their respective fields. As examples, 

Nguyen et al. [12] studied the impact of missing data strategies 

in the parental employment and health areas, while Tomita et al. 

[13] proposed a new method for multiple imputation to obtain a 

consistent final estimate, tested on a real medical dataset. 

In general, the difficulty of such problems varies depending 

on the nature of the “missingness mechanism” [1,6,14,15] . In the 

simplest case values are Missing Completely At Random (MCAR), 

which occurs when the “missingness mechanism” is completely 

unrelated to any study variable. In large datasets plagued with 

MCAR missing data, samples with missing values can be discarded 

without biasing the distribution of the remaining data. A slightly 

more general and frequent case concerns data Missing At Ran- 

dom (MAR) for which the missingness mechanism depends solely 

on variables with complete information ( i.e. with no missing val- 

ues) [3] . For example, in a study of the relationship between age 

and salary for which the age of all respondents is known, if older 

participants tend to skip more often the question “What is your 

salary?”, an analysis not taking into account this MAR pattern may 

falsely fail to find a positive association between age and salary. 

However, since the missingness mechanism depends on a fully ob- 

served variable (age) there are means of recovering the missing in- 

formation (to some extent). Data that are neither MCAR nor MAR 

are referred to as Missing Not At Random (MNAR). In MNAR data, 

the missingness mechanism depends on the variable of interest it- 

self or other variables not completely known. For example, if in 

a salary study participants with higher salaries skip the question 

“What is your salary?”, the missingness mechanism is MNAR. 

In this paper, we consider the case where values are not MNAR 

and sporadically missing. As stated above, there are several re- 

search works that have proposed algorithms addressing missing 

data with imputation (replacement of missing values), partial im- 

putation, partial deletion, full analysis, and interpolation [2,5,16] . 

Practitioners often favor imputing missing values before applying 

a generic algorithm for classification, regression, and/or feature se- 

lection. Possible biases introduced by such procedures can be al- 

leviated with multiple imputation [5,14,17,18] . The simple way of 

dealing with missing values by ignoring missing samples that we 

mentioned above, asymptotically leads to unbiased results for the 

MCAR situation [1,15,19] . This is due to the fact that the subsam- 

ple of cases with complete data is equivalent to a simple random 

sample– that does not cause bias for MCAR assumption– from the 

original dataset. In the context of feature selection, however, dis- 

carding samples with missing values results in a loss of statistical 

power (risk of false negatives). Thus imputation ( e.g. by regression) 

is tempting. 

In this work, our aim is to study the potential bias introduced 

in feature selection when handling missing data. Should we resist 

the temptation to impute missing values and then utilize standard 

feature selection methods? Particularly when large amounts of 

data are missing (e.g. 80%) imputation seems almost unavoidable, 

as obviously full records are almost impossible to find, which ren- 

ders multivariate selection methods very difficult to apply. How- 

ever, we will show that, particularly when large amounts of data 

are missing, imputation may introduce bias in data, even in the 

presumably “nicest” case of MCAR data. Thus it will be more ad- 

visable to devise feature selection methods that are “robust” to the 

presence of missing data rather than imputing them [20,21] . To the 

best of our knowledge, the modified t-statistic we propose in this 

paper as well as the use of causal graph to evidence the notion of 

structural bias are both new. 1 

The rest of the paper is organized as follows: In Section 2 , we 

exhibit a case of severe bias introduced by imputation on an exam- 

ple derived from the Gisette benchmark (from the NIPS feature se- 

lection challenge) for illustrative purposes. In Section 3 , we explain 

the application domain, which motivates this research and formal- 

izes our problem setting. In Section 4 we derive our proposal for 

a modified t-statistics. In Section 5 , we study a first category of 

bias introduced by improper imputation: statistical bias, and use 

the modified t-statistic, which takes care of bias introduced with 

single imputation by regression. In Section 6 , we study a second 

category of bias, which we call “structural” bias, and which arises 

when the imputation model reverses causal arrows compared to 

the original data generating model, and also analyze the results of 

our proposed modified t-statistic. Section 7 presents our findings 

on a real life dataset containing information about patients with 

diabetes. 

Finally, we would like to emphasize that this paper is not about 

uncovering causal relationships, but its aim is to address the prob- 

lem of establishing dependencies between variables/features and a 

target variable (the classical feature selection problem). However, 

as we shall see later on, we make use of functional causal models 

to describe the underlying data generating process and explain the 

notion of structural bias introduced by imputation. 

2. An illustrative example of imputation bias 

In this section, we will illustrate the imputation bias prob- 

lem that we face using a reduced version of the standard MNIST 

dataset benchmark [22] , in which only two confusable classes are 

used: digits 4 and 9. We thus have 60 0 0 examples per class avail- 

able. In the original representation, each digit image has 28x28 

gray level pixels (784 features). We modified the feature set for our 

purpose by complementing the real features with matched random 

distractors (control features obtained by random permutations of 

values of the corresponding real feature, also called “probes”) 

[23–25] . 2 This led to a double image containing 784 real pixels and 

784 control pixels for a total of 1568 features. In Fig. 1 we show 

an example of real and control sub-images for one of the patterns 

(corresponding to the class “4” digit). To the left is the real im- 

age and to the right the control image. We notice that the control 

image has a distribution of dark pixels at locations where dark pix- 

els of a “4” or a “9” are found. Indeed, the marginal distributions 

of the pixels in control images are the same as those in real im- 

ages. Control features, however, are statistically independent of real 

features and of one another. 

1 Source code available in https://github.com/chalearn/missing-causal-relation.git . 
2 Source code available in https://github.com/chalearn/missingdata . 
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Fig. 1. An example of real features (left image) and control features or distractors 

(right image) for one sample of the class “4” digit. 

We used this example to study the impact of missing data on 

feature selection, where the missing data is MCAR. Since the MCAR 

missingness mechanism is external and unrelated to the data, the 

probability that a feature value is missing is the same for both 

classes and for all pixels. In Fig. 2 , we show an example in which 

we deleted 40% of the pixels completely at random. Fig. 2 (a) shows 

the real and the control features; Fig. 2 (b) indicates with red dots 

the 40% missing values; and finally Fig. 2 (c) shows the resulting 

sample after replacing all missing values by white pixels (for ren- 

dering purpose only). For the above cases, we can see that it will 

be challenging for a classifier to obtain good results with these 

type of samples. Thus in most cases, researchers perform an impu- 

tation method to substitute values for the missing data using some 

model. 

Let us now assume that we will impute the missing values by 

two of the most popular imputation methods: 

• Median, the missing value in a particular sample f miss is re- 

placed by the median value of the affected feature f obtained 

from the data samples with no missing data. 

• Singular Value Decomposition method (SVD). The SVD imputa- 

tion method performs a matrix factorization of the data ma- 

trix X into X = U SV , where U and V are orthogonal matrices 

of eigenvectors and S is a diagonal matrix of singular values. 

Only the k largest singular values are retained (with their cor- 

responding eigenvectors) and X is reconstructed after restrict- 

ing U, S , and V to the relevant lines and columns. This fills the 

missing values with a linear combination of the components of 

the retained eigenvectors. In practice, we fixed k = 20 rather 

arbitrarily, and iterated the process several times, initializing 

the missing values to the feature medians, then repeatedly per- 

forming SVD, reconstructing X , then substituting the imputed 

missing values in the original matrix [26] . 

Obviously, the first method above (median) only considers in- 

formation from the given feature itself to input its missing values. 

The second method has been praised by many authors as a sim- 

ple and efficient imputation method [27–29] . The missing values 

f miss of a particular feature are imputed by correlations of lines 

and columns, and thus in this case it considers information from 

the whole dataset for missing value imputation. As it is shown 

in Fig. 3 , both methods allow for a reconstruction of the original 

sample ( 3 (a)) when using a sample with 40% of missing values 

( 3 (b)), although the result using the SVD imputation method ( 3 (d)) 

apparently is much better than using the median ( 3 (c)). 

We conducted systematic experiments on the “4” and “9”

classes of the MNIST dataset [30] . From the original data (28x28 

pixel maps) we constructed features including products of pairs of 

pixels. An equal number of probes was added to real features to 

obtain 2500 “real” features and 2500 “probes”. We used a data 

split into 60 0 0 training examples and 10 0 0 test examples. This 

corresponds to the Gisette dataset of the NIPS 2003 feature se- 

lection challenge. 3 We added missing data completely at random 

and varied the proportion of missing data as: 30%, 60% and 80%. 

As predictor, we used the ridge regression algorithm with de- 

fault parameters from the CLOP package. 4 We used the S2N filter 

(analogous to the t-statistic) for ranking the features [31] : s 2 n = 

| μ1 − μ2 | / (s 1 + s 2 ) where μ1 and μ2 are the means and s 1 and s 2 
the standard deviations for the two classes. We thus obtained the 

learning curves (Area under ROC curve as a function of number 

of features) shown in Fig. 4 . The learning curves show the supe- 

riority of SVD over median imputation (better prediction power). 

However, the performance of SVD is suspiciously “too good” at low 

number of selected features: better results are obtained with more 

missing data! At very high proportion of missing values (80%, for 

example), using just one selected feature, after imputation leads to 

better prediction accuracy than using 13 selected features with no 

missing values. In general, fewer selected features lead to better 

performance at high levels of missing data in the first part of the 

learning curves in the Fig. 4 . This can be explained by the fact that 

a feature with many missing values, acts as “place holders” being 

replaced by imputation with linear combinations of all other fea- 

tures. Hence, such a feature, which may originally be completely 

meaningless (a distractor or “probe”), may become a powerful pre- 

dictor after imputation. In reality they are “constructed features”. 

It turns out that imputing with SVD before feature selection 

also results in more false positives (meaningless features falsely 

called significant). This can be seen in the precision-recall curves 

shown in Fig. 5 . For large fractions of missing values, the figure 

shows that the SVD curves drop more quickly than those of me- 

dian imputation. As before, our interpretation is that SVD con- 

structs falsely relevant features, which may seem more relevant 

than real features. This is consistent with the results shown in 

Fig. 4 . 

Let us visualize the situation with raw MNIST images. In 

Fig. 6 we show the results of selecting the top 256 and 512 fea- 

tures, shown as green dots in the sample images. As can be seen 

in Fig. 6 (a), when there is no missing data (first row), the 256 

top ranking features are all selected from real features (not from 

probes). If we increase the number of top ranking features to 512, 

a few features are also selected from the control pool (probes). In 

the case of median imputation (second row) for 40% MCAR miss- 

ing values, the results for the 256 top ranking features ( Fig. 6 (c)) 

are similar to those with non missing data ( Fig. 6 (a)). If we extend 

the selection to the top 512 then a few more features are selected 

from the control image ( Fig. 6 (d). Finally, for SVD imputation, the 

256 top ranking features ( Fig. 6 (e)) already include a few features 

from the control image, and it is clearly much worse for the top 

512 features ( Fig. 6 (f)). This illustrates that missing data imputation 

with SVD leads to the selection of more false positives (selection of 

probes in the control image). 

3. General problem setting and motivation 

Feature selection (FS) is a preprocessing step that has become 

essential during the last few years, due to the proliferation of large 

datasets [32,33] . The goals of FS can be diverse [34] , such as re- 

ducing the training time needed for subsequent machine learning 

algorithms. Among others, the purpose of FS is twofold: 

3 http://clopinet.com/isabelle/Projects/NIPS2003/ . 
4 http://clopinet.com/CLOP/ . 
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Fig. 2. MCAR missing sample with 40% missing values. (For interpretation of the references to color in this figure, the reader is referred to the web version of this article.) 



B. Seijo-Pardo, A. Alonso-Betanzos and K.P. Bennett et al. / Neurocomputing 342 (2019) 97–112 101 

Fig. 3. An example of the use of SVD and median imputation methods over a sample with 40% missing data following a MCAR mechanism. 

Fig. 4. Predictive power: Learning curves showing the Area under the ROC curve (AUROC) versus the number of features selected. 
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Fig. 5. Discovery power. Precision obtained versus Recall for the same percentages of missing values as in Fig. 4 . (Precision = fraction of “true features” retrieved of all 

features. Recall = fraction of “true features” retrieved of “all true features”, a.k.a. True Positive Rate. 

• Regression/Classification, which is the problem of predicting a 

target variable from a set of given variables/features. In the con- 

text of FS, the subset of features that increases or minimally 

degrades prediction performance must be selected, eliminating 

those features that are irrelevant or noisy. 

• Discovery, which is the problem of finding features/variables 

which may influence the target, with the intention of later 

testing the causal relationships in a controlled experiment. As 

the features selected by the FS algorithm are a subset of the 

original set of features, the underlying phenomena governing a 

given problem can be explained by identifying those features 

associated with a given target variable. 

While prediction and discovery are sometimes addressed 

jointly, they differ in their emphasis on Type I and Type II errors 

[35] : 

• A Type I error involves rejecting a true null hypothesis (false 

positives). Incorrectly deducing that a given drug cures a cer- 

tain disease is an example of a Type I error. Such errors affect 

the discovery tasks more, as wrong associations or false posi- 

tives would lead to inferring wrong causal relationships, which 

may lead to harmful decisions (inefficient or detrimental new 

policies or treatments). 

• A Type II error involves failing to reject a false null hypoth- 

esis (false negatives). An example of a Type II error is fail- 

ing to show that an effective drug cures a certain disease. In 

this case, it is the prediction task that is more affected due 

to the absence of a good predictor. Some studies [34] have al- 

ready shown that predictors are very tolerant to large amounts 

of irrelevant variables, but their performance deteriorates 

considerably when key predictive features are omitted. 

Although the analysis that will be carried out in this study 

extends to multivariate feature selection, in order to present our 

findings more clearly, we will illustrate our reasoning using uni- 

variate feature ranking methods. Thus, we will investigate the bias 

that can be introduced by imputing missing values by regression 

of continuous helper variable H (auxiliary variable with complete 

data) onto a continuous “source variable” S (variable of interest 

having missing values), for which the relevance to a binary “target 

variable” T ∈ {1, 2} (a 2-class problem) is to be tested. We explic- 

itly forbid imputing values of S using T , since this will obviously 

corrupt our estimation of the dependency between S and T . We 

further simplify the problem, assuming data missing completely at 

random (MCAR) (that is, the missingness mechanism is indepen- 

dent of S, H and T ), to separate the problems of bias introduced by 

the “missingness mechanism” and bias introduced by imputation. 

Testing univariate dependencies between several source vari- 

ables or features and a target can be performed as a preprocess- 

ing step in many multivariate feature selection methods in order 

to select relevant features without overfitting [36] . In cases where 

the number of samples is very small (in the order of hundreds), 

compared to the number of features to be tested, it is often advis- 

able to perform only univariate feature selection as preprocessing. 

Thresholds on p -values (or false discovery rate) are often set to 

discard features which are below certain significance level. Thus, 

for our simple scenario and as a criterion of relevance, we use the 

simple t-statistic, which computes the ratio of: (1) The difference 

in the means of S for the 2 classes S̄ 1 − S̄ 2 , and (2) the standard de- 

viation of the difference of the means, which assuming equal class 

variance σ 2 , is approximately 
√ 

2 /n σ, where n is the number of 

samples. 

For example, the following t-statistic is commonly used for bal- 

anced binary classification problems with continuous features: 

t orig = 

ˆ μ1 − ˆ μ2 

σp 

√ 

2 /n 

with σ 2 
p = 

σ 2 
1 + σ 2 

2 

2 

and 
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Fig. 6. Visualization of the results of applying S2N feature ranking. The first row corresponds to selecting the first 256 (left sub-figure) and 512 (right sub-figure) features for 

the case of no missing data. The second row is analogous but for median imputation, and the last row correspond to the figures of SVD imputation. All examples except first 

line correspond with 40% missing data following a MCAR mechanism. (For interpretation of the references to color in this figure, the reader is referred to the web version 

of this article.) 

σ 2 
i = 

n i ∑ 

k =1 

(x k − ˆ μi ) 

n i 

(1) 

where ˆ μi are the sample means, σ i the sample standard devia- 

tions, σ p the pooled within class standard deviation, and n 1 = n 2 = 

n/ 2 the number of samples per class. 

Standard methods of evaluation will be used. Thus, the frac- 

tion of Type I errors (false positive rate) will be assessed by the 

p -value of a statistical test (e.g., the t-test for the t-statistic). Cor- 

rections for multiple testing such as the Bonferroni correction, may 

be applied on top of our analysis. For non-tabulated test statistics, 

we will use “distractors” to emulate a null distribution (features 

obtained by randomly permuting the values of real features). The 

p -value is then estimated as the fraction of distractors whose test 

statistic exceeds the value obtained for the feature being tested. As 

Type II errors are more difficult to assess in real data, for which 

no ground truth of the relevant features is known, the prediction 

performances of a given predictor will be used in order to quantify 

them indirectly. 

3.1. Imputation mechanisms 

The simplest way to deal with missing values is to compute the 

t-statistic on the basis of only the n obs observed samples, while ig- 

noring all the n mis missing samples. This has been shown to lead 
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asymptotically to unbiased results for MCAR situations [4] . But dis- 

carding samples with missing values will unavoidably result in a 

loss of statistical power (risk of false negatives), making imputa- 

tion ( e.g., by regression) very tempting. In the context of feature 

selection, however, there are at least three types of biases that can 

be introduced with imputation by regression: 

• Optimistic sample count: a simple imputation with the mean 

of S (which could be thought of as regression with a con- 

stant model) allows us to use all n samples instead of only the 

n obs . However, this leads to a false increase in the number of 

samples, which artificially inflates the t-statistic producing too 

small estimates of the p -value. 

• Optimistic variance estimate by ignoring the regression resid- 

ual: imputing with the mean of S or with an estimate of the 

expected value of S from H (regression: ˆ S = aH + b) leads to 

an under-estimate of the variance of S because imputed val- 

ues have less variance than real values. To avoid that, imputed 

values should be drawn from P ( S | H ) to take into account the 

intrinsic noise (captured e.g., by the residual in a least-square 

regression), as performed in multiple imputations. 

• Optimistic variance estimate by ignoring the uncertainty on the 

regression parameter(s): when imputing by regression, we must 

estimate the parameters of the regression model ( e.g., the slope 

a of linear regression) using the n obs available values. Our esti- 

mator of the variance of S using values imputed by regression 

must also take into account the uncertainty on our estimate of 

coefficient a . 

In what follows, we derive adjusted t-statistics accounting for 

such biases. Our purpose is mostly didactic: we want to arrive at a 

simple formula, which includes terms accounting for systematic er- 

rors introduced by “intrinsic noise” (regression residual) and “finite 

training sample” (regression parameter error bar). We demonstrate 

that even for simple cases where the best case data generation 

process is known with certainty, the usual t-test is optimistic as 

it underestimates the increased variance arising from imputation. 

Thus, we illustrate a simple case in which the t-statistic models 

the data generating process effectively using the following assump- 

tions: 

• T is a Bernouilli process, T ∈ {1, 2} with given apriori probabili- 

ties P (T = 1) and P (T = 2) . 

• S is drawn given T with: P( S | T ) ∼ N ( μT , σ T ). 

H is a variable correlated with S . We use linear regression to 

perform imputation: 

ˆ S = aH + b 

Variables T, S , and H are jointly observed. 

Other authors have addressed the related problem of variance 

estimation in the presence of imputation of missing data in a more 

detailed and general way (e.g., [37–39] ), not directly relating it to 

the problem of feature selection. These could be useful follow up 

readings for generalizing our findings to other univariate feature 

selection statistics. Our purpose in this paper is to arrive at a for- 

mula, which exhibits terms showing schematically the influence of 

the various types of biases and to alert the machine learning com- 

munity of such problems. 

4. Our proposal for a modified t-statistic 

In this section, we will describe our proposal for a modified 

t-statistics that can take into account the uncertainty of linear 

regression imputation. To start with, we will describe first our 

assumptions and the notation that will be employed. 

• T ∈ {1, 2} is the binary target variable, with each class having n T 
points. 

• The samples of interest S Ti , i = 1 , . . . , n T are the i.i.d samples in 

class T with mean μT and variance σ T . 

• The set of n obsT observed samples in Class T are obs T . The set of 

n misT missing samples in Class T are mis T . 

• The helper samples H Ti , i = 1 , . . . , n T are the i.i.d samples in 

class T. H is a fully observed variable, although we can still in- 

dex it using the above index scheme as necessary. 

• We produce estimates of S Ti , i ∈ mis T using linear regression on 

S . This process creates the variable ˆ S T i = aH T i + b + εi (and as 

for now we will ignore the mechanism of how the coefficients 

of ˆ S are estimated). We assume ε are i.i.d. with mean 0 and 

standard deviation σ ε , and also assume a and σ e are known. 

Using the imputed data, μT is estimated by: 

S̄ T = 

∑ 

i ∈ obs T 
S T i + 

∑ 

j∈ mis T 
ˆ S T i 

n T 

(2) 

Our aim is to test the alternative hypothesis H 1 : μ1 � = μ2 

against the null hypotheses H 0 : μ1 = μ2 . 

Using only the observed data and the assumption that the 

standard deviations are equal for the two classes this can be 

accomplished using the two sample t-test with common standard 

deviation: 

t = 

S̄ 1 − S̄ 2 

σp 

√ 

1 
n obs 1 

+ 

1 
n obs 2 

(3) 

where the pooled standard deviation is: 

σp = 

√ 

(n obs 1 − 1) σ 2 
obs 1 

+ (n obs 2 − 1) σ 2 
obs 2 

n obs 1 + n obs 2 − 2 

. (4) 

Our next step is to see how this test changes when we incorpo- 

rate the imputed data. In order to do this, we begin by deriving the 

mean and variance of our estimate of S̄ 1 − S̄ 2 (after imputation). 

For this, we need to compute the expected value of the difference 

of the adjusted means, E( ̄S 1 − S̄ 2 ) . For any j ∈ m T . 

E( ̂  S T j ) = E( ̂  a H T j + ̂

 b + ε j ) 

= E( ̂  a H T j ) + E( ̂ b ) + E(ε j ) 

= E( ̂  a H T j ) + b + 0 

= cov ( ̂  a , h T j ) + E ( ̂  a ) E (h T j ) + b 

= aμHT + b if a is fixed (5) 

The later comes from the fact that Ordinary Least Squares cre- 

ates unbiased estimates of a and b and for fixed a , cov ( ̂  a , h T j ) = 0 . 

If a is calculated then cov ( ̂  a , h T j ) = cov (g(S obs 1 , H obs 1 ) , H T j ) may not 

be zero, where g is a fixed function of the observed data. 

Using this result we can find the expected difference of the esti- 

mates (for the sake of clarity in the formula, abbreviating obs with 

o and mis with m ): 

E( ̄S 1 − S̄ 2 ) = E 

(∑ 

i ∈ o 1 S 1 i + 

∑ 

j∈ m 1 
ˆ S 1 j 

n 1 

−
∑ 

i ∈ o 2 S 2 i + 

∑ 

j∈ m 2 
ˆ S 2 j 

n 2 

)

= 

n o1 

n 1 

μ1 + 

n m 1 

n 1 

E( ̂  S 1 ) − n o2 

n 2 

μ2 − n m 2 

n 2 

E( ̂  S 2 ) 

= 

n o1 

n 1 

μ1 + 

n m 1 

n 1 

(cov ( ̂  a , h 1 ) + E ( ̂  a ) E (h 1 ) + b)) 

− n o2 

n 2 

μ2 − n m 2 

n 2 

(cov ( ̂  a , h 2 ) + E ( ̂  a ) E (h 2 ) + b)) (6) 

If we assume that a is fixed or that 
n m 1 
n 1 

(cov ( ̂  a , h 1 ) = 

n m 2 
n 2 

(cov ( ̂  a , h 2 ) , then the expression can be simplified as: 

E( ̄S 1 − S̄ 2 ) = 

(
n o1 

n 1 

μ1 + 

n m 1 

n 1 

aμH1 

)
−

(
n o2 

n 2 

μ2 + 

n m 1 

n 2 

aμH2 

)
(7) 
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And if we assume that the sample sizes for missing and observed 

data are the same for both classes, the expression simplifies to: 

E( ̄S 1 − S̄ 2 ) = ( f o μ1 + f m 

aμH1 ) − ( f o μ2 + f m 

aμH2 ) , (8) 

where f o and f m 

are the fractions of observed and missing data, 

respectively. 

Now, let us derive the variance. We define: 

Q o = 

∑ 

i ∈ o 1 S 1 i 
n 1 

−
∑ 

i ∈ o 2 S 2 i 
n 2 

(9) 

Q m 

= 

∑ 

j∈ m 1 
ˆ S 1 j 

n 1 

−
∑ 

j∈ m 2 
ˆ S 2 j 

n 2 

(10) 

Also, the result exploits the facts that S i ⊥ S j and S i ⊥ 

ˆ S j for i � = j , 

and S i ⊥ H j and ˆ a ⊥ H j for i ∈ obsT, H j ∈ misT . 

v ar( ̄S 1 − S̄ 2 ) = v ar(Q o + Q m 

) 

= v ar(Q o ) + v ar(Q m 

) + 2 cov (Q o , Q m 

) 

= 

n o1 

n 

2 
1 

v ar (S 1 ) + 

n o2 

n 

2 
2 

v ar (S 2 ) + 

n m 1 

n 

2 
1 

v ar ( ̂  S 1 ) 

+ 

n m 2 

n 

2 
2 

v ar( ̂  S 2 ) + 2 cov (Q o , Q m 

) 

= 

n o1 

n 

2 
1 

v ar (S 1 ) + 

n o2 

n 

2 
2 

v ar (S 2 ) + 

n m 1 

n 

2 
1 

v ar (aH 1 + ε) 

+ 

n m 2 

n 

2 
2 

v ar(aH 2 + ε) + 2 cov (Q o , Q m 

) (11) 

As we are in the case in which a is fixed, we also can exploit 

cov (Q o , Q m 

) = 0 (This covariance may not be 0 for estimated ˆ a ). 

Thus results can be further simplified to: 

v ar( ̄S 1 − S̄ 2 ) = 

n o1 

n 

2 
1 

σ 2 
1 + 

n o2 

n 

2 
2 

σ 2 
2 + 

n m 1 

n 

2 
1 

(a 2 σ 2 
H1 + σ 2 

ε ) 

+ 

n m 2 

n 

2 
2 

(a 2 σ 2 
H2 + σ 2 

ε ) (12) 

And again, as our assumptions are a fixed, the classes have the 

same variances, and equal sample sizes for both classes, the ex- 

pression finally reduces to: 

v ar( ̄S 1 − S̄ 2 ) = 

2 

n 

( f o σ
2 + f m 

(a 2 σ 2 
H + σ 2 

ε )) (13) 

The distribution of this statistic would depend on the assumptions 

of the problem. 

4.1. Creating the test for fixed a 

For the case of a fixed, we use as our statistic: 

t = 

S̄ 1 − S̄ 2 √ 

2 
n 
( f o σ 2 + f m 

(a 2 σ 2 
H 

+ σ 2 
ε ) 

(14) 

with the variables replaced by their corresponding sample 

estimates. 

If we further assume S and H have same variance and a = 1 , 

then 

t = 

S̄ 1 − S̄ 2 √ 

2 
n 
(σ 2 

all 
+ f m 

σ 2 
ε ) 

(15) 

where σ 2 
all 

is the sample covariance of observed S T and imputed 

ˆ S T 
combined. 

4.2. Creating the test for estimated a 

The coefficients of the regression function have a closed form, 

so we can determine their distributions. 

Let us define S̄ o as the sample mean of S i , i ∈ obs , H̄ o and var ( H o ) 

as the sample mean and variance of H i , i ∈ obs , and cov ( H o , S o ) as 

the corresponding sample covariance. Then 

ˆ a = 

cov (H o , S o ) 

v ar(H o ) 
(16) 

ˆ b = S̄ o − ˆ a H̄ o (17) 

E( ̂  a ) = a (18) 

v ar( ̂  a ) = 

σ 2 
ε

n o σ 2 
H 

(19) 

where σ 2 
R = 

∑ 

i ∈ o (S i − ˆ s i ) 
n o −2 . Note that we can remove b in 

ˆ S = aH + b by 

normalizing observed data, so let’s assume we do that and neglect 

b from further calculations. 

We need a key result here on the variance of the estimated S 

for both classes: 

v ar( ̂  S T i ) = v ar( ̂  a H T i + ε) 

= v ar( ̂  a H T i ) + v ar(ε) 

= v ar ( ̂  a ) v ar (H T i ) + v ar( ̂  a ) E(H T i ) 
2 + v ar(H T i ) E( ̂  a ) 2 

+ v ar(ε) 

= 

σ 2 
ε

n o σ 2 
H o 

σ 2 
H T 

+ 

σ 2 
ε

n o σ 2 
H o 

μ2 
H T 

+ σ 2 
H T 

a 2 + σ 2 
ε

= σ 2 
H o 

a 2 + 

[
1 + 

1 

n o 
+ 

μ2 
H T 

n o σ 2 
H o 

]
σ 2 

ε (20) 

Note that this depends on 

v ar(X Y ) = v ar(X ) v ar(Y ) + v ar(X ) E(Y ) 2 + v ar(Y ) E(X ) 2 . 

This last step assumes σ 2 
H o 

= σ 2 
H T 

, i.e. that the variance of H is the 

same for all T . Estimation of a increases the impact of the residual 

on the variance, but this additional impact goes to 0 as n 0 → ∞ . 

Note 

v ar (Q o ) = 

n o1 

n 

2 
1 

v ar (S 1 ) + 

n o2 

n 

2 
2 

v ar (S 2 ) = 

n o1 

n 

2 
1 

σ 2 
1 + 

n o2 

n 

2 
2 

σ 2 
2 (21) 

since the cov (S 1 , S 2 ) = 0 , and 

v ar (Q m 

) = 

n m 1 

n 

2 
1 

v ar ( ̂  S 1 ) + 

n m 2 

n 

2 
2 

v ar ( ̂  S 2 ) − 2 

n 1 n 2 

cov 

( 

∑ 

i ∈ m 1 

ˆ S 1 i , 
∑ 

j∈ m 2 

ˆ S 2 j 

) 

(22) 

Here we assume that the covariance term is negligible since its 

limit is 0 as the sample size grows and the only dependence be- 

tween 

ˆ S 1 and 

ˆ S 2 is through ˆ a . 

Under simplifying assumptions that S and H have the same 

variance and that a = 1, this becomes 

v ar(Q o ) = 

2 f o 

n 

σ 2 

v ar(Q m 

) = 

2 f m 

n 

[
σ 2 + 

[
1 + 

(2 σ 2 + μ2 
H 1 

+ μ2 
H 2 

) 

2 n o σ 2 

]
σ 2 

ε

]
(23) 

Thus under the assumptions that the variance of S and H are 

equal and that the sample size is sufficiently large, 
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v ar( ̄S 1 − S̄ 2 ) = v ar(Q o + Q m 

) 

= v ar(Q o ) + v ar(Q m 

) + 2 cov (Q o , Q m 

) 

= 

2 

n 

[
σ 2 + f m 

[
1 + 

(2 σ 2 + μ2 
H 1 

+ μ2 
H 2 

) 

2 n o σ 2 

]
σ 2 

ε

]

+ 2 cov (Q o , Q m 

) 

≈ 2 

n 

[
σ 2 + f m 

[
1 + 

(2 σ 2 + μ2 
H 1 

+ μ2 
H 2 

) 

2 n o σ 2 

]
σ 2 

ε

]
(24) 

Neglecting the covariance will result in an underestimate of the 

variance of S̄ 1 − S̄ 2 . Recall that Q 0 is the difference in the estimates 

of the means of the classes on the observed data and that Q m 

is 

the difference in the means of the classes on the imputed data. 

Thus, Q 0 and Q m 

will be positively correlated. As the number of ob- 

served samples goes to infinity for a fixed f m 

, then Q o and a rapidly 

converge to constants. Consequently, the problem converges to the 

case of a known which has the cov (Q 0 , Q m 

) = 0 so the covariance 

term would have little impact for problems with large numbers of 

observed data. 

This suggests a statistic of the form 

t = 

S̄ 1 − S̄ 2 √ 

2 
n 
(σ 2 

all 
+ f m 

[
1 + 

α
n o 

]
σ 2 

ε ) 

(25) 

with α > 0 chosen appropriately. The best statistic and the distri- 

bution of that statistic depend on the assumptions about the joint 

distribution of S and H , and thus this remains an open question. 

But clearly when used with imputed data, the typical t-test may 

induce false positive errors due to the underestimation of variance. 

5. Statistical bias 

To start with the simplest problem, it is well known that the 

use of imputation causes statistical biases [17,40] . The application 

of Eq. (1) to imputed data may yield false positive discoveries by 

under-estimating the variance in data, with the first source of bias 

being an over-estimation of the number of samples n i . The im- 

puted values violate the independence and identically distributed 

assumptions of the formula. As imputed values do not bear novel 

information, one simple manner of correcting the problem is to 

divide the class variances by the number of observed values n oi 

(instead of dividing by the total number of values). This simple 

arrangement can be done for the case of the median imputation, 

however the SVD imputation’s bias analysis is not that simple. Go- 

ing back to our continuous helper variable H with complete data, 

our continuous source variable S and our binary target variable T 

mentioned in Section 3 , let us assume for simplification that we 

perform (single) imputation of the missing values of a feature of 

interest S by linear regression of the fully observed helper variable 

H (correlated both to S and the target T ). If we use the imputed 

values in the calculation of σ 1 and σ 2 the variance might be un- 

derestimated due to two reasons: 

• If the linear model S = aH + noise is assumed as correct, when 

single imputation is carried out, the missing values are replaced 

by their expected value ˆ S = aH. Thus, the noise term, which can 

be estimated by the RMSE residual of the fit σ r , is completely 

ignored. 

• The regression coefficient is evaluated only from a small and 

finite quantity of observed data, and thus some uncertainty 

appears. 

In the simple and approximate formula below, both type of 

biases are corrected: 

t modi f ied = 

ˆ μ1 − ˆ μ2 √ 

2 /n 
√ 

σ 2 
p + f m 

σ 2 
r ︸ ︷︷ ︸ 

regression residual 

(1 + α/n o ) ︸ ︷︷ ︸ 
regression coeff. uncertainty 

(26) 

Compared to Eq. (1) , σ p is the pooled within class standard devia- 

tion (estimated on all samples after imputation), f m 

is the fraction 

of missing values, σ r is the RMSE residual of the fit, n o the number 

of observed (non missing) values, and α a positive coefficient. 

Eq. (26) corrects two types of biases, which create false positive 

results: (1) We add at the denominator a term proportional to s r , 

taking into account the intrinsic regression error. This term van- 

ishes when the fraction of missing values go to zero. (2) We add 

another corrective term to take into account the uncertainty on the 

regression coefficient a , which goes to zero as the number of ob- 

served examples n o increases. The coefficient of proportionality is 

computed with α = < μ2 
H 

> /σ 2 
H 
, where < μ2 

H 
> is the average of 

the square class-wise means of H and σ H is the variance of H . 

To arrive at this formula we made several simplifying assump- 

tions, however, the formula clearly reflects qualitatively the influ- 

ence of the two types of biases and the necessity to correct them. 

6. Structural bias 

Regarding other problems that appear when using imputation 

with incorrect assumptions about the data generating process, we 

will make use of simple structural causal models to analyze the 

imputation mechanisms. These models have been used successfully 

used before by other authors [6] for analyzing missingness mech- 

anisms. However, in our case we will be utilizing them with a dif- 

ferent goal in mind, that is, the analysis of imputation mechanisms 

assuming an MCAR context. Let us remember that we have defined 

three different variables in the previous sections: The feature of in- 

terest S , for which some values might be missing; fully observed 

variables H and T , where H is a feature correlated to both S and T ; 

and finally �, which is a feature S after the imputation of missing 

values using H . 

And we ask ourselves the following question: 

Does �⊥ T ⇒ S ⊥ T and �� T ⇒ S � T (where ⊥ � independent 

and �� dependent)? 

First we carry out a Listwise Deletion (LWD) independence test 

between S and T , in which the records containing missing val- 

ues are ignored. Subsequently, we challenge the LWD test result 

by re-testing after imputation by regression with H . The t-test has 

been employed for revealing dependencies between S (source) and 

T (target) ( p -value ≤ 0.01). H (helper) is an “auxiliary” variable. We 

will exemplify two cases using histograms and scatter plots of S 

and H shown in Figs. 7 and 8 . The binary variable T = ±1 is color 

coded (red/blue) and the missing values are represented in yellow. 

Depending on the outcome of the LWD test, we have two different 

cases: 

1. Case 1 (model shown in Subfigure 7 (a)), in which imputation 

yields false negatives, that is, Listwise Deletion (LWD) reveals 

that S � T . To challenge this result with imputation, we must use 

a variable H such that H ⊥ T . This results in a set of dependen- 

cies for the null model and alternative model shown in Table 1 . 

Imputation does not reverse any causal arrow and can be con- 

sidered “legitimate”. However, as exemplified in Fig. 7 , it can 

result in false negatives. Thus, if we find a dependency that is 

significant with LWD, we rather satisfy ourselves with this re- 

sult than impute and risk to get a false negative result. 

We will exemplify this case in Fig. 7 . We draw 100 points 

following the data generation model T ∼ Bern ( p = 1 / 2 ) ; S ∼
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Fig. 7. An example in which it can be seen that imputation yields FALSE POSITIVES. The t-test is employed to reveal dependencies between S (source) and T (target) ( p -value 

≤ 0.01). H (helper) is an “auxiliary” variable. In histograms and scatter plots of S and H, binary variable T = ±1 is color coded (red/blue) and missing values are represented 

in yellow. Subfigure (b) displays 100 points randomly drawn following the data generating model T ∼ Bern ( p = 1 / 2 ) ; H ∼ N (0 , 1) ; S = T + H + noise . The p -value reveals that 

T and S are significantly DEPENDENT . In Subfigure (c), S has 80% of values Missing Completely At Random (MCAR). H and T are fully known. The p -value indicates that T and S 

remain significantly DEPENDENT based on the remaining 20% of complete data . For Subfigure (d), we impute missing values by regressing S on H . Imputation results in a loss 

of blue/red separation in the histogram of S . According to the p -value, the dependency between S and T is no longer detectable . Imputation using H , carrying no information 

about T , contributed noise w.r.t. detecting the dependency between S and T . (For interpretation of the references to color in this figure legend, the reader is referred to the 

web version of this article.) 

N (0 , 1) ; H = T + S + noise . As can be seen in Subfigure 7 (b), T 

and S are significantly dependent. Then we make S have 80% of 

missing values simulating an MCAR mechanism. As H and T are 

fully known, the p -value indicates that T and S remain signifi- 

cantly dependent based on the 20% of remaining complete data 

( Subfigure 7 (c)). On Subfigure 7 (d) we show the result of car- 

rying out an imputation of values by regressing H on S. It can 

be seen that the imputation results in a loss of separation of 

blue/red in the histogram. Checking the p -value (strike-through 

is the original p -value, non-strike through is our modified t- 

statistic), the dependence between S and T can no longer be 

detected. Thus, imputation using H, that contains no informa- 

tion about T, contributes to noise with respect to detecting the 

dependence between S and T. 

2. Case 2 (model shown in Subfigure 8 (a), in which imputation 

yields false positives, that is, LWD reveals that S ⊥ T . To chal- 

lenge this result with imputation, we must use a variable H 

such that H � T . As shown in Table 1 , this time imputation does 

reverse a causal arrow, which may lead to a false positive dis- 

covery. 

We will exemplify this case in Fig. 8 . As in the case above, we draw 

100 points with the model T ∼ Bern ( p = 1 / 2 ) ; S ∼ N (0 , 1) ; H = 

T + S + noise . As can be seen in Subfigure 8 (b) the p -value of the 

test confirms that there is not a significant dependency between 

S and T . Again, S is simulated to have 80% of missing values fol- 

lowing a MCAR mechanism, H and T are fully known and it can be 

seen that there is no change in the p -value of the test. Finally, anal- 

ogous to Case 1, we impute missing values by regressing S on H. 

The consequence is that the imputation model reverses the causal 

relation between S and H, thus S and T become dependent, as 

strike-trough p -value shows, and as can be seen in Subfigure 8 (d), 

a separation of red/blue appears in the histogram of S that was 

not in the original data. Our proposed correction to the t-statistic 

brings the p -value above the chosen significance level (0.01). 
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Fig. 8. An example in which it can be seen that imputation yields false NEGATIVES. Same problem setting as in the previous figure, but with a different data generating model 

for which now S and T are INDEPENDENT . In Subfigure (b) we draw 100 points with the model T ∼ Bern ( p = 1 / 2 ) ; S ∼ N (0 , 1) ; H = T + S + noise . No significant dependency 

between S and T is found according to the p -value of the T-test. Thus, T and S are INDEPENDENT. In Subfigure (c) S has 80% of values Missing Completely At Random 

(MCAR). H and T are fully known. The situation does not change, and thus T and S remain independent. For Subfigure (d) we impute missing values by regressing S on 

H . The imputation model H ⇒ S reverses the causal arrow S → H . After imputation there is a blue/red separation in the histogram of S , which did not exist in the original 

data, that is S and T become DEPENDENT (strikethrough p -value). Our proposed correction to the t statistic (non strikethrough text) brings the p -value below the chosen 

significance level (0.01). (For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.) 

Table 1 

Challenging the results of Listwise Deletion (LWD test). We represent schematically all possible attempts to obtain better 

results with imputation instead of LWD. The first column indicates the conclusion drawn after performing the LWD 

test. The second column indicates the dependencies between variables for the corresponding null model and alter- 

native model (interestingly, the dependencies between S and T impose a single meaningful choice of dependencies 

between S and H and between H and T , see text). The model graph summarizes all causal models consistent with 

such dependencies. Directed arrows mean a causal relationship and bidirected arrows the presence of a latent common 

cause. Undirected edges mean any dependency (causal direction irrelevant). Stars are ”wild cards” coding for ”arrow or 

not arrow” e.g. A ← 

∗B means A ↔ B or A ← B . The imputation graph represents the potential change in causal direction 

incurred by imputation of missing data. Double arrows mean imputation. 
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Fig. 9. Predictive power on diabetes dataset: Learning curves showing the Area under the ROC curve (AUROC) versus the number of features selected for the ISIS diabetes 

dataset. 

7. Experiments on a real life dataset 

We carried out further experiments on a real life dataset, of pa- 

tients with diabetes, collected over a period of ten years [41] . 5 The 

dataset has several features including detailed survey items that 

have important information about the patients. As all questions in 

the questionnaire were not answered by patients, there are many 

missing values in the raw collected data. To illustrate our findings, 

we took a subset of patients who filled out the questionnaire and 

we selected those questionnaire items which have more than 90% 

complete information (so less than 10% missing values). This re- 

duced our data to a size of 1110x555 matrix. The target variable is 

the age at diagnosis of a patient, binarized to whether the age at 

diagnosis was 4 years or more (positive class) or less than 4 years 

(negative class). The data has both binary and continuous features 

representing various aspects of a patient’s life like diet, lifestyle, 

family information, etc. 

In order to keep the experiments consistent with the Gisette 

dataset, described in the earlier sections, we added 555 features, 

which were the product of two features selected at random, 

increasing the number of relevant features to 1665. To the 1665 

features we added 1665 probes (irrelevant), which were ran- 

5 The code for this experiment is available at https://github.com/chalearn/ 

isis- diabetes- missingdata . 

dom permutation of existing features. We repeated the experi- 

ments for different proportions of missing data, i.e., 30%, 60% and 

80%, generated via the MCAR mechanism. This is similar in spirit 

to the simulations performed on the Gisette dataset described 

earlier. 

When we have a mix of binary and continuous variables, it is 

recommended in the machine learning literature to always add a 

pre-processing step that standardizes or rescales the data, to bring 

each variable to the same scale. However, the presence of missing 

values in our original data poses a problem for the initial process- 

ing of data. For example, when standardizing a feature, the mean 

and standard deviation of the feature are required. Computing the 

mean and standard deviation would then require an imputation 

method to fill in missing values. Alternatively, case wise deletion 

can be used for computing the mean and the standard deviation. 

As this is a research problem in its own right and deserves further 

investigation, we leave the preprocessing of data in the presence of 

missing values as a subject of our future research. For the experi- 

ments mentioned in this section we applied a method of imputa- 

tion (median or SVD) to the initial raw data and then applied S2N 

(as explained on page 9) to rank each feature according to its rel- 

evance to the target variable. Once imputation was applied to the 

data, we applied standardization and then the kernel ridge regres- 

sion classifier with a linear kernel. 

Fig. 9 illustrates the learning curves for different percentages of 

missing data, when 5 fold cross validation accuracy (AUC of the 



110 B. Seijo-Pardo, A. Alonso-Betanzos and K.P. Bennett et al. / Neurocomputing 342 (2019) 97–112 

Fig. 10. PR curves for the diabetes dataset: Precision recall curves for the ISIS diabetes dataset for different percentage of missing values. Missing mechanism is MCAR. (For 

interpretation of the references to color in this figure, the reader is referred to the web version of this article.) 

ROC curve) was recorded from a kernel ridge regression classifier. 

Comparing with the learning curve of Fig. 4 on page 11 for the 

Gisette dataset, we can see similar trends for both SVD and median 

imputation. For a smaller set of features the performance of SVD 

is significantly better when the percentage of missing data is very 

high. However, with more features, median imputation appears to 

be a superior method. 

As noted for the Gisette dataset, for a larger fraction of MCAR 

missing values, the SVD imputation method, applied before feature 

selection, has poorer feature discovery power as presented by the 

precision recall curves of Fig. 10 . Note in this figure that the green 

curves representing 0% missing values imply 0 added missing 

values via MCAR mechanism. The raw data originally has missing 

values, which were imputed either via median or SVD imputation 

and hence the difference in the two curves. We also experi- 

mented with case wise deletion before applying the S2N filter. 

The performance of case wise deletion was very similar to that of 

median imputation and hence those curves are not included in the 

figure. 

The results on the diabetes dataset strengthen our claims that 

SVD leads to the generation of more false positives when the per- 

centage of missing values in data is high. Hence, using SVD for im- 

puting missing values would lead to a higher number of irrelevant 

features, which can be falsely detected as relevant. 

8. Conclusions 

Missing data arises in almost all analyses nowadays, and thus 

has become an undeniably ubiquitous problem, that can not be 

handled with the simple exclusion of those cases containing miss- 

ing values of variables, a strategy that is known as listwise deletion 

(LWD). LWD is widely used because of its distribution-preserving 

properties, but has the drawback of excluding potentially a large 

fraction of the data. Thus, several methods for imputing missing 

values have been developed, whose adequacy and validity depend 

on various assumptions, that are easily violated. Imputing missing 

values before any data processing and particularly before perform- 

ing feature selection when there is a large fraction of missing val- 

ues (above 80%), is tempting. Yet this is precisely when it is impor- 

tant to be cautious. The newly imputed values may introduce bias 

in data, with adverse effects on both type I errors (false positives) 

and type II errors (false negatives). This situation occurs even for 

the “nicest” type of missingness mechanisms: Missing Completely 

at Random (MCAR), in which the assumption is that the probability 



B. Seijo-Pardo, A. Alonso-Betanzos and K.P. Bennett et al. / Neurocomputing 342 (2019) 97–112 111 

of missing data on a certain variable is unrelated to the value of 

the variable itself or to the values of any other variables in the 

dataset. 

The types of bias that can be introduced by imputation are 

of two different natures: statistical and structural. Statistical bias 

results in an improper estimation of variance and/or co-variance 

between variables and can be corrected either analytically of by 

multiple imputation. Our proposal is a modified t-statistic which 

takes into account the uncertainty of linear regression imputation 

analytically, for the case of univariate feature selection of continu- 

ous features and a binary target variable. The new t-statistic cap- 

tures both the uncertainty due to the limited accuracy of the re- 

gression coefficients (estimated from a small data sample) and the 

residual of the fit. The other type of bias, structural bias, is more 

insidious. It stems from the reversal of causal arrows by the im- 

putation mechanism and can result in an increasing rate of false 

positives. For problems of prediction, this may not be an issue. 

But for problems of discovery, when a large fraction of variable 

values are missing, it is not advisable to use imputation methods 

such as regression or SVD, if one wants to avoid increasing the 

false discovery rate. Future work includes devising novel feature 

selection methods robust to missing data, without requiring impu- 

tation of missing values. Also, the problem of pre-processing data 

using standardization or normalization, in the presence of missing 

values, also deserves further attention and investigation. 
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APPENDIX I
Resumen del trabajo

I.1 Selección de caracteŕısticas

La selección de caracteŕısticas (SC) es el proceso que permite identificar un subconjunto

de caracteŕısticas relevantes capaz de describir apropiadamente el problema presenta-

do, eliminando la información irrelevante y redundante. Además, la SC presenta otras

ventajas:

• Reducción de datos, dando lugar a un menor uso de espacio de almacenamiento.

• Reducción de la dimensión, limitando el uso de recursos en siguientes recolecciones

de datos o durante la utilización.

• Comprensión de los datos, ganando conocimiento y visualización sobre el proceso.

• Mejora del funcionamiento de los algoritmos de aprendizaje automático.

• Ganando simplicidad, permitiendo el uso de modelos más simples y mejorando la

velocidad de procesado.

La SC ha sido empleada en multitud de problemas de aprendizaje automático y

mineŕıa de datos con el objetivo de seleccionar un subconjunto de caracteŕısticas que

minimice el error de predicción de un clasificador dado [33].

A la hora de evaluar las caracteŕısticas de un conjunto de datos existen diferentes

enfoques [73]: (i) evaluación individual, donde se obtiene un ranking de caracteŕısti-

cas ordenado de acuerdo al nivel de relevancia individual de cada caracteŕıstica, y (ii)

evaluación de subconjunto, donde sucesivos subconjuntos de caracteŕısticas son evalua-

dos iterativamente de acuerdo a un criterio de optimidad hasta que un subconjunto
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final de caracteŕısticas es obtenido. El enfoque de evaluación individual es incapaz de

eliminar caracteŕısticas redundantes mientras que el enfoque de evaluación de subcon-

junto puede manejar tanto caracteŕısticas redundantes como irrelevantes pero resulta

computacionalmente ineficiente dada la necesidad de evaluar todos los subconjuntos de

caracteŕısticas existentes.

Se puede realizar una clasificación diferente de los métodos de SC atendiendo a la

relacción existente entre el algoritmo de SC y el método de aprendizaje inductivo usado

para inferir el modelo [32]:

• Métodos de filtrado, los cuales generan el subconjunto de caracteŕısticas indepen-

dientemente del algoritmo de inducción, usando las caracteŕısticas generales de

los datos de entrenamiento, obteniedo un bajo coste computacional mientras se

exhibe una buena capacidad de generalización.

• Métodos envolventes, los cuales usan un algoritmo de aprendizaje para obtener

predicciones y medir la calidad de los diferentes subconjuntos de caracteŕısticas

generados. Esta interacción cercana con el clasificador suele significar una mejora

en los resultados de rendimiento con respecto a los métodos de filtrado pero

también conlleva un mayor tiempo de computación e incluso el riesgo de alcanzar

un sobreajuste.

• Métodos embebidos, los cuales combinan el desarrollo de un clasificador con la

búsqueda de un subconjunto de caracteŕısticas óptimo, y por ello puede verse

como una búsqueda en el espacio combinado de subconjuntos e hipótesis. Este

enfoque es capaz de capturar dependencias a un coste computacional más bajo que

los métodos envolventes pero, sin embargo, todav́ıa puede sufrir de sobreajuste.

Tras realizar un estudio preliminar sobre los diferentes métodos anteriormente ex-

plicadoss, en este trabajo nos hemos centrado en el uso de los métodos de filtrado y

embebidos con evaluación individual.

I.2 Enfoque ensemble

Los métodos de aprendizaje automático han utilizado un solo modelo de aprendizaje

originalmente, sin embargo, recientemente se ha observado que múltiples modelos de
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predicción pueden ser usados para resolver el mismo problema. Este enfoque, llamado

aprendizaje ensemble, se basa en el supuesto de que combinar la salida de múltiples

expertos es mejor que usar la salida de un solo experto [44, 43]. Este enfoque ha atráıdo

rápidamente el interés de las comunidades de reconocimiento de patrones y aprendizaje

automático, ya que los métodos ensemble a menudo mejoran a los métodos singulares

[26, 6, 19].

En nuestra investigación, hemos utilizado un enfoque ensemble usando métodos de

SC de filtrado y embebidos de evaluación individual. El objetivo era introducir diver-

sidad y aumentar la regularidad del proceso de SC, aprovechando las fortalezas de los

métodos de selección individuales y superando sus debilidades. En SC, los métodos de

selección individuales que forman un ensemble se conocen como selectores base. Los

métodos ensemble se pueden formar de varias maneras [13] y en este trabajo hemos

explorado en profundidad dos casos particulares: (i) N selecciones usando el mismo

algoritmo como selector base con la misma configuración de parámetros, todos usando

diferentes datos de entrenamiento; y (ii) N selecciones utilizando diferentes algoritmos

como selectores base con los mismos datos de entrenamiento. El primer enfoque, llamado

ensemble homogéneo, mejora el tiempo de cálculo mediante el procesamiento de datos

en nodos paralelos, mientras que el segundo enfoque, llamado ensemble heterogéneo, ga-

rantiza una SC estable y robusta que logra resultados competitivos independientemente

del escenario.

I.2.1 Diseño

En este trabajo, cada selector base obtiene un ranking de caracteŕısticas como resul-

tado –obtenido de acuerdo al nivel de relevancia asignado a cada caracteŕıstica– dado

que los selectores base utilizados en la construcción del método ensemble son méto-

dos de ranking. Estos métodos de ranking se utilizaron como selectores base ya que la

eficiencia computacional era nuestra prioridad. Los diferentes métodos ranking fueron

aplicados individualmente sobre un conjunto de datos particular y el subconjunto único

final se obtuvo combinando los resultados obtenidos mediante un método de combina-

ción. El uso de métodos ranking obligó a aplicar un umbral para limitar el número de

caracteŕısticas seleccionadas y aśı garantizar la eficiencia en los métodos de aprendizaje

posteriores. Por ello se presentan dos diseños diferentes según el orden en el que se rea-

lizan las operaciones de combinación y umbralización a la hora de construir el método

ensemble: (i) rankings combinados antes de la umbralización Diseño CT ; y (ii) umbral
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de corte aplicado antes de la combinación de rankings Diseño TC.

I.2.2 Combinación

Una vez que hemos obtenido los resultados de los selectores base en un método ensemble

debemos combinarlos para producir una salida final única. Este paso obligatorio en

los métodos ensemble se conoce como combinación o agregación, donde un método de

combinación o agregador es responsable de llevar a cabo las operaciones necesarias para

simplificar los resultados de los selectores base. Dependiendo del diseño del conjunto

seleccionado podemos diferenciar dos tipos de métodos de combinación: (i) métodos de

combinación de rankings y (ii) métodos de combinación de subconjuntos.

Los métodos de combinación de rankings se aplican en ensembles de Diseño CT,

realizando la fusión de las salidas de diferentes métodos ranking en un conjunto de

datos. Se obtiene un único ranking final como salida de los agregadores que combinan

todos los rankings de entrada. Hemos utilizado y comparado diferentes medidas para

realizar la combinación de rankings, que van desde medidas de cálculo simples (mı́nimo,

mediana, media, media geométrica, Stuart y RRA) hasta la inclusión de medidas más

sofisticadas como el método SVM-Rank.

Los métodos de combinación de subconjuntos se aplican en ensembles de Diseño

TC, es decir, cuando las salidas del método de SC se limitan antes de la combinación.

En este caso, los subconjuntos se fusionan y, por lo tanto, el orden de clasificación no

se tiene en cuenta. A su vez, los métodos de combinación de subconjuntos usados los

podemos agrupar en dos categoŕıas: (i) métodos que fusionan todos los subconjuntos y

(ii) métodos que fusionan los subconjuntos menos complejos.

I.2.3 Umbralización

Dado que los métodos de selección de caracteŕısticas de evaluación individual (métodos

ranking) ordenan todas las caracteŕısticas de acuerdo a su relevancia, es necesario es-

tablecer un umbral para obtener un subconjunto práctico de caracteŕısticas. Se puede

diferenciar entre dos tipos de umbralización de acuerdo a la manera de seleccionar el

número de caracteŕısticas en el subconjunto final: (i) umbral fijo y (ii) umbral automáti-

co.
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El umbral fijo es la práctica más común, pero no la más adecuada, ya que se basa

en probar diferentes umbrales fijos independientemente de la naturaleza del conjunto

de datos estudiado, solo teniendo en cuenta la dimensión del conjunto. Estos umbrales

retienen un número diferente de caracteŕısticas en función del número total de carac-

teŕısticas existentes y después de una etapa de clasificación, el umbral que obtiene la

mejor precisión es el que finalmente se usa [11, 9]. A lo largo de este trabajo hemos

utilizado cuatro umbrales fijos, que van desde la selección de un bajo número de carac-

teŕısticas hasta la selección de la mitad de ellas:

• log2 (n). Este umbral, donde n es el número de caracteŕısticas en un conjunto de

datos dado, selecciona las log2 (n) caracteŕısticas más relevantes del ranking final

ordenado.

• 10%. Este umbral selecciona el 10 % superior de las caracteŕısticas más relevantes

del ranking final ordenado.

• 25%. Este umbral selecciona el 25 % superior de las caracteŕısticas más relevantes

del ranking final ordenado.

• 50%. Este umbral selecciona el 50 % superior de las caracteŕısticas más relevantes

del ranking final ordenado.

En esta tesis hemos desarrollado nuevos umbrales automático que dependen de la

naturaleza del conjunto de datos. La idea de establecer un umbral automático se basa

en el uso de medidas de complejidad del conjunto de datos [37] para obtener un número

óptimo de caracteŕısticas que se utilizarán para clasificaciones posteriores. Este enfoque

calcula individualmente la medida de complejidad para cada caracteŕıstica del conjunto

de datos y, finalmente, obtiene el subconjunto final de caracteŕısticas de acuerdo con la

siguiente fórmula:

e = α× CM + (1− α)× ρ (I.1)

donde α es un parámetro con un valor en el intervalo [0, 1] que equilibra la importancia

tanto del error obtenido como del número de caracteŕısticas retenidas, CM es una de

las medidas de complejidad que se describen a continuación (F1, F2, F3 o CF ) y ρ es el

porcentaje de caracteŕısticas retenidas con un valor en el intervalo [0, 1]. En este traba-

jo, los porcentajes de caracteŕısticas se calcularon para lotes de log2(n) caracteŕısticas.

Es decir, calculamos e usando solo el primer lote de caracteŕısticas log2(n), y luego

calculamos e para el lote de 2× log2(n), seleccionando el mejor resultado para ambos.

149
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Un valor de complejidad menor e representa un problema más fácil. Hemos desarro-

llado cuatro métodos de umbral automático basados en tres medidas de complejidad

diferentes:

• Relación discriminante máxima de Fisher (F1).

• Volumen de la región de solapamiento (F2).

• Eficiencia máxima (individual) de caracteŕısticas (F3).

• Fusión de complejidad (FC), una combinación de las medidas de complejidad

1/F1, F2 y 1/F3.

I.3 Datos faltantes

Una situación común en las aplicaciones del mundo real de aprendizaje automático es

encontrar, entre otros problemas, que nuestros conjuntos de datos tienen datos faltantes.

Los datos faltantes se refieren a la diferencia entre los datos que se planea recopilar y

los que realmente se logran recopilar [49].

Los datos faltantes generalmente complican el análisis estad́ıstico reduciendo el

poder estad́ıstico, sesgando las estimaciones de parámetros y degradando los intervalos

de confianza [68]. Además de esto, el poder de las pruebas estad́ısticas puede verse

gravemente comprometido cuando falta una fracción relativamente grande de datos

[18]. Estos problemas pueden ser particularmente graves cuando el motivo del valor

faltante está directamente relacionado con śı mismo [25].

Dados los posibles problemas que surgen de la aparición de datos faltantes se han

sugerido una variedad de métodos para tratarlos adecuadamente. Seleccionar el método

de solución adecuado para tratar el valor perdido depende de la información conocida

por el analista: las causas de la pérdida del dato, el tipo de pérdida en el conjunto de

datos y el tipo de dato perdido [60].
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I.3.1 Mecanismos de pérdida de datos

La pérdida de datos se puede clasificar en tres tipos principales con el objetivo de

estudiar la comprobabilidad y recuperabilidad del análisis estad́ıstico de los resultados

dado que los datos faltantes introducen ambigüedad [63, 56]:

1. Pérdida completamente al azar (MCAR), donde la causa de los datos faltantes no

está relacionada con los datos y la probabilidad de que falten es la misma para

todos los casos.

2. Pérdida al azar (MAR), donde la causa de los datos faltantes está relacionada

con los datos observados y la probabilidad de que falten es la misma solo dentro

de los grupos definidos por los datos observados.

3. Pérdida no al azar (MNAR), donde el valor de la variable que falta está relacio-

nado con la razón por la que falta y la probabilidad de que falte vaŕıa por razones

desconocidas.

Esta distinción es importante para entender los motivos por los que algunos métodos

de solución de datos faltantes no funcionan en ciertos escenarios. Esta teoŕıa establece

las condiciones bajo las cuales un método de solución de datos faltantes puede propor-

cionar inferencias estad́ısticas válidas. La mayoŕıa de los métodos simples de solución

de datos faltantes solo funcionan bajo el supuesto restrictivo y a menudo poco realista

de una pérdida de datos MCAR.

I.3.2 Métodos de solución de datos faltantes

La mejor manera de manejar los datos faltantes es no tenerlos [72], pero incluso los

estudios más cuidadosamente diseñados y ejecutados producen valores faltantes [68].

La pregunta realmente interesante es cómo lidiamos con los datos faltantes. A lo largo

de las últimas décadas, el manejo de problemas con datos perdidos se ha ampliado y

refinado en gran medida.

Los métodos de solución de datos faltantes se pueden clasificar en dos grupos de

acuerdo a la ĺınea de acción tomada con los campos incompletos [49]: (i) reducción de
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datos, que descarta campos incompletos, e (ii) imputación de datos, que completa los

campos incompletos.

En la reducción de datos se descartan los registros incompletos y se analizan los

datos restantes. El conjunto de datos reducido tiene la estructura adecuada para el

análisis planificado, aunque el tamaño de la muestra se ha reducido. Este es el enfo-

que estándar para tratar con datos incompletos [68]. La reducción de datos tiene dos

inconvenientes [49]: un registro incompleto se descarta incluso cuando es posible rea-

lizar una buena estimación de los valores faltantes, o cuando solo faltan los elementos

menos importantes. Por lo tanto, se puede eliminar información valiosa. Además, el

análisis del conjunto de datos reducido se basa en el supuesto de que los sujetos con

registros completos son una buena representación de la población muestreada original.

Existen dos métodos principales en la literatura para llevar a cabo la reducción de

datos: eliminación de lista y eliminación por parejas.

Por otro lado existe la imputación de datos, consistente en reemplazar los datos

faltantes con valores sustitutos. Los datos faltantes producen tres problemas principales:

introducen una gran cantidad de sesgo, hacen que el manejo y análisis de los datos

sea más arduo y crean reducciones en la eficiencia. Debido a que los datos faltantes

pueden crear problemas para analizar los datos, la imputación se ve como una forma

de evitar los escollos relacionados con la reducción de datos. Es decir, la mayoŕıa de

los paquetes estad́ısticos descartan por defecto cualquier registro que tenga al menos

un valor faltante, lo que puede introducir un sesgo o afectar a la representatividad de

los resultados. La imputación preserva todos los casos al reemplazar los datos faltantes

con un valor estimado basado en otra información disponible. Una vez que se han

imputado todos los valores faltantes, el conjunto de datos se puede analizar utilizando

técnicas estándar. Entre la gran cantidad de métodos de imputación existentes, hemos

seleccionado dos, uno simple y otro más complejo: imputación usando la mediana e

imputación usando SVD.

I.4 Motivación y objetivos

Tras definir los conceptos que se utilizarán a lo largo de esta tesis doctoral, se procede

a enumerar los motivos por los que se realiza este trabajo:
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• El tiempo de cálculo en el campo del aprendizaje automático empieza a ser crucial

debido al considerable aumento del tamaño de los conjuntos de datos. En este

trabajo se realiza un estudio sobre la distribución de la información en diferentes

unidades de procesamiento o nodos, paralelizando los cálculos necesarios.

• Uno de los principales problemas de seleccionar una técnica de SC es la varia-

bilidad de los resultados dependiendo de la naturaleza del conjunto de datos.

Tradicionalmente el usuario es el que decide cuál es el algoritmo SC más apro-

piado para cada problema en particular. En este trabajo proponemos múltiples

aproximaciones ensemble para hacer frente a la variabilidad y dependencia de re-

sultados según la naturaleza del problema, liberando al usuario de esta decisión.

• Es necesario establecer un umbral adecuado para obtener un subconjunto práctico

de caracteŕısticas si se trabaja con métodos de evaluación individual de selección

de caracteŕısticas. En esta tesis se presentan varios umbrales genéricos capaces

de trabajar en diferentes escenarios sin tener que preestablecer un umbral fijo.

Además, gracias a estos umbrales genéricos se libera al usuario de probar y selec-

cionar el mejor para cada escenario.

• El proceso de combinación de resultados en un ensemble afecta notablemente al

resultado ya que es el responsable de fusionar los múltiples resultados individuales

en un único resultado final. Por lo tanto es necesario explorar nuevas formas de

combinación, aplicar diferentes métodos de combinación, compararlos y estudiar

sus fortalezas y debilidades.

• Trabajar con ensembles de métodos de evaluación individual SC implica la nece-

sidad de un paso de umbralización para retener solo las caracteŕısticas relevantes,

aśı como también se necesita un paso de combinación para unir los resultados

obtenidos por los diferentes métodos. Tradicionalmente, el proceso de combina-

ción se lleva a cabo primero y luego se realiza el proceso de umbralización. Hemos

intercambiado el orden de estos pasos para estudiar sus efectos, compararlos con

el enfoque tradicional y detectar posibles beneficios y limitaciones.

• Los datos faltantes son una situación común en los problemas del mundo real

que no se tratan adecuadamente con los métodos existentes. Por lo tanto, hemos

realizado un estudio exploratorio en este campo para analizar los beneficios y los

daños de los métodos de imputación antes de aplicar SC para desarrollar enfoques

novedosos de ensembles de SC capaces de manejar los datos faltantes.
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I.5 Discusión

Esta sección proporciona una breve descripción de cada art́ıculo que compone este

trabajo. Esto es solo un resumen del proceso y los resultados obtenidos, por lo que

es recomendable leer primero los art́ıculos completos para comprender los aspectos

resumidos.

I.5.1 Ensemble Feature Selection: Homogeneous and Heterogeneous

Approaches

En este trabajo se presentan dos diseños diferentes para construir ensembles de selec-

ción de caracteŕısticas aprovechando la combinación de diferentes métodos individuales:

(i) el ensemble homogéneo distribuido y (ii) el ensemble heterogéneo centralizado. El

ensemble homogéneo distribúıdo se genera utilizando el mismo método de selección de

caracteŕısticas, distribuyendo el conjunto de datos a través de varios nodos para pa-

ralelizar la tarea de entrenamiento y reducir el tiempo computacional. Por otro lado,

el ensemble heterogéneo centralizado utiliza diferentes métodos de selección de carac-

teŕısticas para los mismos datos de entrenamiento, tratando de aprovechar las fortalezas

y superar las debilidades de los métodos individuales. Este enfoque tiene el beneficio

adicional de liberar al usuario de la tarea de decidir qué método se adapta mejor a un

escenario particular.

Los dos ensembles funcionan con múltiples métodos de ranking de caracteŕısticas,

por lo que es necesario combinar sus salidas utilizando un agregador para obtener un

único resultado final. En este trabajo se ha experimentado con siete conjuntos de datos

representativos de problemas de tamaño mediano a grande, obteniendo resultados com-

petitivos con el uso del enfoque ensemble, independientemente del conjunto de datos

y el umbral, sin incurrir en ningún deterioro en la precisión de la clasificación. El en-

semble homogéneo distribuido mejoró considerablemente los tiempos de entrenamiento

sobre los métodos individuales y los errores se mantuvieron estables entre las dos es-

trategias. Por otro lado, el ensemble heterogéneo centralizado alcanzó e incluso mejoró

los resultados logrados por los métodos de selección de caracteŕısticas individuales.

En este trabajo se llega a la conclusión de que el ensemble homogéneo distribuido

es particularmente adecuado para grandes conjuntos de datos mientras que el ensemble

heterogéneo centralizado tiene la ventaja de liberar al usuario de la toma de decisiones
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con respecto al mejor método de selección de caracteŕısticas posible para un escenario

particular.

Al comparar los diferentes métodos de combinación, se observó que elegir uno u otro

método no influye en el error final estimado, al menos para los seis métodos estándar

estudiados en este trabajo. También se observa que en cinco de los siete conjuntos de da-

tos estudiados los valores de umbral relación discriminante de Fisher y log2(n) reducen

la dimensión de los conjuntos de datos notablemente mientras mantienen una precisión

de clasificación razonable –en comparación con los resultados usando umbrales fijos–

indicando que son valores apropiados para limitar las clasificaciones de caracteŕısticas.

I.5.2 Testing Different Ensemble Configurations for Feature Selection

En este trabajo se realiza un exhaustivo estudio de ensembles de selección de carac-

teŕısticas probados sobre cinco métodos de clasificación diferentes: C4.5 [58], Naive

Bayes [61], K-Nearest Neighbor (kNN) [3], Random Forest [16] y Support Vector Ma-

chine (SVM) [12, 17]. El objetivo de este estudio era el de determinar las combinaciones

que se comportan mejor para cada escenario y demostrar que los métodos ensemble fun-

cionan mejor que los métodos individuales.

En este estudio nos hemos centrado en un conjunto heterogéneo centralizado basado

en un Diseño CT, utilizando seis métodos ranking diferentes como selectores base. Estos

selectores base se combinan mediante diferentes agregadores para producir un ranking

final común. Para obtener un subconjunto final de caracteŕısticas es necesario aplicar

un método de umbral (fijo o automático). El subconjunto final de caracteŕısticas es

probado en diferentes escenarios mediante cinco clasificadores diferentes.

El proceso de experimentación se realizó en tres escenarios diferentes según el tipo

de conjunto de datos utilizado: conjuntos de datos sintéticos, conjuntos de datos reales

clásicos y conjuntos de datos reales microarrays. Finalmente se prueba la idoneidad

de las diferentes configuraciones de ensembles de selección de caracteŕısticas y se com-

para el rendimiento con el de los métodos individuales. Para cada tipo de conjunto

de datos se comparan los clasificadores, los métodos de combinación y los métodos de

umbralización.

Nuestras recomendaciones finales se resumen en la Tabla I.1. Como clasificador,
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recomendamos usar Random Forest, ya que logra los mejores resultados en general. Para

conjuntos de datos reales clásicos elegir uno u otro método de combinación no influye en

el error final estimado; sin embargo, en base a nuestra experiencia, sugerimos evitar las

configuraciones E-Min y E-Mean, ya que su rendimiento tiende a ser errático. Además,

no podemos recomendar un método de umbralización óptimo; aunque los resultados

generalmente mejoran a medida que aumenta el número de caracteŕısticas en el ranking

final, en ciertas circunstancias puede ser deseable reducir la dimensionalidad incluso a

costa de un ligero aumento en el error. Para los conjuntos de datos de microarrays

de ADN, los métodos de combinación que producen los mejores resultados son E-Min,

E-Stuart y E-RRA. En este escenario también recomendamos la relación discriminante

de Fisher como método de umbralización óptimo, ya que reduce significativamente

la dimensionalidad del conjunto de datos al tiempo que mantiene un rendimiento de

clasificación satisfactorio.

Cuadro I.1: Resumen de recomendaciones

Tipo de conjunto

de datos

Clasificador Agregador Umbral

Más muestras que

caracteŕısticas

Random Forest,

KNN

Evitar los métodos

Mı́nimo y Media

Depende de la na-

turaleza del con-

junto de datos

Más caracteŕısti-

cas que muestras

Random Forest Mı́nimo, Stuart o

RRA

Relación discrimi-

nante de Fisher

I.5.3 On Developing an Automatic Threshold Applied to Feature Se-

lection Ensembles

Este estudio se centra en el desarrollo de nuevos métodos de umbralización para retener

las caracteŕısticas más relevantes y reducir la dimensionalidad cuando se trabaja con

métodos ranking de selección de caracteŕısticas. La cuestión de decidir dónde poner el

umbral está lejos de ser resuelta por la comunidad investigadora y por ello se aborda

este tema. Una solución t́ıpica consiste en elegir un umbral fijo (por ejemplo, seleccionar

el 10 % superior de las caracteŕısticas) pero el problema es que este tipo de umbral

depende de la naturaleza del problema. Una posible solución es utilizar la precisión de

clasificación para evaluar la calidad de los subconjuntos de caracteŕısticas obtenidas

después de probar diferentes umbrales, pero ha de tenerse en cuenta que este enfoque
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conlleva una carga computacional significativa además de ser altamente dependiente del

algoritmo de aprendizaje utilizado. Por lo tanto, en este estudio se propone el uso de

umbrales automáticos que se pueden adaptar a la naturaleza de los conjuntos de datos

sin comprometer el costo computacional. Para lograr esto, se han utilizado medidas

de complejidad en lugar de la precisión de clasificación para evaluar la calidad de los

posibles subconjuntos de caracteŕısticas resultantes al realizar la umbralización.

En un ensemble de métodos ranking de selección de caracteŕısticas existen dos eta-

pas principales: combinación de los rankings de caracteŕısticas y establecimiento de un

umbral para obtener un subconjunto con las caracteŕısticas más relevantes. Por lo ge-

neral, el proceso de combinación se realiza primero y luego el proceso de umbralización

(Ensemble CT ). Sin embargo, en este art́ıculo también se explora la situación opuesta,

aplicando la umbralización de los rankings de caracteŕısticas primero y luego combinan-

do los diferentes subconjuntos de caracteŕısticas (Ensemble TC ). En ambos casos, se

analiza el funcionamiento de umbrales de dos enfoques diferentes: el enfoque tradicional

con umbrales fijos y el enfoque automático propuesto basado en la complejidad de las

caracteŕısticas seleccionadas.

Los experimentos se realizan sobre dos escenarios reales diferentes: (i) conjuntos de

datos clásicos y (ii) conjuntos de datos microarrays. La tabla I.2 muestra un listado

de recomendaciones sobre los mejores diseños y métodos para usar según el tipo de

conjunto de datos estudiado. Los resultados experimentales demostraron que, en gene-

ral, la mejor opción es utilizar umbrales automáticos en lugar de los umbrales fijos. En

particular, parece mejor elegir el diseño novedoso Ensemble TC, en el que primero se

realiza la umbralización y luego se combinan los subconjuntos de caracteŕısticas. Solo

en el caso de conjuntos de datos clásicos con un gran número de clases se recomienda el

uso de umbrales fijos, ya que las medidas de complejidad utilizadas para establecer los

umbrales automáticos se desarrollaron para problemas binarios y su rendimiento puede

deteriorarse cuando se trata de problemas multiclase.

En resumen, se ha propuesto una nueva metodoloǵıa para establecer umbrales au-

tomáticos sobre rankings de caracteŕısticas, la cual ha sido probada con éxito en dos

diseños ensemble, tratando con diferentes tipos de conjuntos de datos y obteniendo

resultados alentadores.
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Cuadro I.2: Resumen de los mejores diseños y métodos dependientes del escenario

tratado.

Conjunto de
Número de

Diseño
Método de Método de

datos clases (C) umbral combinación

Clásico
C <= 3 TC F1 U2, U3

C > 3 CT 50 % MIN

Microarray
C = 2 TC FC L3

C > 2 TC FC L3

I.5.4 Biases in feature selection with missing data

Hoy en d́ıa, la información faltante surge en casi todos los análisis de datos, convir-

tiéndose en un importante problema que no puede manejarse con la simple exclusión de

aquellos casos que contienen algún valor faltante —estrategia conocida como List-wise

deletion (LWD). LWD se usa ampliamente debido a sus propiedades de preservación de

la distribución, pero tiene el inconveniente de excluir potencialmente una gran fracción

de datos. Para solucionar este problema, se han desarrollado los métodos de impu-

tación (reemplazo de valores faltantes), cuya adecuación y validez dependen de varios

supuestos.

En este art́ıculo se estudia el proceso de imputación de valores faltantes en el con-

texto de la selección de caracteŕısticas. Para ello se hace uso de gráficos causales con

el fin de determinar la aparición de sesgos estructurales. Otro de los objetivos de este

trabajo es el de investigar situaciones en las que la imputación de valores faltantes

puede ser beneficiosa para reducir los falsos negativos, equilibrando este decrecimiento

con respecto al aumento de los falsos positivos.

Para la realización de este estudio se considera que los valores faltantes responden

al mecanismo MCAR o MAR y se pierden esporádicamente. Existen varios trabajos

de investigación que han propuesto algoritmos que abordan los datos faltantes con

imputación, imputación parcial, eliminación parcial, análisis completo e interpolación

[23, 28, 49]. A menudo se prefiere imputar valores perdidos antes de aplicar un algoritmo

genérico para la clasificación, regresión y/o selección de caracteŕısticas. Los posibles

sesgos introducidos por este procedimiento de imputación pueden aliviarse mediante la

imputación múltiple [49, 63, 68, 62].
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Imputar valores faltantes previamente al procesamiento de datos – y particular-

mente antes de un proceso de selección de caracteŕısticas – cuando el porcentaje de

valores faltantes es elevado (por encima del 80 %), es tentador. Sin embargo, en estos

casos es precisamente cuando se debe ser cauteloso. Los valores recientemente impu-

tados pueden introducir sesgo en los datos, con efectos adversos tanto en los errores

tipo I (falsos positivos) como en los errores tipo II (falsos negativos). Esta situación se

produce incluso para el tipo de mecanismo de pérdida de valores más sencillo: pérdida

completamente al azar (MCAR). Por ello, la imputación de valores parece la mejor

opción para tratar este tipo de problemas.

Los tipos de sesgo que puede introducir la imputación son de dos naturalezas dife-

rentes: estad́ıstica y estructural. El sesgo estad́ıstico da como resultado una estimación

inadecuada de la varianza y/o covarianza entre las variables y puede corregirse anaĺıti-

camente o mediante imputación múltiple. El otro tipo de sesgo, el sesgo estructural,

es más insidioso. Se deriva de la inversión de las flechas causales por el mecanismo

de imputación y puede dar lugar a un incremento de falsos positivos. Para problemas

de predicción, esto puede no afectar, pero para problemas de descubrimiento, cuando

falta una gran fracción de valores, no es aconsejable utilizar métodos de imputación

como imputación mediante regresión o SVD para evitar aumentar la tasa de falsos

descubrimientos.

Uno de los objetivos de este art́ıculo es estudiar el sesgo potencial introducido en la

selección de caracteŕısticas cuando se manejan datos faltantes. Cuando faltan grandes

cantidades de datos la imputación puede introducir sesgos en los datos, incluso en el caso

MCAR, presumiblemente “más agradable”. Por lo tanto, será más aconsejable diseñar

métodos de selección de caracteŕısticas que sean robustos ante la presencia de datos

faltantes en lugar de imputarlos [21, 20]. En este trabajo se realiza una modificación

del t-estad́ıstico para tener en cuenta la incertidumbre introducida por la imputación

mediante regresión lineal para el caso de la selección de caracteŕısticas. El t-estad́ıstico

modificado tiene en cuenta tanto la incertidumbre introducida por la precisión limitada

de los coeficientes de regresión como el residuo del ajuste. Tanto el t-estad́ıstico modi-

ficado propuesto como el uso de gráficos causales para evidenciar la noción de sesgos

estructurales son ideas novedosas de este trabajo.

El art́ıculo comienza presentando un caso de sesgo severo introducido por la impu-

tación sobre un conjunto de datos ilustrativo como base el conjunto de datos Gisette. A

continuación, tras valorar los resultados iniciales, se procede a realizar la modificación

sobre el t-estad́ıstico para tener en cuenta las diferentes incertidumbres y residuos y se
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estudian los dos tipos de sesgo introducidos por la imputación de valores faltantes: el

sesgo estad́ıstico y el sesgo estructural. Finalmente, se analizan los resultados obtenidos

por el t-estad́ıstico modificado y se presentan los hallazgos sobre un conjunto de datos

real que contiene información sobre pacientes con diabetes. Los resultados sobre este

conjunto de datos refuerzan las conclusiones anteriores, ya que el uso del método de

imputación SVD conduce a la generación de más falsos positivos cuando el porcentaje

de valores faltantes en los datos es alto. Por lo tanto, el uso de SVD para imputar valores

faltantes conduce a un mayor número de caracteŕısticas irrelevantes que erróneamente

pueden detectarse como relevantes.

I.6 Conclusiones y trabajo futuro

En este trabajo, el enfoque ensemble se aplica principalmente en el campo de selección

de caracteŕısticas, estudiando diferentes configuraciones y diseños y cubriendo esce-

narios reales clásicos –con un mayor número de muestras que caracteŕısticas– como

microarrays de ADN —conjuntos de datos con más caracteŕısticas que muestras. A lo

largo de esta tesis se han desarrollado y estudiado diferentes métodos de FS basados

en un enfoque ensemble, realizando diferentes configuraciones:

• Paralelizando el entrenamiento mediante la distribución de los datos entre varios

nodos para minimizar los tiempos de cálculo.

• Variando el número y tipo de métodos base de selección para reducir la variabi-

lidad.

• Proponiendo dos diseños ensemble diferentes para estudiar y comparar los bene-

ficios y perjuicios de cada uno.

• Aplicando varios métodos de combinación con el objetivo de obtener la mejor

fusión de información de acuerdo con las propiedades del escenario.

• Aplicando y desarrollando varios métodos de umbralización con el objetivo de

liberar al usuario de tener que probar diferentes valores de umbral y seleccionar

el mejor en un escenario particular.

Hemos detectado que el mejor método general de SC individual no existe y su

creación está lejos de ser posible. Por ello, hemos desarrollado nuevos métodos de SC
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basados en el enfoque ensemble, reduciendo la variabilidad inducida por métodos in-

dividuales, aprovechando sus fortalezas y superando sus debilidades. Además, hemos

liberado a los usuarios de tener que seleccionar un método SC espećıfico para cada

escenario.

Nuestra propuesta se basa en métodos ranking y, por lo tanto, es necesario un paso

de umbralización, que tiene una importancia vital en la configuración final del ensemble.

Por lo tanto, se ha profundizado en este paso esencial mediante el desarrollo de métodos

de umbral genéricos capaces de extraer el mejor subconjunto de caracteŕısticas de cada

escenario sin tener que preestablecer el umbral. Gracias a ello también se ha liberado

al usuario de tener que probar diferentes valores de umbral y seleccionar el mejor en

un escenario particular.

Otro de nuestros objetivos era enfrentarse a uno de los mayores problemas cuando

se trabaja con conjuntos de datos del mundo real: los datos faltantes. Para ello se

realizó un estudio preliminar en este campo, estudiando los beneficios y los perjuicios

de la aplicación de métodos de imputación tradicionales para resolver problemas con

datos faltantes en el contexto de la selección de caracteŕısticas. El objetivo de este

estudio preliminar es establecer las bases para diseñar y desarrollar nuevos métodos

de selección de caracteŕısticas que funcionen correctamente con problemas de datos

faltantes sin necesidad de realizar el proceso de imputación intermedio. El proceso de

imputación puede introducir sesgos incluso en los casos más simples de datos faltantes.

Estos sesgos son de dos naturalezas diferentes: sesgo estad́ıstico y sesgo estructural. En

este trabajo se ha ideado una modificación sobre el t-estad́ıstico para resolver el sesgo

introducido por los métodos de imputación basados en regresiones lineales.
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